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Abstract 
Mother Nature is able to accomplish certain tasks through the 
simplest of her creatures that computer science has yet to 
duplicate.  Many researchers believe the key to realizing the 
full potential of computing machines lies in their ability to 
leverage biological techniques for solving problems.  Jeff 
Hawkins, an electrical engineer and neuroscience researcher, 
and also the founder of the Palm Pilot, believes he has 
discovered how the brain works, which he theorizes is the key 
to developing intelligent machines.  In this paper we examine 
his theories and how he is attempting to translate them into 
computer code. 

1. Introduction 
Our research involves studying learned responses and 

pattern recognition through the use of training a model to 
distinctively decipher input to respond with correct 
recognition output.  We have studied and practiced with 
various software packages that can mimic the functions of the 
brain.  We will report on these findings by reviewing the 
topics outlined and show by example how the human brain 
functions are simulated by machine power. 

We are discussing the power of the human brain versus 
the power (speed) of the computing machine.  How does it 
process information?  How quickly does it interpret input, 
process it, and then deliver good and accurate output?  There 
are a number of schools of thought that revolve around this 
topic.  We have decided to highlight a few, and to research 
and compare their differences. 

Jeff Hawkins, founder of the Palm Pilot and owner of the 
Numenta Company, now believes that he knows and 
understands how the brain functions.  His software models 
have the ability to learn and identify objects of varying shapes 
and to interpret what they actually are – and can even sense 
what the next shape or pattern will be in a serial test.  Hawkins 
calls his software “The Thinking Machine” [1]. 

 
1.1. Artificial Intelligence 

Artificial intelligence includes the science and 
manufacturing of intellectual and intelligent machinery.  This 
machinery may or may not use methods that are similar to 

conventional human understanding.  Quite often, the methods 
practiced are not necessarily visible to the human eye. 

There are two schools of thought on this topic.   
• Pattern Recognition: Understand how the human brain 

works and build models that behave in the same way 
(model the whole brain as a single entity)  

• Learning from Experience: Examine the interconnections 
of neurons in the brain and produce similar activity by 
leveraging its structure 
Computing machinery is capable of performing 

mathematical operations of enormous complexity at a speed 
the human brain cannot match.  However, for some tasks, 
particularly pattern matching, computer science has not found 
a solution that even begins to approach the ability of human 
beings.  Machinery has a difficult time recognizing even the 
simplest of objects.  This is particularly frustrating when you 
consider a neuron in the human brain is capable of firing 
approximately 200 times per second compared with a silicon 
equivalent firing millions of times per second. 

Jeff Hawkins, has developed a theory for how he 
believes the brain functions.  He has coined the term 
Hierarchical Temporal Memory to describe the process.  He is 
attempting to use his theory to create code to solve the pattern 
recognition problem and other problems, which bare 
similarities to it. Our work revolves around code designed 
using his theories. 

1.2. Traditional Neural Networks 

A neural network is a powerful data-modeling tool that is 
able to capture and represent complex input/output 
relationships. The motivation for the development of neural 
network technology stemmed from the desire to develop an 
artificial system that could perform “intelligent” tasks similar 
to those performed by the human brain. Neural networks 
resemble the human brain in the following two ways: a neural 
network acquires knowledge through learning, and a neural 
network’s knowledge is stored within inter-neuron connection 
strengths known as synaptic weights [2].  

The true power and advantage of neural networks lies in 
their ability to represent both linear and non-linear 
relationships and in their ability to learn these relationships 
directly from the data being modeled. Traditional linear 
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models are simply inadequate when it comes to modeling data 
that contains non-linear characteristics.  

The most common neural network model is the 
multilayer perceptron (MLP). This type of neural network is 
known as a supervised network because it requires a desired 
output in order to learn. The goal of this type of network is to 
create a model that correctly maps the input to the output 
using historical data so that the model can then be used to 
produce the output when the desired output is unknown. 

An artificial neural network involves a network of simple 
processing elements (neurons) which can exhibit complex 
global behavior, determined by the connections between the 
processing elements and element parameters [3]. One classical 
type of artificial neural network is the Hopfield net. 

In a neural network model, simple nodes (called 
variously “neurons”, “neurodes”, “PEs” (“processing 
elements”) or “units”) are connected together to form a 
network of nodes — hence the term “neural network”. While a 
neural network does not have to be adaptive per se, its 
practical use comes with algorithms designed to alter the 
strength (weights) of the connections in the network to 
produce a desired signal flow. 

In modern software implementations of artificial neural 
networks, the approach inspired by biology has more or less 
been abandoned for a more practical approach based on 
statistics and signal processing. In some of these systems, 
neural networks or parts of neural networks (such as artificial 
neurons) are used as components in larger systems that 
combine both adaptive and non-adaptive elements. 

The concept of neural networks started in the late-1800s 
as an effort to describe how the human mind performed. These 
ideas started being applied to computational models with the 
Perceptron [3]. 

The Perceptron is essentially a linear classifier for 
classifying data specified by parameters and an output 
function f = w’x + b. Its parameters are adapted with an ad-
hoc rule similar to stochastic steepest gradient descent. 
Because the inner product is linear operator in the input space, 
the Perceptron can only perfectly classify a set of data for 
which different classes are linearly separable in the input 
space, while it often fails completely for non-separable data. 
While the development of the algorithm initially generated 
some enthusiasm, partly because of its apparent relation to 
biological mechanisms, the later discovery of this inadequacy 
caused such models to be abandoned until the introduction of 
non-linear models into the field. 

The back propagation network was probably the main 
reason behind the repopularisation of neural networks after the 
publication of “Learning Internal Representations by Error 
Propagation” in 1986. The original network utilized multiple 
layers of weight-sum units of the type f = g(w’x + b), where 
g was a sigmoid function or logistic function such as used in 
logistic regression. Training was done by a form of stochastic 
steepest gradient descent. The employment of the chain rule of 
differentiation in deriving the appropriate parameter updates 

results in an algorithm that seems to ‘backpropagate errors’, 
hence the nomenclature. However, it is essentially a form of 
gradient descent. Determining the optimal parameters in a 
model of this type is not trivial, and steepest gradient descent 
methods cannot be relied upon to give the solution without a 
good starting point. In recent times, networks with the same 
architecture as the backpropagation network are referred to as 
Multi-Layer Perceptrons. This name does not impose any 
limitations on the type of algorithm used for learning. 

The backpropagation network generated much 
enthusiasm at the time and there was much controversy about 
whether such learning could be implemented in the brain or 
not, partly because a mechanism for reverse signaling was not 
obvious at the time, but most importantly because there was 
no plausible source for the ‘teaching’ or ‘target’ signal. 

The field of neural networks can be thought of as being 
related to artificial intelligence, machine learning, parallel 
processing, statistics, and other fields. The attraction of neural 
networks is that they are best suited to solving the problems 
that are the most difficult to solve by traditional computational 
methods.  

Consider an image-processing task such as recognizing 
an everyday object projected against a background of other 
objects. This is a task that even a small child’s brain can 
solve in a few tenths of a second. However, building a 
conventional serial machine to perform as well is incredibly 
complex. However, that same child might NOT be capable of 
calculating 2+2 = 4, while the serial machine solves it in a few 
nanoseconds.  

A fundamental difference between the image recognition 
problem and the addition problem is that the former is best 
solved in a parallel fashion, while simple mathematics is best 
done serially. Neurobiologists believe that the brain is similar 
to a massively parallel analog computer, containing about 
10^10 simple processors which each require a few 
milliseconds to respond to input. With neural network 
technology, we can use parallel processing methods to solve 
some real-world problems where it is very difficult to define a 
conventional algorithm. 

 
2. Hierarchical Temporal Memory (HTM) 

Traditional neural networks as previously described are 
lacking in a number of areas [4].  In the case of pattern 
recognition, while they are competent at dealing with noise 
introduced into an input pattern,  they have great difficulty 
handling changes to the input pattern relating to scale, 
transition, etc. In other words, a traditional neural network is 
capable of separating the wheat from the chafe but cannot 
recognize different sizes of wheat or wheat viewed from 
different angles as all being the same thing.  Additionally, 
traditional neural networks, originally designed with the idea 
of mimicking the brain, fail to leverage two important aspects 
of  what we understand about brain function. The first is the 
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feedback connections which are ubiquitous throughout 
neuronal connectivity. 

Neuroanatomists have known for a long time that the 
brain is saturated with feedback connections.  For example, 
in the circuit between the neocortex and a lower structure 
called the thalamus, connections going backward (toward 
the input) exceed the connections going forward by almost 
a factor of ten!  That is, for every fiber feeding information 
forward into the neocortex, there are ten fibers feeding 
information back toward the senses [5].   

The second, traditional neural networks, do not account 
for the temporal aspect of  learning.  That is, they do not 
leverage time.  “Real brains process rapidly changing streams 
of information” [6]. 

Jeff Hawkins, in collaboration with Dileep George, has 
begun to code his ideas.  Through the Numenta name-brand 
they are producing a framework to leverage what they coin 
Hierarchical Temporal Memory (HTM).  Numenta ’ s 
software model of the brain is Hierarchical Temporal Memory, 

or HTM. It learns by experiencing sense data, the same way 
people do. It builds a model of the world based on sensory 
input, and maps new input onto that model. Nodes of the 
software look at common spatial patterns. If “A” and “B” 
happen together, the node assumes a common cause. It gives 
the sequence a name, and passes it up to a higher node. The 
higher node looks for higher level patters, and passes that 
information up to a yet higher node, and so forth.  HTMs 
consist of a hierarchy of nodes which accept input at their 
lowest layer.  They use unsupervised learning up through an 
indeterminate number of layers of nodes until information is 
passed to the highest level at which point a supervised 
learning structure is in place.  The hierarchy of nodes seeks to 
form what are referred to as invariant representations.  
Essentially this is a name for an object or more accurately a 
pattern.  Consider, a letter in the alphabet.  Regardless, of font-
size or even font type an “a” is still an “a”.  It is this concept 
which invariant representations attempt to capture.  

 
Figure 1. HTM with three layers of nodes [7] 

 
Now let us consider the Numenta HTM Network 

Structure.  Figure 1  represents an HTM with three layers of 
nodes.  Each node accepts a four pixel by four pixel section of 
the overall thirty two by thirty two pixel image.  My purpose 
is to explain the utility of the HTM structure not the various 
algorithms which could be used for pattern recognition.  
However, it might be useful at this point to illustrate the 
technique with an oversimplified algorithm which I will refer 
to as the binary subtraction algorithm for pattern recognition.   

Node a accepts input from section A of the image. 
Consider that we are given a corner input (Figure 2).  By 
breaking apart the rows of the matrix and forming a 1-D rather 
than 2-D representation of the image, we have a “name” which 
lends itself to a binary environment (Figure 3). 
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a) Matrix representation 
 

 

b) Linear representation 
 

Figure 2. Section of input image 
 

It is easy to see the correlation between our name for the 
corner image and a binary number.  Figure 3 in 16 bit notation 
is 1000 1000 1000 1111.  In order to recognize the image we 
subtract stored  image names form our input image.   

1000 1000 1000 1111 input 
1000 1000 1000 1111 stored 
0000  0000 0000 0000 difference 

Here we have an exact match indicated by the zero 
difference.  In this case, there is no noise present in either the 
stored or the input images.  Now consider the presence of 
noise.  Again, we have our corner image but in this case, there 
is an erroneous pixel added to the image. 

 

 

 

Figure 3. Section of input image with noise 
 

The name for this image when we re-represent the matrix 
as a binary number  is 1000 1010 1000 1111.  Performing our 
subtraction... 

 
1000 1010 1000 1111 input 
1000 1000 1000 1111 stored 
0000 0010 0000 0000 difference 

In this case, the position of the bit in the difference is not 
significant.  Because there is one bit on in the difference, we 
can determine that the stored and the input are not an exact bit 
for bit match.  However, we must, with an understanding of the 
environment, factor in some tolerance.  That is, we may accept  
a single bit in the difference as a “close enough” match.  Care 
in this regard must be exercised and in many ways, determining 
an acceptable tolerance level is as much art as it is science.  
Consider the following.... 
 

 

 input stored 

Examining the results on the two images above when 
subjected to our binary subtraction algorithm we compute:  

1000 1000 1000 1111  input 
0100 0100 0111 0000 stored 
0100 0100 0001 1111 difference 

In this case we have seven bits in the on position. Though 
we can clearly see the stored image is the input image shifted to 
the upper right corner.  Our algorithm does not draw out the 
similarity between the two images.  Despite the fact this is a very 
simple algorithm it is representative of the problem that more 
complex algorithms have with this problem.  It is this problem 
that the temporal learning incorporated into an HTM node 
attempts to solve. 

Examining the following diagram notice the top 4 bit 
binary number (0100).  For all three input patterns the node 
outputs its name as 0100.  At this point it is not important to 
understand what is going on inside the node just the fact that it 
is able to recognize the corner though a number of transitions 
are a significant improvement over the previous.   



 

B5.5  

 

Figure 4. HTM Node in Inference Mode [8] 

Notice each node is separated into two distinct regions, the 
spatial pooler and the temporal pooler.  To understand how the 
HTM learns it is important to understand during learning the 
image is moved within the field of view.  Imagine the entire 
image in figure one being shifted to the right.  At time 0 the 
corner in A which is input to node a appears as it does at time 0 
of figure 4.  At time 1 the image is shifted to the right one pixel 
and the image in A which is input to a appears in figure 4 at t = 1 
and so forth.  Each one of these images is learned as a distinct 
image.  That is, for purposes of spatial pooling, the image at time 
t=0 is a distinct image from that at time t=1.  Notice in the spatial 
pooler the image from t=0 to t=2 is represented by c4 through c6 
respectively.  These images are learned in an unsupervised 
manner.  Imagine at each time iteration a snapshot is taken of the 
image, these snapshots are stored and those which appear with 
the highest frequency are retained.  (Despite the fact that I am 
referring to the image as moving left to right only, it is important 
to move the image in numerous directions to develop a 
representative set of images).  As the frequency of new images 
begins to dissipate the spatial pooling will draw to a conclusion.  
That is, initially new images will be created rapidly.  As time 
draws on the frequency of new images recognized will reduce 
because there are fewer possibilities.   

In the next stage (temporal pooling) patterns of recurring 
images are stored and named.  In the case of figure 4 as the image 
is shifted to the right the pattern from t=0 to t=2 is recorded.  In 
this case c4 followed by c5 followed by c6 is identified as a 
pattern and labeled g2.  Again similar to the spatial pooler the 

most frequent recurring patterns are retained until the frequency 
of new patterns drops off.  At which point the node learning is 
completed.  We could imagine that at this point the next layer of 
node training begins using a similar process.  Our node feeds 
information to the layer above it based on the input it receives 
and the spatial followed by the temporal pooling cycles begins 
anew. 

Referring back to figure 1 once we reach the final node at 
level 3 supervised learning is initiated.  It is at this point we want 
to give a name to the image our HTM has recognized.  This is 
analogous to telling a child that the symbol he/she is looking at is 
a letter a.  At the lowest layer of the hierarchy it is not difficult to 
see the relationship between the input data and the data retained 
in the spatial and temporal poolers.  However, as we move up the 
hierarchy this relationship becomes more and more detached 
from the original input.  Looking at figure 4 we see that the 
corner image is represented by the binary number 0100.  This 
bears little resemblance to the input however it is nonetheless a 
clear representation of the image.  Because the nodes are arranged 
in this fashion at the next level the temporal pooler will be storing 
patterns of patterns. 

The other aspect of Hawkins’ theory involves prediction and 
the predictive nature of the brain.  Though the Numenta team accepts 
that using prediction is an important piece for emulating intelligence 
they did not include it in the current release of their HTM framework.  
Dileep George commented on this as follows: “We are definitely 
interested in prediction. We have a prototype implementation of 
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prediction, but we could not get it into the NuPIC research release. 
We are still working on it and ironing out some kinks” [9].  

It is important to note the differences between the way 
traditional neural networks implement a feedback loop and what 
Hawkins and Numenta are attempting to produce.  In On 
Intelligence, Hawkins points out,  

The most common type of neural network, called a “back 
propagation” network, learned by  broadcasting an error from 
the output units back toward the input units.  You might think this 
is  a form of feedback, but it is not really.  The backward 
propagation of errors only occurred during the learning phase. 
When the neural network was working normally, after being 
trained, the information flowed only one way.  There was no 
feedback from outputs to inputs [10].  

Feedback as envisioned by Hawkins and his team is a 
predictive enabler.  To illustrate consider the sentence, “If you are 
cold perhaps you should put on a _______”.  Completing the 
sentence in a brute force fashion by attempting to go through 
every word in our vocabulary would be inefficient.  So how do 
we handle the problem?  As the reader you can dramatically limit 
the number of possibilities to complete the sentence by selecting 
a word that will make sense.  This raises the question, how can 
we define making sense?  One method is to state things make 
sense if they have occurred before.  That is if the above 
represents a pattern we may have seen in the past.  Consider the 
earlier example of the corner shifting to the right.  If the level 1 
node receives as input the images at time t=0 and time t=1 would 
it not be possible to predict with some degree of certainty that the 
next image will be that of time t=3, since the pattern conforms to 
the g2 pattern sequence.  In addition, since we have received the 
first 2 images of the sequence we will likely receive the third.  
This is similar to my previous language example in that we 
cannot be sure what the last word of the sentence is but we can 
predict it is more likely to be coat or sweater than dog or cat.  
Leveraging such predictive techniques can dramatically increase 
the efficiency of an HTM. Consider a system which is able to 
predict a certain outcome and is able to limit the set of 
possibilities tested based on that prediction. 

 
3. Experimental Comparisons 

In the previous section we referred to a need for 
incorporating a measure of tolerance into the pattern recognition 
algorithm, to account for the presence of noise in an input stream.  
An HTM network accomplishes this through the maxDistance 
parameter.  “The parameter sets the maximum Euclidean 
distance at which two input vectors are considered the same 
during learning.”  Unfortunately even for a simple example like 
the pictures demo retraining the network is a lengthy process.  It 
was taking approximately four to five hours to retrain the 
network using the supplied experimental data.  At the time of 
this writing Numenta has released an update which significantly 
improves training time.  According to the release notes training 
time for the pictures demo has been reduced from approximately 
four hours to thirty-five minutes.  This in turn, will make it 
considerably easier to run tests on experimental data.  Other 

parameters, which can be changed to effect performance, are 
included in the NuPIC Programmer’s Guide [11]. 

On April 13, 2007 a developer attempted to benchmark the 
pictures demo by changing the dataset to recognize the digits 0-9 
[12].  He used the USPS handwritten digit data set, which 
consists of 7291 images of the digits zero through nine.  The test 
took two days to run on modern hardware.  The result was a 
6.78% error rate.  He used a support vector machine for pattern 
recognition as a control case, which achieved a 4.29% error rate.  
When presented with the results the Numenta team pointed out 
the SVM uses supervised learning while the HTM primarily uses 
unsupervised learning with the exception of the top node (as 
mentioned in the previous section).  By combining the SVM 
with the HTM network they predict better results could be 
achieved.  

 
4. Conclusion 

The NuPIC (Numenta Platform for Intelligent Computing) 
is in its early stages [12].  The Numenta team consistently points 
out that this is a research release and is not expected to 
demonstrate the full potential of an HTM network.  “We should 
add that the research release is an early and primitive version of 
HTM, so it is premature to benchmark “Numenta” or “HTM” 
based on what’s available in the research release.”  With this in 
mind its performance and versatility are impressive.  Some of 
the most interesting parts of Hawkins’ theories regarding brain 
function are related to prediction.  Unfortunately these theories 
were not implemented in the research release.  Despite this 
absence the demonstration software performed well.  The 
underlying concepts behind the technology are straightforward 
as we hope we have demonstrated through this paper.   
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