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Abstract 
This study is an analysis of two databases provided 
by the New York City Metro Transit Authority (MTA). 
The databases contain records of assaults against 
MTA customers and employees between 2005 and 
2007. We analyzed both databases to discover 
patterns and trends for informational and predictive 
purposes. This analysis was accomplished by 
cleansing, querying, and mining the data. Though 
both databases feature attributes for incident 
locations, train lines, times and dates of assaults, 
etc., the critical information regarding the nature of 
these incidents was recorded in the comment fields. 
One database did not contain incident types, so we 
programmatically identified pertinent and descriptive 
verbiage from the comment fields, in a manner 
generating a deliverable procedure. We also 
expanded this database to include new attributes and 
flags for mining the data using SQL. The records in 
the second database were prearranged with incident 
types and suitable for quickly generating predictive 
and associative models using the data mining 
software program, Weka. 
 
1. Introduction 
 
Stored data may be the most underestimated, high-
value resource of an organization. Using appropriate 
techniques and methods to analyze stored data can 
help an organization prepare for future events and 
provide mission critical information. A valuable tool 
in this effort is “data mining.” Witten and Frank 
define data mining as “…the process of discovering 
patterns in data” [4]. From the laboratory to the 
battlefield, the search for patterns within raw data is 
not new. However, recent advancements in database 
and computing technology allow for information 
gathering at accelerated speeds and improved depths. 
This study was performed using Structured Query 
Language (SQL) and the data mining software 
program, Weka. Using three years of data, we have 
generated rule sets and decision trees predicting 
likely occurrences in the New York City Subway 
system in 2008.  

The New York City Subway system, operated by the 
Metro Transit Authority (MTA), is the largest metro-
rail transit system in the world. Between 2005 and 
2007, the average weekday subway ridership was 5 
million, with a yearly average over 1.8 billion [1]. In 
other words, the equivalent of nearly one-third of the 
world’s population travels through the NYC Subway 
system on a yearly basis. The system boasts 468 
stations and well over 600 miles of passenger-used 
tracks [2]. Nearly 70,000 people are employed by the 
MTA. It is consistently among the highest ranked 
subway systems in the world in terms of ridership 
and is the only system which is fully open 24 hours a 
day, seven days a week [3].   
 
1.1. Methodology 
 
Although this effort is a continuation of a 2007 study, 
we have taken a different approach. The earlier study 
built a customer aggression model to draw 
correlations between delays and events, using a data 
set dissimilar from those in the current study. The 
current data sets were more restrictive and did not 
detail conditions or events leading up to incidents. 
The structure and records of both data sets are similar 
except one contains no attribute information 
indicating what type of incident occurred. To 
improve our ability to analyze this particular data set, 
we used SQL queries and stored procedures to 
extract potential incident descriptors from the 
comment fields. First, we wrote a series of stored 
procedures to identify every unique instance of a 
word from the comment fields. We then classified 
and reorganized the data using new attributes and 
flags.  
 
The second data set included descriptors to specify 
what type of incident occurred from among five 
categories. We ran this data set in Weka, which 
specializes in generating predictive and associative 
models with logical and graphical representations. 
After an initial examination of the data, it was clear 
that our modus operandi was to:  
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• Discover “trouble spots” throughout the NYC 
Subway system in terms of train lines and 
stations 

• Yield predictions for 2008 based on the patterns 
gleaned from the three-year historical data 
provided by our client 

• Provide a customized method for data cleansing, 
extraction and mining in future analyses 

 
The analyses were performed using Microsoft SQL 
Server 2008, Microsoft Excel 2003 and Weka. To 
generate data models and rule sets, we chose two 
algorithms from Weka’s suite: Apriori and ID3. The 
association rule algorithm Apriori creates a pre-
defined rule set which estimates the likelihood of an 
instance occurring with varying levels of confidence. 
The classification algorithm ID3 produces a decision 
tree to show conditional interconnections between 
different attributes. Weka yields interesting and often 
valuable correlative and predictive data. If utilized 
properly and methodically, Weka is a useful and 
cost-effective data mining tool. 
 
2. Background  
 
One phase of our research was dedicated to obtaining 
information on how domestic and international cities 
handle and prevent subway incidents. This 
information is useful for comparing to the incident 
handling and rapid-response procedures in the NYC 
Subway system. U.S. cities researched include 
Washington, DC, Chicago and Boston, which rank at 
the top of the list of rail transit systems by ridership.  
We also investigated subway systems in London, 
United Kingdom, and Beijing, China, to provide a 
global perspective. These cities implement rigorous 
methods to tackle subway incidents and are fully 
equipped with state-of-the-art emergency response 
techniques. 
 
The Washington Metropolitan Area Transit Authority 
(WMATA) has call boxes at the end of each rail car 
which enable any rider to report an emergency to the 
operator.  Closed circuit video cameras cover every 
area of the station. Emergency call boxes are at the 
far end of station platforms and every 800 feet along 
the tracks. Marked by blue lights, these boxes 
provide a hotline into Central Control to every police 
and fire department in the region and a button for 
bringing down third-rail power in extreme 
emergencies [5]. Furthermore, Central Control has a 
modern computer device displaying the exact 
location of every train in the system. The 

architectural features of every station reduce areas 
where criminals can hide. The WMATA conducts 
occasional mock disaster drills and provides 
intensive training for local fire and police 
departments on procedures for responding to Metro 
emergencies. 
 
The Chicago Transit Authority (CTA) works closely 
with Chicago’s Fire and Police Departments and the 
City’s Office of Emergency Management and 
Communications to respond to any emergencies. 
CTA incident handling measures constitute improved 
lighting, enhanced signage, and emergency intercoms 
on the trains and emergency telephones in the 
tunnels. Security is also strictly enforced with 
uniformed, plainclothes police and canine patrols [6]. 
 
Massachusetts Bay Transportation Authority 
(MBTA) handles subways incidents by constantly 
inspecting subways stations to ensure the safest 
possible environment. All subways have closed-
circuit television camera systems. Transportation 
staff coordinates with local, state and federal law 
enforcement agencies, as well as the MBTA Police. 
Emergency response exercises are simulated on a 
scheduled basis [7]. 
 
The London Underground is the world's oldest 
underground system. Activity within the London 
Underground is monitored through a system of 
closed circuit video cameras at all stations and 
platforms. In addition, these cameras are deployed on 
board trains for the protection and security of both 
passengers and staff. Every train has a clearly 
identified alarm button by each set of doors, which 
alerts the Passenger Service Agent if any assistance 
is required [8]. British Transport Police patrol 
subway areas to reinforce security.  The London 
Subway Docklands Light Railway (DLR) has 
achieved Secure Station awards for all its stations, 
reaching national standards in station, staff and 
passenger security. 
 
Beijing’s subway system is fully equipped with fire 
control, warning and smoke detection systems. Every 
subway station has installed self-illuminating exit 
signs to facilitate emergency evacuations. Video 
monitoring is also implemented in every subway 
station [9].  
 
As for New York, NYC Transit works closely with 
the New York City Police Department (NYPD). 
Officers in twelve Transportation Bureau Police 
districts monitor subway stations and respond to 
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subway crimes throughout the city. Customer 
assistance intercoms linked to station agents are 
clearly identified in every station. Public phones are 
located on the mezzanine and platforms. Random bag 
searches are also conducted by police officers to 
ensure passenger safety. Emergency instructions and 
evacuation procedures are clearly displayed on 
subway cars to provide guidance and to facilitate 
emergency evacuations [10]. 
 

3. SQL Database 
 
We began our research by uploading our client-
supplied data sets to databases in Microsoft SQL 
Server Management Studio 2008. Our first 
customized data set consists primarily of records of 
assaults and robberies, committed against MTA 
customers and employees between 2005 and 2007. 
Among this set of data:   

 
• Data field description file -  a list of all the fields 

and field definitions in the data file 
• Station list file  - a list of all the stations and 

their full names 
• Data file - raw data file of assaults throughout 

the subway system for 2005 - 2007 
• DB SQL – a SQL file to create tables to hold the 

data. 
 

In order to investigate any possible correlations 
between assaults within the subway system and other 
data attributes, we prepared the uploaded data for 
analysis through a process called “data cleansing”.  

 
3.1. Data Cleansing 
 
Data cleansing is a process where data is manipulated 
in a fashion conducive to analysis and mining. The 
main focus of our data cleansing process was 2,339 
comment fields filled with investigative data. The 
comment fields are 300 characters in length. Each 
field contains a short description of an incident as 
recorded within an MTA incident report. We wrote a 
SQL stored procedure to extract each single instance 
of a word from the comment field. We then removed 
any impertinent verbiage and classified the remaining 
descriptors into specific types for analysis, reporting 
and loading into Weka. We found around 1,800 
distinct words within the comment fields, some 
misspelled in multiple variations. Each one was 
either discarded or added to incident grouping logic 
we designed.   
 

This novel effort markedly improved our ability to 
analyze the data. We created ten incident “Type” 
classes:  
 
• ALTERCATION  
• ASSAULT  
• ASSAULT & ROBBERY 
• ASSAULT w/ BODILY FLUID  
• ASSAULT w/ PROJECTILE  
• OTHER  (vagrancy and vandalism) 
• POLICE INVESTIGATION  
• ROBBERY  
• SEXUAL ASSAULT  
• VERBAL ASSAULT   
 
And two flags: 
• WEAPON (Y or N) 
• DELAY (Y or N) 
 
We then copied the original database and its records 
and appended three new columns: “Type”, “Weapon” 
and “Delay”. Using a second SQL stored procedure 
we populated this table by associating incident types 
and flags with each incident. We developed the 
stored procedure by logically grouping the unique 
words extracted from the comment fields. For 
example, we used the MTA definition of a “weapon” 
to populate our stored procedure. Part A, Section 
1050.8 of the MTA NYC Rules of Conduct describes 
a weapon as (but not limited to) a: “…firearm, 
switchblade knife, gravity knife, boxcutter, straight 
razor or razor blades… sword, shotgun or rifle” [11]. 
Accordingly, here is the SQL code for the “Weapon” 
flag: 

 
CASE WHEN (INC_COM like 

('%ASSAULTED/STABBED%')  
OR INC_COM like ('%SLASHED%')  
OR INC_COM like ('%SHOT%') 
OR INC_COM like ('%SKATE BOARD%') 
OR INC_COM like ('%STAB%') 
OR INC_COM like ('%BOTTLE%') 
OR INC_COM like ('%BRICK%') 
OR INC_COM like ('%SHARP%') 
OR INC_COM like ('%KNIFE%') 
OR INC_COM like ('%SHOOT%') 
OR INC_COM like ('%SHOT%') 
OR INC_COM like ('%ARMED%') 
OR INC_COM like ('%BOX%') 
OR INC_COM like ('%CANE%') 
OR INC_COM like ('%KNIFE%') 
OR INC_COM like ('%PIPE%') 
OR INC_COM like ('%SCISSORS%') 
OR INC_COM like ('%STICK%') 
OR INC_COM like ('%WEAPON%') 
) THEN 'Y' ELSE 'N' END as WEAPON 
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Following a review of our classification scheme, we 
ran the stored procedure against the original data and 
generated a new, expanded table. Each incident was 
flagged with the appropriate “Type”, “Weapon” and 
“Delay” flags. We then analyzed the database using 
SQL queries and Weka. 
 
3.2. SQL Query Results 
 
What follows are the results of SQL queries run 
against our new expanded incident table. Please note 
that our tallies run from highest to lowest. 
 
Assaults on customers: 
 
• Top three types are Assault, Robbery and 

Assault & Robbery (Figure 1) 
• Simple, unarmed assault against passengers was 

the most frequent incident recorded 
• Top three stations in terms of number of violent 

assaults are Grand Central Station, followed by 
59th Street - Columbus Circle and a tie for 3rd 
between 96th Street at Broadway and Utica Ave.  

• Top three train lines by number of incidents are 
A, 2, 6 
 

 
Figure 1.  Assaults on customers by type 

 
Assaults on MTA employees: 
 
• Top three types are Assault, Assault with Bodily 

Fluid and Assault with Projectile (Figure 2) 
• Between 2005 and 2007, the highest number of 

assaults on MTA employees overall were 
committed at 169th Street station  

• Top three train lines by number of incidents are 
6,2 and 1 

 

 
Figure 2. Assaults on MTA employees by type 

 
Miscellaneous findings: 
 
• Customers were the victims in 85% of the 

assaults recorded 
• For 2005 & 2006, the 12pm-6pm timeframe had 

the highest number of assaults. In 2007, the rate 
of assault in the 12am-6am timeframe soared to 
the lead (Figure 3) 

• Highest number of delays reported at 59th Street, 
14th Street and 34th Street (Figure 4) 

• Of 2,339 incidents, 162 occurred in a subway 
station, as opposed to onboard a train (7%) 

 

 
Figure 3.  Assaults by 6 hour intervals 

 

 
Figure 4. Ten most delayed stations, 2005-2007 
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While cleansing the data, we discovered a few events 
that, though low in terms of frequency of occurrence, 
caught our attention due to their severity. The 
following incidents were classified within the ten 
class types but merit independent mention.  
 
Within the "Assault" and “Sexual Assault” types, 
there were: 
 
• three instances of child abuse 
• three murders, one committed by pushing a 

passenger in front of an oncoming train, two 
related to shootings on board the train 

• seventeen shootings  
• six rapes 
 
Out of all 2,339 incidents recorded in this data set 
between 2005 and 2007, there were: 
 
• 41 Sexual Assaults (40 unarmed, 1 armed) 
• 150 Altercations (137 unarmed, 13 armed) 
• 83 Assaults with bodily fluid (82 unarmed, 1 

armed) 
• 256 Police investigations (242 unarmed, 14 

armed) 
• 70 categorized as Other (68 unarmed, 2 armed) 
• 27 Verbal assaults (24 unarmed, 3 armed) 
• 399 Robberies (399 unarmed, 0 armed) 
• 69 Assaults with projectiles (57 unarmed, 12 

armed) 
• 1085 Assaults (997 unarmed, 88 armed) 
• 159 Assault and robberies (124 unarmed, 35 

armed) 
 
Discounting incidents involving customers not 
categorized as “Police Investigations” or “Other”, we 
are left with 1,701 incidents, of which 140 (8%) 
involved a weapon. Accordingly, we predict for 2008 
an 8% chance of a weapon being involved in a 
violent attack against a customer in the NYC Subway 
system.  
 
One disturbing finding from our research concluded 
that over a three year period, there were 70 incidents 
out of 2339 (3%), involving passengers spitting on 
MTA employees, primarily conductors. However, of 
these 70, only 17 incidents (24%) caused a delay, 
likely meaning employees did not seek immediate 
medical treatment in three-quarters of these cases. 
Providence R. Budet, RN, MPH, CIC, Associate 
Director, Infection Control, Lincoln Medical and 
Mental Health Center, Bronx, N.Y., discussed the 
health risks to MTA employees: “MTA workers 

should be provided with a clear face visor to protect 
the workers' mucous membranes (eyes, nose, 
mouth) from coming in contact with what are 
considered ‘potentially infectious body secretions’. 
These protective devices should be carried on their 
person and donned when they are going to confront 
or address a passenger that presents in a threatening 
manner. Some of the potential infectious 
microorganisms that employees who come in contact 
with an individual’s sputum may be exposed to are 
Hepatitis B, Hepatitis C and HIV.” 
 
As mentioned in the introduction, well over a billion 
passengers travel the NYC subway system over the 
course of a year. In this regard, the subway system is 
a microcosm of New York City. To illustrate this 
point, we acquired 2007 US Census data regarding 
population, violent crime and robbery in Manhattan, 
Brooklyn, Queens and the Bronx. Next, we queried 
the database to determine the percentage of violent 
crimes and robberies in the subway system, per 
borough. We then weighed these percentages against 
those for the greater four boroughs. After 
normalizing the subway data by population, we 
produced the results illustrated in Figure 5.  
 
We determined that Manhattan has the highest levels 
of crime both above and below ground. Though 
millions of commuters and visitors may be in 
Manhattan on any given day, there are only 1.6 
million residents [12]. In 2007, nearly 50,000 
incidents were recorded in Manhattan, accounting for 
60% of the violent crime in New York City [13]. 
Brooklyn, the most populous borough with 2.5 
million residents, has the second highest number of 
violent crimes in the city, recording 17,313 incidents 
[13]. On a city-wide scale, Brooklyn subways 
accounted for ten percent more violence than 
Brooklyn as a suburb. As shown in Figure 6, subway 
violence as a percentage of all crime was higher in 
Brooklyn than any other borough (1.32%). Queens is 
the second most populous borough with close to 2.3 
million residents and the safest with 9,774 recorded 
violent incidents [13].  However, Queens has the 
second highest tally of subway crime as a percentage 
of overall crime (1.10%). The Bronx, the least 
populous borough at 1.3 million residents, recorded 
11,559 violent crimes [13]. Weighing population, the 
Bronx has the second highest crime-per-resident 
ratio. Violent crime as a percentage of overall crime 
is equal in the borough and subways of the Bronx 
(17%).  
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Figure 5. Comparison of violent crime and robberies 
in NYC boroughs to their respective subway stations 

per borough, 2007 
 

 
Figure 6. Subway Crime as a Percentage of Overall 

Violent Crime in 2007. 

 
 
4. Weka 
 
Weka (Waikato Environment for Knowledge 
Analysis) was developed at the University of 
Waikato in New Zealand. It is a collection of 
machine learning algorithms written in Java. Each 
algorithm provides different means of analyzing data. 
Weka software filters data and displays relationships 
in simple, visual formats. One can input data and use 
Weka from the command line, but one of the real 
advantages of the software is the graphical interface 
available for data analysis.  This makes Weka 
accessible even for those unfamiliar with Java. After 
uploading a flat file of data, a mining task is chosen 
(data pre-processing, classification, regression, 
clustering, association rules, or visualization) and the 
results are displayed graphically. If Weka doesn’t 
include what you are looking for, it is also possible to 

create your own learning methods. This scalability 
adds to Weka’s popularity. 
 

Figure 7. Weka Preprocessing window, displaying 
distribution of crimes against customers (blue) and 

employees (red). 
 
Figure 7 shows a graphical correlation of the incident 
types from the second data set, displayed in Weka’s 
Preprocessing window. The incident types (from left 
to right: “Youth”, “Robbery”, “Physical”, “Non-
Physical”, “Homeless”) are represented as vertical 
bars; the victim types are represented by color: blue 
for customers, red for employees. For example, the 
center bar, representing physical assaults, is 
completely red. This tells us that every physical 
assault in this database was inflicted upon an MTA 
employee. The bar to its immediate left represents 
robberies. This bar is the largest in the graph and 
almost completely blue, indicating that robberies are 
the most common incident type in this database, and 
customers are almost always the victim.   
 
Many of the same records are in both current 
databases. Why do they yield such different results? 
The discrepancy is the distribution of incident type 
attributes. We created ten incident types for the first 
database, seven of which were varieties of assault. 
The second data set we were given had five incident 
types, only one of which represented assault. This is 
a tradeoff to consider when data mining: though 
much value may be gained, subjective configuration 
of the data may yield subjective results. 
 
4.1. Apriori  
 
The algorithm Apriori learns the association rules 
between the data in order to make rule set 
predictions. Apriori uses previous information and 
iteratively evaluates this data to find k-itemsets from 
(k-1)-itemsets [14].  Similar to most algorithms, it 



 
 

D1.7

uses a top-down approach where all subsets of a 
frequent itemset must also be frequent as well [14]. 
Apriori is a valuable algorithm, as it allows 
minimization of the association rules for the purpose 
of customizing the results according to the user’s 
needs. This eliminates excessive amounts of data that 
would be cumbersome to evaluate [14]. One 
drawback is that Apriori does not accept numerical 
values, so we could only perform analysis using 
nominal data.  
 
Figure 8 shows results generated by running three 
nominal values from the second data set, 
INT_CODE, INC_TYPE and CUST/EMP against the 
Apriori algorithm. The best rules found: 
 
• With 100% confidence, a physical assault will 

occur against an employee 
• With 99% confidence, a customer will be robbed 

on a train. 
• With 97% confidence, a customer will be robbed 
 

 
Figure 8. Weka-generated Apriori rule set, displaying 

all results with a confidence above 90% 
 
Figure 9 shows results generated by running data 
from the first database, featuring our customized 
incident types, against the Apriori algorithm. Many 
of the generated rules are redundant; this is a by-
product of the machine analysis presenting the best 
literal statistical rules. The ten best rules found 
include: 
 
With 100% confidence: 
• incidents classified as robberies will not involve 

a weapon 
• a police investigation will result in a delay  
 
With 96% confidence: 
• a weapon will not be used in an assault resulting 

in a delay 

 
With 95% confidence: 
• delays will stem from incidents not involving 

weapons 
• a police investigation will stem from an incident 

not involving a weapon 
 
With 92% confidence: 
• an assault will not involve a weapon 
 

 
Figure 9. Weka-generated Apriori rule set, displaying 

top ten results with a confidence above 90% 
 
The first 100% confident rule states that no robberies 
involved a weapon. The “Assault & Robbery” 
category was designed to specifically flag records 
where a weapon was used or a physical assault 
committed in conjunction with a robbery. The 
“Robbery” type was meant to flag petty thefts, 
pickpockets, etc. The absence of weapons in the 
“Robbery” count validates the classification scheme 
used in the stored procedure. The rule sets generated 
by the Apriori analysis predict the type of results to 
be expected when analyzing 2008 data:  
 
• Police investigations will result in delays 
• Most police investigations will stem from an 

incident not involving a weapon 
• Most assaults will be unarmed 
• Most robberies will be unarmed  
• Most delays will stem from incidents not 

involving weapons 
 
4.2. ID3  
 
ID3 stands for Interactive Dichotomizer, version 3. It 
is used in Weka to create graphical decision trees that 
show correlations between data attributes [15].  Data 
is displayed in a hierarchical decision tree where 
each level (or leaf) represents a different 
classification.  A set of training data is used to 
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formulate a tree that classifies data from the top-
down, similar to Apriori [16]. ID3 is the most 
ubiquitous decision tree algorithm. It produces 
manageable decision trees based on moderately-sized 
training data.  Keeping the tree small makes it easier 
to evaluate [16]. Like Apriori, ID3 does not accept 
numerical values, only nominal data.  
 
Figure 10 displays a decision tree generated by 
running values from the second data set against ID3. 
The tree graphically displays correlations between 
different data attributes, based on the likeliest 
statistical results. The results indicate that regardless 
of the location of the incident (INT_CODE, A = 
train, B = station), the victim is likely to be a 
customer (CUST). The same holds true for 
employees (EMP), whom ID3 classifies as the likely 
victim in a physical assault (PHYSICAL). These 
results support the information generated by Weka 
Preprocessing in Figure 7. 
 

 
Figure 10. Weka-generated ID3 decision tree, second 

data set 
 

 
Figure 11. Weka-generated ID3 decision tree, first 

data set 
 

Figure 11 is an example of a small decision tree 
produced by running data from the first database 
against ID3. The tree graphically displays 
correlations between different data attributes. For 
example, a delay (DELAY = Y) caused by an 
incident where a weapon was used (WEAPON = Y) 
against either a customer (TBL_CODE = C) or an 
employee (TBL CODE = E) resulted in a police 
investigation (Y=POLICE INVESTIGATION).  
 
From this decision tree, we can also ascertain the 
following: 
 
• Assaults against customers result in delays, 

regardless if a weapon is involved 
• Police investigations are likely if a weapon is 

used in an incident involving an employee 
• When employees are assaulted with projectiles 

(this type, combined with a weapon flag of “Y” 
means a bottle was used), a delay is likely to not 
occur. As stated earlier, we ascertain that 
employees are choosing to not involve the police 
or seek medical attention in most cases 

 
5. Conclusion 
 
The results of the study show that given the number 
of riders traveling through the NYC Subway system 
on a daily basis, subway crime is not an excessive 
problem. This is a testament to the MTA employees, 
NYC emergency services personnel and the people of  
New York, for one might expect chaos to reign in 
such an environment. Still, there is always room for 
improvement and it is owed to the passengers and 
employees to make the system as safe as possible.  
 
From the outset of the study, we aimed to offer the 
MTA improved collection, analysis and mining 
methods. We were concerned about generating 
accurate predictions from the comment fields and 
cynical about the comment fields being used as the 
main data collection mechanism. Mining the data and 
grouping the verbiage in a stored procedure proved 
that the reorganization of data collection methods 
does not enable data mining. The most critical 
aspects to a successful effort are classification and 
collection methodologies. The structuring and 
storage of data are separate issues. Certainly, stored 
data can be cleansed to make data mining more 
productive, but with the right procedures, tools and 
classification schemes, information can be gleaned 
from any database.   
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The study makes the case for Weka as a data mining 
tool, but most importantly, presents data cleansing as 
the real driving force behind data mining. We have 
illustrated a low-cost methodology for data cleansing 
and mining, but cleansing the data appropriately has 
the greatest effect in correlating cause and effect. 
Given the chance to continue the study, we would 
like to arrange two databases from the same data set, 
one created by the research team, another by the 
MTA. We could then attempt to introduce an 
objective methodology for determining the best 
results from both databases. Experimentation with 
other Weka algorithms, for example, cluster analysis 
with SimpleKMeans, would be an ideal progression.  
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