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Abstract

The primary goal of fMRI analysis is the
identification of brain locations, or image
voxels, associated with cognitive tasks of in-
terest. Predictive modeling techniques have
become widely used in such analysis and
sparse modeling techniques have become es-
pecially attractive due to their ability to iden-
tify relevant locations in a multivariate man-
ner. However, many sparse methods may be
too conservative and exclude relevant vari-
ables that are inter-correlated, a problem
Elastic Net regression (Zou and Hastie, 2005)
was developed in part to address. We exam-
ine the performance of Elastic Net and other
sparse methods on the PBAIC 2007 com-
petition data and demonstrate that equally
predictive fMRI models frequently result in
different scientific interpretations. We show
that Elastic Net is able to produce models
that are equally predictive yet more robust
than models learned by LASSO and that
more and less robust models feature different
spatial and temporal profiles. We conclude
that the next steps in fMRI modeling should
aim to increase robustness but should feature
more precise definitions of what is expected
from a valid model.

1 Introduction

In Functional Magnetic Resonance Imaging (fMRI), an
MR scanner noninvasively records a subject’s blood-
oxygenation-level dependent (BOLD) signal, known to
be correlated with neural activity (Logothetis, 2003),
over time while the subject performs a task of inter-
est, such as viewing a picture or reading a sentence.
Such scans produce volumetric data consisting of mea-
surements for thousands of sub-volumes, or voxels over

time.

The analysis of (fMRI) has frequently been reduced
to modeling the relationship between specific im-
age voxels and the associated mental tasks. Stan-
dard fMRI analysis approaches, such as General Lin-
ear Models (GLM) (Friston et al., 1995), only ex-
amine univariate relationships between voxels and
mental states, and can miss important contributions
from non-maximally-correlated voxels (Haxby et al.,
2001). To better capture underliyng phenomena, a di-
verse collection of sophisticated multivariate predictive
modeling methods have been introduced to the fMRI
literature (Cox and Savoy, 2003; Norman et al., 2006),
achieving impressive prediction performance that has
surprised many neuroscientists. Interest in predic-
tive modeling has been so strong that a competition,
the PBAIC (Pittsburgh-EBC-Group, 2007), has been
introduced to reward the most accurately predicting
models. Most predictive models from fMRI data are
built using individual image voxels as predictors and
single time point (time-to-response, or TR) volumes as
examples, leading to datasets typically consisting of a
large number (e.g. 104) of predictors but many fewer
examples (e.g. 102 or 103), making sparse modeling
methods such as LASSO (Tibshirani, 1996) increas-
ingly appealing in this domain.

Although the prediction performance of a model is
a good measure of model validity, interpretation re-
mains key when applying predictive modeling tech-
niques in the sciences, and it is suggested in (Zou
and Hastie, 2005) that prediction performance alone
does not guarantee validity. The authors prove that in
datasets in which many relevant predictors are corre-
lated with each other, such as genetics data, existing
sparse techniques will tend to include only one rep-
resentative predictor from each cluster of correlated
predictors. The authors introduce the Elastic Net,
which they demonstrate matches, and in some cases
surpasses, the prediction performance of sparse meth-
ods such as LASSO, yet can achieve the grouping effect



of assigning similar weights to correlated predictors.
Since the BOLD response is an indirect measure of
neural activity, corresponding to blood flow in vessels,
voxel boundaries are arbitrary and therefore activity
levels of individual voxels are known to correlate highly
with each other. Therefore Elastic Net seems an ap-
propriate tool for fMRI modeling.

We evaluate Elastic Net on an fMRI predictive mod-
eling task, from the PBAIC 2007. Our key findings
are that: (1) Elastic Net models are at least as pre-
dictive as other predictive models yet can be made
significantly more robust, from a statistical point of
view, simply by increasing the λ2 parameter, demon-
strating that robustness can be improved even within
equally predictive models. This finding suggests that
robustness should be used as a core metric in evaluat-
ing fMRI models. (2) Taking into account the corre-
spondence between voxel spatial proximity and corre-
lation by performing spatial smoothing prior to eval-
uating robustness increases robustness estimates but
also reveals model limitations.

2 Sparse Regression Models

When both the fMRI data and predicted mental states
are quantified as real-valued time series, as in the
PBAIC data, a common approach is to formulate the
prediction task as a regression problem, in which in-
dividual TRs are viewed as i.i.d. samples, the voxel
activity levels are the predictive variables (predictors),
and the mental state is the predicted, or response, vari-
able.

LASSO (Tibshirani, 1996) was one of the first and
most popular sparse regression techniques that aimed
at achieving interpretability of a model by exploit-
ing the sparsity-enforcing property of l1-regularization.
However, since LASSO is known to be inconsistent
in the presence of multiple high-correlated variables,
more recent work on sparse regression aims to over-
come this limitation by allowing groups of correlated
predictors to be included (or excluded) together, with
the intent of yielding better interpretability. For
example, the Elastic Net (EN) regression (Zou and
Hastie, 2005) was proposed as a method that should
achieve both sparsity and the grouping effect by using
a weighted combination of L1- and L2-norm penalties
on top of the least-squares problem:

Lλ1,λ2
(β) = ||y − Xβ||2

2
+ λ1||β||1 + λ2||β||

2

2
. (1)

From Eq. 1, we see that Elastic Net becomes equiv-
alent to LASSO when λ2 = 0 and λ1 > 0, while for
λ1 = 0 and λ2 > 0 it is equivalent to Ridge regres-
sion. When both λ1 and λ2 are zero, the Elastic Net
problem simply reduces to OLS regression.

The Elastic Net optimization problem (Eq. 1) can
be solved using the LARS-EN procedure proposed by
(Zou and Hastie, 2005). LARS-EN has two input pa-
rameters: the grouping parameter λ2 and the sparsity
parameter N that specifies the maximum number of
active predictors, i.e. the predictors having nonzero
coefficients in β̂ (also called the active set).

3 Functional MRI Analysis Task:

PBAIC data

The data used in these experiments were supplied
by the 2007 Pittsburgh Brain Activity Interpretation
Competition (PBAIC) (Pittsburgh-EBC-Group, 2007)
(see reference for more detail). Subjects were engaged
in a Virtual Reality game, during which they had
to perform a number of tasks, designed around the
theme of “anthropology field work” in a hypothetical
neighborhood. The field work included, among others,
the acquisition of pictures of neighbors with particular
characteristics (e.g., a piercing), the gathering of spe-
cific objects (e.g., fruits, weapons), and the avoidance
of a growling dog. Functional MRI data were recorded
for three independent runs (i.e., sessions/games) for
each of 3 subjects. Each run includes fMRI data for
the 33,000-35,000 voxels (depending on the subject)
over 704 time points (TRs) each. Besides fMRI data,
24 real-valued response variables were provided. Sev-
eral objective response variables (e.g., picking up the
objects, having a dog in the picture, etc.) were mea-
sured simultaneously with the functional data, while a
few subjective response variables (e.g., being annoyed
or angry) were estimated off-line. All experiments
were performed using fMRI data that had been passed
through a high-pass filter (removing 8 Fourier modes)
and response vectors that had been convolved with a
standard hemodynamic response function (HRF). The
task was to learn predictors for the response variables
given the fMRI data and the corresponding “labels”
(responses) for two runs; the models were then evalu-
ated by PBAIC organizers on the third run.

4 Experiments

The experiments compared the performance of Elastic
Net to other common sparse and non-sparse predic-
tive modeling techniques. For each experiment, 144
models were trained: one for each of the 3 subjects,
24 response vectors, and 2 fMRI runs of 704 TRs.
For each of these 144 models, the test set (run 1 or
2, whichever was not used for training) was further
divided into 4 optimization and sub-test datasets us-
ing 4-fold cross-validation. Each optimization dataset
included a random, not necessarily temporally con-
tiguous, 528 training examples and 176 test examples,



where the same dataset randomization was used for
each model tested. Thus each test example was pre-
dicted exactly once using models optimized on a subset
of the other test examples. The optimization and sub-
test datasets were used in different ways, depending
on the regression method, described below. Predic-
tion performance was always measured as the Pearson
correlation between the response vectors predicted by
the model and the actual response vectors of inter-
est. This cross-validation technique is not ideal given
the highly structured nature of the response vectors in
the PBAIC dataset. The competition organizers facil-
itated cross-validation by supplying data for two runs
and evaluating based on a third dataset for which re-
sponse vectors were not supplied, thus ideally one en-
tire run would serve as an optimization dataset and
one as a test dataset for each model; however, since
the response vectors for the third dataset have not
been released as of this writing, 4-fold cross-validation
was employed. Thus prediction performance estimates
may be conservative, yet, since each tested model used
the same dataset sub-divisions, relative prediction per-
formance evaluations are likely valid approximations.

Since the robustness measure does not rely on separate
optimization and test steps, the full test run dataset
was used for optimization when considering robust-
ness, as we describe more fully in Section 4.2.

4.1 Models

Experiments were performed using the following pre-
dictive modeling approaches:

Ordinary linear regression (OLS): A Pearson cor-
relation score for each 704-TR time series for each of
the approximately 30,000 training set voxels versus the
training response vector of interest was obtained. Vox-
els were ranked based on the absolute value of this
score and the top 500 scoring voxels were retained
for model training. One model was trained for the
training dataset using the top 10, 300, and 500 vox-
els based on this ranking. Prediction performance was
averaged over the 4 optimization datasets for each of
these 3 candidate values of N and the final value of
N for each model was chosen to be the candidate N

with maximum average prediction performance. The
prediction performance on the held-out test examples
was evaluated for each of these selected models. Note
that a maximum candidate N of 500 was used because
OLS always results in a singularity when N > M (the
number of examples) and encounters related problems
when M is close to N , in this case when N > 500.

Ridge regression: While ridge regression can be ap-
plied to a full dataset with no pre-selection, compu-
tational limitations make such training infeasible with

large datasets such as in fMRI, requiring manipulation
of matrices on the order of 30,000 x 30,000. Therefore,
in practice, a small subset of voxels is pre-selected, as
when using OLS, (see e.g. (Chigirev et al., 2006)). We
therefore applied the same training procedure used for
OLS using the closed-form ridge solution (Hoerl and
Kennard, 1988), except that, in the case of Ridge, no
singularity is encountered when N > M , so candidate
N values of 10, 300, 500, and 1000 were tested.

Elastic Net: Due to computational constraints, the
voxel set was first reduced by running LARS-EN on the
full training set and retaining the voxels in the active
set when the active set size first reached 1000 voxels.
LARS-EN was then re-run on this training subset. The
model generated on each training round of LARS-EN
was evaluated on each optimization dataset. N was
chosen as the number of voxels active in the iteration
with the best mean performance over the 4 optimiza-
tion datasets. Prediction performance on the held-out
test examples was measured. Elastic Net was evalu-
ated using various λ2 values, specified in the results.

LASSO: Since LASSO is equivalent to Elastic Net
with a λ2 of 0.0, LASSO was evaluated using the
same methodology as Elastic Net but with a λ2 of 0.0.
Pure LASSO encounters a singularity when N > M

and, while LARS-EN does not suffer for this problem
even when λ2 = 0.0, it does become relatively unsta-
ble as the λ2 value is very low, making evaluations of
more than 300 voxels computationally infeasible in this
setup; therefore only up to 300 voxels were included in
the LASSO models.

4.2 Robustness

Robustness was measured for the Elastic Net models.
The full power of the test set was leveraged by se-
lecting the model with best prediction performance on
the full test set and performing all robustness mea-
surements on this model. Four robustness measures
were calculated, varied along two dimensions: with
or without weighting and with or without smoothing.
In all cases, robustness was measured as the overlap
between models built for the two fMRI runs for each
subject+response task.

• Unweighted/Weighted: unweighted represents
the pure ratio of the number of voxels included in
both models to the total number of unique voxels
used in either model; for weighted, each voxel was
weighted by the absolute values of its β weight(s)
in the model(s) and the metric reflects the ratio
of the sums of the common voxels to all voxels.

• Unsmoothed/smoothed: prior to computing the
metric as described above, two spatial maps were



created using the two sets of voxels, weighted by
the β values of corresponding voxels. The maps
were spatially smoothed using a 2.5mm Gaussian
kernel and the smoothed values were used in lieu
of the raw tally or β values in computing robust-
ness.

5 Results

The standard performance metric is prediction perfor-
mance, measured on the held out test data. As is ev-
ident in Figure 1(a), the sparse methods, LASSO and
Elastic Net, regardless of λ2 value, outperform both
OLS and Ridge in this scenario. However, the per-
formance among the sparse methods is comparable.
Interestingly, most of the models selected by OLS and
Ridge used only 10 voxels despite 300 and 500 being
candidates as well (along with 1000 for Ridge), indi-
cating the importance of a small subset of voxels. OLS
and Ridge were at a slight disadvantage since the can-
didate values for N were fixed to a few values for these
models, but the drawbacks of these models in requiring
voxel pre-selection and full model re-computation for
each N value tested are reasons sparse methods are of-
ten preferred over non-sparse methods. As Figure 1(c)
demonstrates, models built on the same dataset using
various λ2 values have nearly identical prediction per-
formance. These data are for the best predicted fea-
ture, VRFixation, but this finding held as well for the
other well predicted response vectors and most other
response vectors. However, as described below, other
properties of these models are quite different.

Prediction performance, while a necessary condition,
may not sufficiently capture the validity of model inter-
pretation. Since robustness matters little if prediction
performance is poor, we further examined the perfor-
mance of the sparse models by evaluating their robust-
ness for the best predicted responses, VRFixation, Va-
lence, and Instructions. More specifically, recall that
the λ2 parameter is hypothesized to contribute to ro-
bustness by controlling the inclusion of correlated pre-
dictors. As observed in Figure 2, as the λ2 value is
increased, robustness monotonically increases for this
set of values, with the largest jump occurring between
λ2 = 0.1 and λ2 = 2.0. This trend held for most of
the other response vectors as well, despite the poorer
prediction performance associated with them. The
plateau seen around λ2 = 5.0 appears to be the re-
sult of not considering high enough values of N , as all
such high λ2 models used the full 1000 voxels. When
increasing the candidate N values to 3000, the posi-
tive trend continued, but overall robustness decreased,
for reasons we are exploring. Observe that weighting
by β values increases robustness estimates, indicating
that voxels with the greatest model contributions are

consistently selected to a greater degree than less im-
portant voxels.

Recalling that proximal voxels tend to be correlated,
we hypothesized that the observed improvement in ro-
bustness reflects a better capturing of the underlying
spatio-functional clusters of activity. Ideally, there-
fore, Elastic Net would include all of the voxels within
the relevant clusters, avoiding the need for the type of
smoothing often performed in fMRI analysis. Yet Fig-
ure 2 shows that when smoothing the spatial profile
of the selected voxels, the overall robustness increases
substantially, and the improvement in robustness asso-
ciated with increased λ2 is even more dramatic. While
these results further demonstrate the potential of Elas-
tic Net to better capture the underlying neural activ-
ity clusters, they also show that even the most robust
models failed to fully capture the spatio-functional
clusters and further improvement is possible.

We have shown that higher λ2 values results in in-
creased robustness. Figure 3 provides evidence that,
as hypothesized, this increased robustness does stem
at least in part from greater inclusion of voxels from
within spatially localized clusters of correlated activ-
ity. The map for λ2 = 0.1 exhibits smaller clusters
more distributed throughout the brain.

6 Discussion

Prediction is an essential component of scientific mod-
eling, and great effort should be put into maximizing
it; however, as shown in this paper, equally predic-
tive models can still be markedly different. Elastic
Net goes beyond other sparse modeling approaches by
facilitating, with only one additional parameter, λ2,
an increase in model robustness without compromis-
ing prediction performance.

These findings provide evidence supporting the intu-
ition that, despite the success of predictive models
that treat voxels as independent predictors, fMRI data
are sparse not in the voxel space but in the cluster
space, and locating these clusters remains a primary
challenge for the field. Despite the potential demon-
strated for methods such as Elastic Net to better un-
cover these clusters, our results also show that even
with higher λ2 values, Elastic Net fails to capture all
of the voxels consistently relevant for a task. Methods
that “assist” the algorithm by incorporating some do-
main knowledge, in this case, information about the
spatial structure of the data, likely have the potential
for improving robustness further. Some approaches
incorporating regularization based on spatial distance
metrics have been successful for prediction (e.g. Battle
et al. (2007)). Methods such as Fused LASSO Tibshi-
rani et al. (2005), which facilitates encoding a natural



ordering among predictors and smooths β estimates
among neighbors, may be promising in this domain as
well. Variability in task difficulty should also be con-
sidered; in the PBAIC data, some responses are inten-
tionally overly broad and some overly specific, and lit-
tle is known about how they might map to underlying
function. Our results reflect this variability, with some
responses clearly more “easily” modeled than others.

Copyright Notice
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(a) Prediction performance averaged over all
24 response vectors, 3 subjects, 2 cross-
validation runs, and 4 test subset evaluations.
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(b) Results are shown for the 3 best predicted
responses (Instructions, VRFixation, Veloc-
ity).
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(c) Prediction performance for VRFixation for
Subject 1, averaged over the 4 test subset eval-
uations.

Figure 1: The prediction performance of Elastic Net is
similar to that of standard sparse and non-sparse methods,
regardless of the λ2 value. Models generated for the exact
same dataset are essentially equally predictive regardless of
EN λ2 value. Mean correlation of model predictions with
test data are shown, with 95% confidence intervals, for each
modeling approach and/or Elastic Net λ2 value.
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Figure 2: Even among well-predicting models, increasing
the Elastic Net λ2 parameter improves statistical robust-
ness. For the smoothed measure, robustness was calculated
after applying Gaussian smoothing. Mean robustness per-
centages data are plotted by λ2 values, with 95% confidence
intervals, averaged over the 3 best predicted response vec-
tors (Instructions, VRFixation, and Velocity) and 3 sub-
jects.

Figure 3: Models display different distribution and cluster-
ing. Voxel weight maps in two slices, for one subject and
for the Instruction feature; blue corresponds to λ2 = 0.1
and red to λ2 = 2.0.


