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Abstract  

Artificial Neural Networks (ANNs) have been 

proven effective in pattern recognition and behavior 

prediction through many different implementations. 

There has also been much progress on the use of 

neural network ensembles to reduce the effects of 

networks’ tendencies to over or under-fit training 

data. Yet another considerable challenge in the 

utilization of ANNs is the varying and incomparable 

ranges of input and target data.  We will go on to 

discuss our success at optimizing a previously built 

neural network’s performance on stock market data. 

The network reaches an accuracy level as high at 

ninety-four percent during testing through the 

random grouping of 27 normalized input factors 

into 9 networks forming an ensemble. 

 

1. Introduction 
 

1.1. Artificial Neural Networks in Stock Market 

Prediction 

 

When it comes to predicting financial markets, 

analysts have been making somewhat successful use 

of traditional linear techniques because of their user 

friendliness and availability. However, with the 

complexity of the stock market, conventional linear 

programs prove inefficient. There has been much 

success in the use of ANNs on the topic of 

predicting market direction. 

 

ANNs are known for having a “mathematical 

approximation capability” which is very useful in 

predicting output based on many input variables. 

Also, the parallelism inherent to networks enables 

them to create complex solutions to complex 

questions [1]. 

 

1.2. Neural Network Ensembles 

 

A known issue with training ANNs is the difficulty 

of efficiently fitting or generalizing the network. 

The network must be trained only to recognize the 

patterns in the data and not specific correlations 

between the records used to train it. If a network 

“over-fits” the training data then it will not be able 

to make predictions on the new data. Some factors 

which attribute to over fitting or proper 

generalization are the amount of hidden layers and 

nodes in each as well as learning rate and 

momentum variables applied during back 

propagation. 

 

Ensembles are groupings of ANNs which work side 

by side to predict the outcome of a certain target 

variable. They help to balance the affects of over 

fitting and under fitting by using one of many 

methods to combine the predictions made by each 

network. Ensembles can be implemented using 

component networks which have the same input 

variables but are trained on different samples of data 

(bootstrapping) or they can also be implemented 

using different input variables as long as the output 

target is the same [7]. Classification problems will 

generally use plurality or majority voting to 

determine the ensemble output. However, for 

problems like ours where there is a wider range of 

possible outcomes, the average or weighted average 

of the component networks‟ outputs is usually used 

to determine the output of the ensemble.  

 

Training for ensembles can also be performed in a 

number of different ways. One common practice is 
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to use boosting [5]. Boosting is the process of 

putting more effort on difficult instances [3]. 

Training can also be performed individually within 

the networks or based upon the results of the 

ensemble as a whole. 

 

1.3. Purpose 

 

We hope to build on a previously used ANN by 

using it to create and test 100 ensembles consisting 

of 9 networks each having random combinations of 

input data to see which performs best. It is our 

intention that our final program will allow a user to 

provide the program with current stats for the inputs 

specified and it will be able to predict to a certain 

degree of accuracy the closing price of the DOW 

Jones for the next day. 

 

2. Methodology 
 

2.1 Training Data Collection and Preparation 

 

We used Yahoo! Finance to download training data 

from stock market archives and store them in Excel 

files. However, each of the different types of 

economic factors had varying formatting of their 

output excel sheets.  Stock indices generally were in 

our desired format of daily open and close prices 

with an additional column for trade Volume. 

However, economical indicators such as Inflation 

Rate, and Unemployment Rate, as well as Currency 

exchange rate files which compare one country‟s 

currency with another‟s, had multiple columns with 

different variables. US Mortgage Rates also had a 

variable number of columns and records 

corresponding to weekly rates, 30 year fixed 

mortgage rates, 15 year fixed mortgage rates and 1 

year adjusted rates. For those types of files without 

daily values, we had to repeat the weekly, monthly 

or yearly value over each day it covered. 

 

 Each of our twenty-seven raw data files would have 

to be stripped of its extra columns and prepared to 

be entered into the system.  We formatted each to 

have one excel sheet with daily values for only one 

input variable. At this point they were compiled into 

one excel file of prepared data. The final list of 

input variables we used contained records for 

01/01/2008 to 01/31/2010. The 27 input variables 

are the S&P500 Volume, S&P500 Close, SPDR-

Gold Trust Volume, SPDR-GOLD Trust Close, US 

OIL Volume, US OIL Close, Consumer Confidence 

Index, DBO OIL Powershares Close, DBO OIL 

Powershares Volume, NASDAQ Volume, 

NASDAQ Close, US Dollar Vs EURO, US Dollar 

Vs GBP (British Pound), FTSE100 Volume, 

FTSE100 Close, DOW Jones Close, DOW Jones 

Volume, Inflation %, NYSE Composite Volume, 

NYSE Composite Close, Federal Funds Rate, DAX 

Index Volume, DAX Index Close, Goldminers 

Volume, Goldminers Close, Unemployment, and US 

Dollar Vs Yen. 

 

2.2 Data Normalization 

 

In order to make the input factors somewhat more 

comparable, and to control the effects that an 

uncharacteristic spike in any one factor may have on 

the network, we further manicured the training and 

target data by normalizing each column. This is 

important because noise can obscure the underlying 

relationships within input data from the network, as 

it must concentrate on interpreting the noise 

component [4][2]. Without interfering too much 

with the networks‟ interpretation of the data, we 

hypothesized that normalization can benefit the 

network by allowing it to focus on the relative 

amount of change in the input factors rather than 

comparing changes which had very different ranges. 

We created an application for scaling each range of 

numbers into corresponding values between 

negative one (-1) and one (1) using the following 

formula: 

 
normalizedValueOf(X)=(X-((Max-Min)/2)) 

                                    ((Max - Min)/2) 
 

Figure 1 Normalization Formula 

 

As one would expect, in this formula „X‟ is one 

value in a series of values for a specific input. The 

„Max‟ and „Min‟ values pertain to the same input. 

The normalized date file acts as the central 

repository from which different combinations of 

input variables would be taken. There would also be 

one normalized column in the file for a stock index 

that would act as the target for the network. The 
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figure below is a screen shot of the normalization 

application. 

 

 
Figure 2 Normalization Form 

 

2.3 Network Configuration 

 

The ANN which we utilized had previously been set 

to have a back propagation learning rate of 0.5 and a 

momentum factor of 0.1. We began our testing with 

these values and experimentally tweaked them along 

the way. Our final values were a much slower 

learning rate of 0.01 and a lowered momentum 

factor of 0.0001. 

 

There are many other factors which can be adjusted 

throughout testing to find the optimal configuration 

of the network. In order to make our system more 

reusable throughout the training stages and to 

facilitate in the testing of networks and ensembles, it 

includes the processing capabilities of a 

configuration file. The configuration file is created 

through a form similar to the example below. 

 

 
Figure 3 Application Settings 

 

Having the ability to choose the amount of hidden 

nodes, input nodes, and output nodes is crucial in 

terms of testing for conformation or over-

conformation of the network to the specific input 

(generalization). If a network is too simple or small, 

it may not recognize complex patterns and 

relationships between inputs. If a network is overly 

complex or large, it will conform to relationships 

specific to the training data and will be useless in 

real time application. It may take many attempts 

with different application settings before a quality 

network is created. 

 

Also, depending on the purpose of the network, it is 

very useful to be able to dynamically choose the 

input directory. With this feature, the network can 

be reused for a different topic whether it is medical 

diagnosis, climate prediction or almost anything 

else.  

 

2.4 Ensemble Formulation 

 

Having twenty-seven input factors, our system will 

construct 100 ensemble instances each with 9 neural 

networks with 3 randomly assigned input variables. 

We did not choose to go with taking the weighted 

average of the outputs in our work because, while 

we will have training error rates for each network, it 

will still be unknown to us which ones could 

possibly be over fit or under fit. Instead, the 

ensemble manager within our system takes the 

“Mean Square Average” of the output nodes from 
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each network. This number should reflect 

tomorrow‟s closing price of the DOW Jones.  

 

2.5 Implementation Language. 

 

We are using a neural network which was written in 

Python programming language. Python is strong in 

handling high level functions and object oriented 

programming. It is also highly extensible which 

makes it easy for us to add/remove components and 

make adjustments that we see fit. Below is a partial 

architecture of the network in a class diagram. 

 

 
Figure 4 Class Diagram 

 

2.6 Threaded Ensemble Manager  

 

In future implementations, the network may require 

the testing of thousands of variables, networks and 

ensembles. Using traditional asynchronous 

programming to accomplish this would take 

countless hours and consume more resources than 

necessary. Python programming language has many 

tools for programmers to use in order to perform 

concurrent operations, also known as multi-thread 

processing. Threading allows a programmer to have 

the most recurring process occur synchronously on 

separate processors. The actual functions of creating 

a network/ensemble need to be isolated first. Once 

this is done, the method which calls these functions 

will “spool” multiple instances of it onto different 

processors. This also presents some challenge in 

logging network results during training but it is still 

a feasible task.  

 

 

2.7 Report Log 

 

As the training of the networks is performed, 

variable stats, target hits, and target misses are 

displayed on a monitoring screen. The below image 

is a screen shot of this. 

 

 
Figure 5 Main Screen 

The training results are also recorded into a log file 

and a report is created. The log file contains real 

time status of the training being performed. It also 

logs the results of testing an ensemble, the 

methodology for which is described in the next 

section. 

 

3. Testing 
 

After training the 9 networks composing an 

ensemble, the ensemble‟s predicting ability (the 

average of its networks‟ predictions) are re-tested 

against the training data, this time without any 

learning processed involved. However, results 

obtained through testing against previously used 

training cases are believed to be biased because the 

net has already made adjustments pertaining to that 

data and these results are not sufficient enough to 

determine a network‟s level of accuracy. The 

ensembles‟ predicting abilities must be tested 

against newly introduced test data. For this purpose 

we added a testing data file consisting of 52 records 

of new data which would be tried against the 

ensemble immediately after the preliminary testing. 

The success of these tests will prove if the ensemble 

generalized well enough to make effective 

predictions in real time. 
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We completed these tests on 100 different ensemble 

configurations in order to find which performed 

best. It took approximately 20 hours each time we 

ran the entire application from beginning to end. 

 

 

 

4. Results  
 

4.1 Network Training Results  

 

Our application successfully created 100 test 

ensembles, each composed of 9 individually trained 

networks with 3 randomly selected input variables. 

Individual network training rates varied 

unpredictably during training. Some error rates were 

as low as 1.03% while others were as high as 23%. 

While important to notice, these figures only 

represent accuracy during the learning process of the 

networks and therefore do not support any 

conclusions. 

 

4.2 Preliminary Network Testing Results 

 

Preliminary testing consisted of the previously 

mentioned tests of the networks accuracy in 

predicting the target value for the 522 records used 

in the training process. It is expected that the 

network perform well on this data because it has 

been exposed to it before [6]. The below are 

statistics for this testing phase. 

 

 Avg. 

Difference 

Percent 

Error 

Percent 

Accuracy 

Best 

performanc

e 

0.0715 3.57% 96.43% 

Poorest 

performanc

e 

0.1490 7.45% 92.55% 

Figure 6 Testing Against Training Data Results 

 

The „Avg. Difference‟ column represents the 

average of the 522 recorded differences between the 

actual DOW Jones close price and the predicted 

value according to the ensemble. Because the values 

are both normalized to a range between -1 and 1, the 

error percentage of the ensemble is derived by 

dividing the actual difference by 2 rather than 1. 

You can see that in this phase, even the poorest 

performing ensemble was fairly accurate.  

 

4.3 Conclusive Network Testing Results 

 

In testing against 52 newly introduced records 

having dates between 02/01/2010 to 04/16/2010, 

which immediately follow the dates of the training 

data, we expected that the accuracy level of the 

ensemble predictions would drop somewhat. This is 

a true test for the ensemble to confirm that the 

networks within it have realized patterns within the 

stock market. The results show that the ensemble 

generalized well enough to make predictions on 

input variable values which it has not been trained 

on yet. See the below chart of results which are in 

the same format as Figure 7.  

 

 Avg. 

Difference 

Percent 

Error 

Percent 

Accuracy 

Best 

Performanc

e 

0.1218 6.09% 93.91% 

Poorest 

Performanc

e 

0.3094 15.47% 84.53% 

Figure 7 Testing Against New Data Results 

 

The optimal performing ensemble was composed as 

follows: 

 

Network 1:  S&P500 Volume, SPDR Gold Trust 

Close, and Inflation % 

Network 2: FTSE100 Volume, DBO OIL 

Powershares Volume, and NASDAQ Close 

Network 3:  DOW Jones Close, US OIL Close, and 

Goldminers Close 

Network 4: S&P500 Close, Consumer Confidence 

Index, and DOW Jones Volume 

Network 5:  NYSE Composite Volume, DBO OIL 

Powershares Close, and SPDR Gold Trust Volume 

Network 6: US Dollar Vs EURO, FTSE100 Close, 

and NASDAQ Volume 

Network 7: Goldminers Volume, Federal Funds 

Rate, and NYSE Composite Close 

Network 8: US Dollar GBP, DAX Index Close, and 

US OIL Volume 
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Network 9: US Dollar Vs YEN, Unemployment, and 

DAX-Index Volume 

 

5. Conclusion 
 

Our findings have shown that our hypothesis were 

correct. The combination of techniques we used 

including testing numerous configurations of 

ensembles with 27 randomly assigned factors of 

normalized data in 9 networks seems to all have had 

positive effects on ensemble accuracy. Evidently, 

there are patterns within the stock market which the 

networks found after learning through back 

propagation. It is unknown at this point in time the 

exact formulas of these patterns but this is a good 

topic for continued research.  

 

Not only did our ensembles have good testing 

averages, but in analyzing the output in detail, you 

can see that they were fairly consistent throughout 

and rarely were they extremely far off of the mark. 

The next figure represents the behavior of the DOW 

Jones in the time period of our testing data, and the 

behaviors predicted by our best and worst 

performing ensembles. 

 
NNE DownJones Closing Predicted (Feb 2010 - April 2010)
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Figure 8 NNE Testing Results 

 

Another technique that could be implemented is the 

use of weighted averaging to combine the 

predictions of each of the nine networks within the 

ensemble based on their performance which can be 

tested as a precursor for the ensemble testing. 

 

We had also considered training networks for each 

of the possible combinations of input variables 

(without replacement) in order to be thorough in our 

testing of which combinations would be best. 

Unfortunately we did not have enough time for this 

testing, nor could we acquire the required 

computational resources in the time we had so this is 

another possibility for further research. 
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