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Abstract— This paper provides an overview of the 

models and techniques that can be used to understand 

the implications for the science and practice of Big Data 

analytics.  So long as innovations in data processing and 

storage capabilities continue, Big Data models and the 

technologies that enable them will also continue to 

evolve.  By asking a series of fundamental questions 

pertaining to Big Data, the paper provides insight into 

the driving factors for Big Data implementations, 

borrowing from the principles in the fields of data 

science and data analytics. 
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I. INTRODUCTION 

The concept of Big Data changes every day.  That said, 

scientists and practitioners have had to contend with the 

evolving landscape by introducing a set of dynamic 

definitions, attributes, models and perspectives on Big Data.  

These models simultaneously borrow from historical data 

analytic methods and apply lessons learned in the forward-

looking contexts that Big Data technologies will enable and 

operate in.  This forward-looking requirement for Big Data 

projects cannot be understated, since despite the many 

advantages of Big Data [7] and value propositions [8], there 

is growing evidence that beyond the technical capability and 

“know-how”, Big Data has limitations, particularly in 

currently known statistical methods that can produce 

inconsistent and erroneous inferences from Big Data [3] 

when those statistical methods are not applied correctly or 

assumptions are not explicitly accounted for [1][2].  

However, for the large majority of Big Data projects and 

users, the opportunities for Big Data are innumerous, and 

significant expenditures in government, academic, and 

industry resources continue to be apportioned for its 

research and development.  In this paper we hope to provide 

you with a fundamental explanation of the state of big data 

and a foundational explanation of the methods, tools, and 

talent it takes to solve big data problems.  The paper is 

divided into the following sections: the explanation of why 

big data exists all of a sudden, the dimensions of big data 

and the qualities of ultra-large data sets, the people that 

make up effective big data science teams, and some 

foundational explanations of the statistical and software 

methodologies applied to big data problems. 

II. WHY BIG DATA? 

As technology evolves and computational power increases 

(e.g. Moore’s Law), the potential to work with larger and 

more complex sets of data is correspondingly facilitated.  

This correlation between technology and data processing is 

the primary factor responsible for the plethora of Big Data 

initiatives which strive to devise new methods and 

techniques, and establish standards which can adequately 

utilize Big Data data sets and provide insights into equally 

varied open problems across the social and physical 

sciences.  This link between technology and data processing 

has thus presented several challenges and both technology 

and data analytics methods have been devised to address 

them, concurrently replacing older data processing 

applications such as relational database management 

systems and storage area networks which have performance 

limitations on the maximum size of data sets which can be 

used for reliable analyses.  Some of these newer 

technologies include distributed and parallel processing 

infrastructures and storage techniques, along with data 

management processes and policy which guides Big Data 

initiatives via organization-specific purpose statements and 

objectives.   

 Proponents of Big Data point to the challenges of 

Big Data as opportunities to enhance decision making, 

optimize processes, and provide insight and intelligence as 

part of due diligence or exploratory efforts in various 

business and scientific fields.  In order to leverage this value 

of informed decisions based on Big Data-processed 

information, Big Data applications require statistical 

techniques which can infer relationships, correlations, and 

ultimately, causal effects.  As the industry and practice of 

Big Data matures, more innovative [9] uses for large, 

unstructured data will lead to the formation of new ideas to 

solve a varying array of complex problems.  Data scientists, 

and their expertise and techniques, will continue to stand at 

the forefront of these research efforts and be in high demand 

for the foreseeable future.  
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III. BIG DATA DIMENSIONS 

Early practitioners characterized Big Data by three 

dimensions:  volume, velocity, and variety, as depicted in 

Figure 1, below.   

 

 

Figure 1:  Big Data Dimensions  

 
 These dimensions served as a model to understand 

the inherent challenges of successfully implementing and 

thereafter gaining value from Big Data analytics.  First, the 

dimensions highlight that Big Data provides an enormous 

volume in the amount of data available to be collected and 

stored.  One of the largest known projects in the scientific 

community, The Large Hadron Collider experiments, 

require data analytic processing capabilities to first filter and 

then potentially process up to 500 exabytes per day [4], 

equivalent to 200 times more than all other data sources 

found in the world [5].   

 The second dimension of velocity next describes 

the enormous rate at which data needs to be collected in 

order to meet real-time or near real-time application 

requirements in diverse fields such as meteorology, 

genomics, biological and environmental research, and even 

Internet search, economics, and information theory [6].  The 

processing capabilities of modern-day analytics platforms 

which can successfully store, read, process, analyze, re-

store, back-up, notify, and manage and maintain Petabytes 

of data required in Big Data infrastructure and applications 

have continued to grow at unprecedented rates, beyond 

corresponding increases in computational complexity as 

predicted by Moore’s Law.   

 This growth in reduced computational overhead 

may serve to explain the increasing adoption rates of Big 

Data in the modern enterprise.  The synergy of improved 

algorithms and methods coupled with next-generation 

hardware and computing platforms has caused certain 

processes such as the sequencing of the Human Genome 

Project to achieve a 10,000 reduction in sequencing cost 

(time + computational power) when compared against the 

initial sequencing which took 10 years to accomplish (it can 

now be performed in a matter of days) [10] (Figure 2). 

 The third dimension of variety refers to the 

multitude of data formats, structures, types, and standards 

that are necessary for data representation and data transport.  

Due to the ever-increasing concerns of data privacy and 

security, an  

additional fourth dimension of veracity is now also used to 

characterize the challenges of Big Data as it refers to both 

the integrity of the data and the data source.  In ideal 

scenarios, Big Data implementations will consider this 

dimension of veracity and include methods for both 

integrity-checking of data and the non-repudiation of data 

sources i.e. a sender cannot deny having sent a data message 

to a receiver.  Some practitioners have also included a 

fifth dimension of complexity to highlight the importance of 

the interrelations amongst Big Data data sources, 

intermediaries, and processing centers which collectively 

create a complex system, let alone within the complexity of 

patterns of significance found within the data sets 

themselves post-processing. 

 

 

Figure 2:  Human Genome Project 

   

IV. WHAT IS DATA SCIENCE? 

Data science and Big Data share similar goals.  For the data 

scientist trained in anything from social science to biology, 

solving problems require knowledge and training to manage 

the computational problems posed by the structure, size, and 

complexity of the nature of underlying data.  Both data 

science and Big Data aim to solve a real-world problem 

while simultaneously contending with the above technical 

constraints.  In addition, certain analytical skillsets are 

requisite in order to be able to extract meaning from and 

interpret the data, further requiring both tools and methods 

from statistics and machine learning.  A great deal of time 

can be spent in the process of collecting and parsing data, as 

subsets of data often lack integrity or have experienced a 

degradation in usable quality.  This filtering process is most 

often employed by practitioners in the respective fields, as 

software engineering skills are advantageous for the 

understanding of biases in the data and for the debugging of 

records and log outputs [11]. 
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V.  DATA SCIENCE TEAMS 

As previously mentioned, handling extremely large data sets 

and making meaning out of them can be very complex.  

Because of this, the practitioners of big data management 

must possess a very diverse list of talents.  In fact, the list of 

requirements to handle big data is so large that one person 

alone cannot possess all of these qualifications.  Standard 

data science teams are made up of a variety of players.  

These include individuals from the fields of statistics, 

mathematics, computer science, communications, machine 

learning, data visualization, and of course domain experts 

(see Figure 3).  Domain experts refer to individuals that 

possess a body of knowledge on the subject area for which 

the data set applies.  For example, if the research being 

conducted related to data mining marketing intelligence 

from social networks, a data science team may include 

experts from the areas of product marketing and social 

networking and sentiment analysis.  There is also, to some 

extent a need for a “hacker” on the team.  Individuals with 

the skillset to really be able to dive into the data and “hack 

away” with software tools is very beneficial to some team 

compositions. 

 

Figure 3: Data Scientist Profile 

 
 

Schutt and O’Neil, in their book, Doing Data Science, 

describe a team member of a data science team by listing the 

multiple qualifications he or she must have.  While the 

requirements list is rather long, it is worth noting. [12] 

    

• Visualization (for exploratory data analysis and 

reporting) 

• Exploratory data analysis 

• Dashboards and metrics 

• Find business insights 

• Data-driven decision making 

• Data engineering/Big Data (Mapreduce, Hadoop, 

Hive, and Pig) 

• Get the data themselves 

• Build data pipelines  

• Build products instead of describing existing 

product usage 

• Hack 

• Patent writing 

• Detective work 

• Predict future behavior or performance 

• Write up findings in reports, presentations, and 

journals 

• Programming (proficiency in R, Python, C, Java, 

etc.) 

• Conditional probability 

• Optimization 

• Algorithms, statistical models, and machine 

learning 

• Tell and interpret stories 

• Ask good questions 

• Investigation 

• Research 

• Make inferences from data 

• Build data products 

• Find ways to do data processing, munging, and 

analysis at scale 

• Sanity checking 

• Data intuition 

• Interact with domain experts (or be a domain 

expert) 

• Design and analyze experiments 

• Find correlation in data, and try to establish 

causality 

 

As you can see constructing the data science team 

is no easy task.  Schutt    explains that the data scientist/data 

science team must have skillsets in advanced analytics, 

business acumen, communications and collaborations, 

creativity, data integration, data visualization, software 

development, and systems administration.  “Being a data 

scientist is not only about data crunching. It’s about 

understanding the business challenge, creating some 

valuable actionable insights to the data, and communicating 

their findings to the business,” says Jean-Paul Isson, the 

global vice president of predictive analytics and business 

intelligence at Monster Worldwide, Inc.[13] 

 

One last item of note is that the construction of the 

data science team is not a “one size fits all” model.  It is 

important to understand that the composition of the team 

must be in line with the big data problem it is trying to 

solve.  If a team is charged with using highly advanced 

statistical modeling techniques to solve a problem, that team 

may be fortified with more statisticians than a traditional 

data science team.      There is still much disagreement 

between data scientists as to whether programmers or 

statisticians are the most beneficial members of the data 

science team. 
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VI. STATISTICAL METHODS 

Obtaining big data sets in the digital economy is not 

difficult.  Our lives are complex and the tasks we complete 

within a 24 hour span can product big data sets very rapidly.  

It is natural for us to want to know “Why?” as a society. 

Why does a consumer behave the way they do?  Why does 

an election turn out the way it does?  Big data practitioners 

need to be able to answer these questions using data and the 

processing of data.  They need to be able to go from the real 

world, to the data, and then back to the real world again 

[14].  This is where statistical inference comes in.  Statistical 

inference gives data scientists the power to use algorithms, 

theorems, and procedures to make sense of random events in 

the real world.   

 The statistician players of the data science team 

must be able to process data into information, and be able to 

glean knowledge from the information created.  The types of 

data that statisticians work with in big data are not as 

simplistic as many are used to.  The days of simple 

categorical and quantitative data types are gone.  Data 

scientists are dealing with complex data types such as 

images, network traffic patterns, social networking 

sentiments, location data… the list goes on. [15]  We also 

have to remember that often times the luxury of having “all” 

the data in not available.  This means that data scientists are 

creating models using samples of data.  Sometimes these 

samples can accurately describe the population.  Other 

times, this is not the case.  This issue can lead to much 

confusion.  Data is not objective.  We cannot simply classify 

data and “call it a day.”  We must be willing to analyze data 

from many different perspectives and be able to derive 

meaning with an unbiased eye.  Statistical modeling can 

help with this.   

 Before we can understand model construction, we 

have to understand that data fits many different 

distributions.  A data set’s distribution is how the set is 

spread within the range of values. To clarify this, let’s take 

an example of a set of exam grades (this is not big data, but 

a simple way to visualize the concept).  Most students will 

score somewhere are the class average, and very few will 

score very low or very high.  This arrangement of data is 

called a normal distribution (also known as a bell curve).  

Data can fit many distribution patterns such as exponential, 

chi-square, beta, uniform, Cachy, and others (see Figure 4). 

[16]  Being able to classify data into a specific distribution 

and deriving a model can be very challenging.  “Fitting a 

model” means that you use the data set you have to derive 

parameters for a predictive model. Statistical packages and 

other computer software which will be discussed next, can 

help us with this task. Data scientists must also be careful 

not to extrapolate models far beyond their data set.  If you 

are trying to predict fuel efficiency of an automobile and 

your sample data set contains only MPG ratings from hybrid 

cars, your model would probably be no good at predicting 

the efficiency of a tractor trailer.  

 

 

Figure 4: Data Distributions 

   

Even after understanding the shape of data, it is 

still very difficult to jump in and create a good model.  Most 

good statisticians will conduct some type of exploratory data 

analysis (EDA) on the data.  EDA has nothing to do with 

generating the final end product model, but is more 

concerned with the relationship between the practitioner and 

his data.  It is quite difficult to be able to be confident of a 

model you have constructed when you don’t truly 

understand the data that it predicts. EDA is the process of 

exploring the data at a very simplistic level.  Often times 

EDA includes creating scatterplots, box plots, stem/leaf 

diagrams, and other graphical representations of the data. It 

may also include taking very basic summary statistic of 

smaller subsets of the data set, such as averages, medians, 

modes, and standard deviations.  While the process seems 

juvenile (you probably did many of these things in sixth 

grade), it can convey some very deep meaning of the data 

including pointing out recurring trends over time, outliers, 

secondary trends, lurking variables, as well as errors in the 

data logging and gathering processes. These are all facets of 

data comprehension that the computerized modeling process 

could miss. 

 Once the data can be truly understood at the 

elemental levels, the model creation process can begin.  

Hundreds of computer programs, algorithms, and entire 

programming languages have been used to derive these 

models.  We will next discuss some of the basic algorithms 

used in data classification/modeling as well as the most 

common big data software packages.   
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VII. ALGORITHMS AND BIG DATA SOFTWARE 

Let’s return to the main goal of all of this.  We want to be 

able to extract meaning from real world data sets.  We want 

to be able to take hundred, thousands, million, and billions 

of data points and develop a model for predicting future 

values, explain why a certain phenomenon occurred, or try 

to discover a cause an effect relationship between two or 

more variables.  In order to do this the data science team 

uses common machine learning algorithms and one or more 

of the many software packages available. 

 One of the main goals when attempting to derive 

information out of data is to classify the data into categories. 

In some cases you will already have categories to classify 

the data into. In other cases, you aren’t even that far yet. 

You think the data can be “binned” or categorized, but you 

are not sure how.  The two major algorithms employed to 

classify data are k-Nearest Neighbor and k-means. Both 

machine learning algorithms are designed to take a large 

series of data points and categorize them.  Let us take a 

simple example. Suppose you want to be able to easily 

assign a star rating to a movie.  Your data set includes some 

movies that have been rated and some that have not.  There 

are multiple qualities that go into a movie rating: actors, 

production quality, ability to capture and keep audience 

attention, etc.  Different levels of each of these qualities all 

lead to the assignment of a rating.  For this type of data, k-

Nearest Neighbor would be an excellent tool.  k-Nearest 

Neighbor is an excellent algorithm for taking a set of data 

that is partially categorized, and computing the classification 

of other unclassified data.  However, k-means is more 

suitable for sets of data where you might be unsure of the 

classification or the multiple data “centers.”  [17] 

 Another heavily used algorithm in big data science 

is linear regression.  It was earlier discussed that one 

possible goal of a big data project might be to find cause and 

effect. Simple linear regression is an algorithm that seeks to 

find the strength of the relationship between two variables (x 

and y).  The stronger the linear relationship, the better case a 

practitioner can make for their relationship.  Linear 

regression analysis can be very simple (one x and one y), or 

it can be used to analyze multiple x covariates and their 

relationship to y (this is called multiple regression).  With 

any of these regression techniques, it is important to 

understand that a correlation between variables does not 

necessarily lead to causation [18]. This is why it is very 

important for there to be other members of the data science 

team to analyze the relationship claims and evaluate their 

validity.  Most if not all of the calculation required for the 

aforementioned algorithms is done using computer software 

packages and some require close supervision by the data 

scientist, and some can churn away for hours or days trying 

to analyze the data. 

  For the sake of the intended simplicity of this 

paper, we will discuss one of the industry standard big data 

platforms available, Apache Hadoop.  Hadoop is an open 

source software platform designed to store and process very 

large quantities of data.  One of the reasons why Hadoop is 

used some frequently is because of its ability to scale across 

multiple servers without sharing disk or memory (allows for 

fault tolerance), and its ability to perform several tasks at the 

same time by delegating them to several nodes of the 

Hadoop cluster. [19]    Hadoop acts as the major platform 

(database system) that can store and process the large data 

sets.  There are then several algorithms and complementary 

software packages that sit on top of Hadoop which can 

accomplish a variety of tasks. 

 MapReduce is one of the most common algorithms 

used to process large amounts of unstructured data 

(unclassified and containing high variety).    An application 

of MapReduce on a data set includes a mapper function and 

a reducer function.  The mapper takes each data point and 

produces an ordered pair in the form (key, value pair).  The 

framework then sorts the outputs via the “shuffle,” 

 and in particular finds all the keys that match and puts them 

together.  These groups are then passed to the reducer which 

takes these piles of grouped data and reduces them to a (key, 

new value) pair where the new value is an aggregate 

function of the old values.    The key point is that one 

reducer handles all of the values for a fixed key.    See the 

figures below for a graphical representation of MapReduce. 

[20] 

 

Figure 5: MapReduce 
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 There are many other software packages available 

for processing large amounts of data and deriving data from 

these big data sets.  Others include Google Pregel, a graph-

based computational algorithm suited for very large graph-

based problems.; Apache Hive, [21] which allows 

practitioners to use a  SQL-based query language to 

aggregate data; and Apache Mahout, [22] which is good for 

situations where you need to be able to produce 

recommendations based on large data sets – thik Netflix and 

their user recommendation engine.   

 Which software package, algorithm, and platform 

to use truly depends on the problem the data sceience team 

has to solve.  Questions such as “Does this computation 

need to be real time or can we deal with batch processing?,” 

and “Do we have to supervise the processing of the 

algorithm?” also need to be asked.  They are just a couple of 

the many questions that go into selecting the appropriate big 

data tool.  As with much of data sceience, there is no 

ubiquitous solution to every big data challenge. 

  

VIII. CONCLUSION 

There is no doubting that “big data” is a buzz word.  We 

hear it thrown out almost as much as the term “cloud.”  The 

concept of deriving real world meaning out of transactional 

and random data is not a new concept. However, in the 21st 

century corporations and data scientists are faced with the 

nearly unlimited sources and supplies of data.  The data 

provided could be good, bad, ugly, or other.  It can contain 

very obvious trends, or subtle nuances that would never be 

quantifiable without the use of big data technology.  The 

competitive nature of the economy today demands that 

statistics, technology, science, and industry experts come 

together to be able to solve business and other problems that 

exist today. 
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