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Abstract — Parallel computing is critical in many areas of com-

puting, from solving complex scientific problems to improving the 

computing experience for smart device and personal computer us-

ers.  This study investigates different methods of achieving paral-

lelism in computing, and presents how parallelism can be identi-

fied compared to serial computing methods.  Various uses of par-

allelism are explored.  The first parallel computing method dis-

cussed relates to software architecture, taxonomies and terms, 

memory architecture, and programming.  Next parallel computing 

hardware is presented, including Graphics Processing Units, 

streaming multiprocessor operation, and computer network stor-

age for high capacity systems.  Operating systems and related soft-

ware architecture which support parallel computing are dis-

cussed, followed by conclusions and descriptions of future work in 

ultrascale and exascale computing. 

  

Index Terms— Parallel Computing, Graphics Processing Units, 

Parallel Computer Architecture, Cluster Computing. 

I. INTRODUCTION 

Parallel computing is pushing the boundaries of progress in 

computing speed and capability.  Traditionally, computers have 

run serial computations.  A computer would execute one in-

struction followed by another instruction, progressing through 

a set of instructions one at a time.  In parallel computing, in-

structions can run concurrently on different processors.  Multi-

ple processors each handle one instruction.  In today’s personal 

computing environment, which includes smartphones, tablets, 

laptops and personal computers, the central processing unit can 

have multi-core processors.  Parallel computing can use multi-

core processors or multi-processor computers. 

Parallel computing facilitates solving complex problems too 

large to fit into one CPU.  An example of this is the complexity 

of today’s gaming consoles and their related games.  The 

graphics that are crucial to the game and contribute to the expe-

rience are so complex that without parallel computing the con-

sole would not be able to process the actual game instructions 

and resolve and display both the video graphics and the audio 

that together create the gaming experience. 

 

 

 

 

 

 
 

Parallel computing can be found in the science and engineer-

ing fields:  electronic circuit designs, molecular sciences such 

as pharmacology, and gene engineering, for example.  Other 

parallel computing applications include medical imaging, med-

ical radiation therapy, and oil exploration.  For the military, 

problems that require parallel computing include weapons de-

sign, stealth designs of planes and ships, and tracking move-

ment of planes, ships, and troops.  

In 1966, Michael J. Flynn proposed what is known as Flynn’s 

Taxonomy.  This is a classification that breaks computer archi-

tecture down by the number of instructions that can be handled 

concurrently.  The first classification is Single Instruction, Sin-

gle Data Stream (SISD).  This is a sequential computer that gets 

one instruction, processes that instruction, and only operates on 

a single data stream.   The second classification, Single Instruc-

tion, Multi Data Stream (SIMD), is a computer that works on a 

single instruction stream but has the ability to work on multiple 

data streams.  The third classification is Multiple Instruction, 

Single Data Stream (MISD), where there are multiple streams 

of instructions that work on a single stream of data.  These are 

generally processing very critical data, where all of the proces-

sors must arrive at total agreement among the multi-processing 

units.  The last of Flynn’s Taxonomy is Multiple Instructions, 

Multiple Data Streams (MIMD).  These are true parallel com-

puters, where there are multiple instructions working on multi-

ple data streams.[2][17] 

A. Comparison of Parallel and Serial Computing 

Parallel Computing is a form of computation in which many 

calculations are carried out simultaneously, operating on the 

principle that large problems can often be divided into smaller 

ones, which are then solved concurrently ("in parallel") [22]. 

There are several different forms of parallel computing: bit-

level, instruction level, data, and task parallelism.  

Serial and parallel software computations have different 

characteristics.  Software written for serial computation will 

have the following characteristics: a problem is broken into a 

discrete series of instructions, instructions are executed sequen-

tially, the written software is executed on a single processor, 

and only one instruction may execute at any moment in time [2] 

[14].   For example, Fig. 1 shows how typical payroll pro-

cessing executes for employees when written in serial compu-

ting – one task finishes before the next task initiates – repeated 

one employee at a time. 
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Fig. 1: Serial Computing:  Processing Payroll for Employees – One employee 
at a time – one task at a time [2] 

 

Parallel Computing, however, is the simultaneous use of 

multiple compute resources to solve a computational problem 

and has the following characteristics: a problem is broken into 

discrete parts that can be solved concurrently, each part is bro-

ken down to a series of instructions, instructions from each part 

execute simultaneously on different processors, and overall 

control and coordination is employed to manage the different 

parts [2] [16].   The same payroll processing can be written in 

parallel computing style as shown in Fig. 2, and processes pay-

roll for multiple employees simultaneously, providing signifi-

cant performance improvement: 

 
Fig. 2:  Parallel Computing:   Processing Payroll for Employees – Multiple em-

ployees at one time – multiple tasks at one time [2] 

 

B. Amdahl’s Law Applied to Parallel Speedup 

Consideration of Amdahl’s Law is an important factor when 

predicting performance speed of a parallel computing environ-

ment over a serial environment.  The basic concept is that the 

parallel speed-up is not calculated by just multiplying the serial 

performance by the number of processors.  There will always 

be some serial portion which cannot be parallelized, and that 

execution time is added to the overall processing time.  This is  

 

 

 

 

 

 

 

 

 

 

calculated as 1/(1-P) + P/S = overall speedup, where “P is the 

proportion of the computation where the improvement has a 

speedup of S.”  The speedup for different serial and parallel 

sections of a computing environment can be calculated sepa-

rately and added together to get an overall speedup.  Increasing 

the parallel portion of the computing environment can dramati-

cally affect the speedup for a given number of processors, as 

shown in Fig. 3. 

 

 

 

 

 

 

 

 

 

 

 

 
 

 

 
 

 

Fig. 3: Amdahl’s Law applied to percentage of parallel computing content in a 
parallel computing environment [20] 

 

The sections of the rest of the paper are as follows.  Section 

2 discusses parallel computing architecture, taxonomies and 

terms, memory architecture, and programming.  Section 3 pre-

sents parallel computing hardware, including Graphics Pro-

cessing Units, streaming multiprocessor operation, and com-

puter network storage for high capacity systems. Section 4 dis-

cusses parallel computing operating systems and software ar-

chitecture.  Section 5 gives the outlook for future parallel com-

puting work and the conclusion.  

II. PARALLEL COMPUTING CHARACTERISTICS  

Parallel computing can be discussed in terms of its internal 

computer architecture, taxonomies and terminologies, memory 

architecture, and programming. 

A. Architecture  

Originally, modern computers were required to have “von Neu-

mann” architecture to be designated as a computer. John von 

Neumann, a Hungarian mathematician, first authored the gen-

eral requirements for an electronic computer in his 1945 papers.  

To be a “real” computer, it needed to be a "stored-program com-

puter" - both program instructions and data had to be kept in 

electronic memory. It differed from the earlier computers which 

were programmed through "hard wiring." It was comprised of 

four main components: a memory, a control unit, an arithmetic 

logic unit, and an input/output [2].   Since then virtually all com-

puters have followed this basic design, as shown in Fig. 4:    
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Fig. 4:  Original von Neumann Architecture Computer Architecture [2] 

B. Taxonomies and Terms 

To describe the move to parallel computing, new taxonomies 

and new sets of terminologies have been developed.  There are 

different ways to classify parallel computers. Flynn’s taxonomy 

can distinguish multi-processor computer architectures along 

the two independent dimensions of Instruction Stream and Data 

Stream. Each of these dimensions has one of two possible 

states: Single or Multiple.    

 

 
  Fig. 5:  An Example of MISD - each processing unit operates on the data 

independently via separate instruction streams, and SIMD – a single data stream 
is fed into multiple processing units [2] 

C. Memory Architecture 

Parallel computing can be achieved by innovations in memory 

architecture design [1].  There are three models: Uniform 

Memory Access (UMA), Non-Uniform Memory Access 

(NUMA), and Distributed Memory, as shown in Fig. 6:  
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Fig. 6:  (a) Uniform Memory Access (UMA), (b) Non-Uniform Memory Access 
(NUMA), (c) Distributed Memory [2] 

D. Programming 

Programming is another area which is used to achieve paral-

lelism.  There can be parallelism in the underlying architecture, 

but if programs are not designed to take advantage of the paral-

lel infrastructure, the instruction streams won’t run in parallel. 

An example of this would be addressing an array of data.  Fig. 

7 shows an example of array processing code written in sequen-

tial mode. The serial program calculates one element at a time 

in sequential order. 

 

 

 
  
 

 
 

Fig. 7:  Serial array processing code.  The serial program calculates one 

element at a time sequentially [14] 

Fig. 8 shows an example of the parallel solution of the same 

problem [17]. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
 
 

 

 
 

Fig. 8:  Arrays elements are distributed so that each processor owns a portion 

of an array (sub-array).  Independent calculation of array elements ensures there 
is no need for communication between tasks [14] 

 

E. Multi-core Processors 

Parallelism has been employed for many years, mainly 

in high-performance computing, but interest in it has grown 

lately due to the physical constraints preventing frequency scal-

ing. As power consumption (and consequently heat generation) 

by computers has become a concern in recent years, parallel 

computing has become the dominant paradigm in computer ar-

chitecture, mainly in the form of multi-core processors. 
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Fig. 9 shows an example of a parallel computer with multi-

core and multiple machines designed for parallelism con-

nected/networked together to form a massively parallel archi-

tecture [2]. 

 

 
 

 

 

 

 

 

 
 

 
 

 

 
Fig. 9:  Multi-core on single machine architecture and single machines with 

multi-core on network architecture to provide massively parallel processing 

[14] 

III. PARALLEL COMPUTING HARDWARE 

A. Graphics Processing Units 

Graphics Processing Units (GPUs) have become popular to 

achieve both high performance and power efficiency. Hetero-

geneous clusters using GPUs are regarded as an efficient way 

to build high performance computing systems. A node in such 

heterogeneous clusters was typically built with multicore 

CPUs. Recently, cluster systems have more GPUs per node to 

deal with large size problems [1].  

B. Open Computing Language 

Open Computing Language (OpenCL) is an open standard to 

write parallel applications for heterogeneous computing sys-

tems. If an application is written in OpenCL, it can run on any 

processor or any mix of processors that supports OpenCL. 

Many industry-leading hardware vendors such as AMD, IBM, 

Intel, NVIDIA, and Samsung provide OpenCL frameworks for 

a variety of processors [4]. 

C. GPU Architecture 

NVIDIA’s Fermi architecture is designed for massively par-

allel processing. It is comprised of a large number of streaming 

multiprocessors (SMs). Each SM contains 32 streaming proces-

sors (SPs) for general computations, 16 load/store (LD/ST) 

units, and four Special Function Units (SFUs) that handle tran-

scendental mathematical operations. There are two levels of 

data caches: an L1 cache for each SM and an L2 cache shared 

by all the SMs. Fig. 10 below shows a schematic block diagram 

of one of the total 16 SMs in the GTX 580 GPU. In OpenCL 

terminology, the GPU represents a compute device, an SM cor-

responds to a compute unit (CU), and an SP to a processing el-

ement (PE).  

D. Streaming Multiprocessor (SM) Operation 

When running a work-group on an SM, each work item is 

executed by one thread. Threads are bundled into so-called 

warps, as shown in Fig. 10.  

 

       

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
Fig. 10:  Schematic block diagram of one SM in the GTX 580 GPU [13] 

 

One warp consists of 32 threads. All threads in a warp execute 

in lock-step. The GPU compiler thus converts conditionally ex-

ecuted code (such as if-else constructs) into predicated code.  

A divergence describes the situation when, at run-time, not 

all 32 threads take the same control path.  When divergence oc-

curs, both parts of the conditionally executed code must be ex-

ecuted. Divergence inevitably leads to reduced performance.  

The work-group is the minimal allocation unit of work for an 

SM. A work-group running on an SM is called an active work-

group. Similarly, active warps denote warps that are currently 

executing or eligible for execution. If enough hardware re-

sources are available, several work-groups can be active simul-

taneously in one SM. The number of active workgroups de-

pends on the kernel code, the kernel’s index space, and the hard-

ware resources of the SM.  

The metric to characterize this degree of concurrency is 

termed occupancy. Occupancy is defined as the ratio of the ac-

tual number of active warps to the maximum possible number 

of active warps per SM. This maximum is hardware specific; in 

the case of the GTX 580, at most 48 warps (and thus 48 * 32 = 

1536 threads or work-items) can be active in one SM at the 

same time. To maximize resource utilization, the number of 

work-items in a work-group should always be a multiple of 

32.The active work-groups that execute concurrently in an SM 

might have different starting and finishing times.  As soon as 

one work-group finishes, the SM scheduler activates a new 

work-group.  Each SM contains an instruction cache and 64KB 

of local data memory that can be dynamically configured as 

scratchpad memory or L1 cache. A unified L2 data cache of 

768KB is shared by all SMs in the GPU [13]. 

E. Computer Network Storage for High Capacity Systems 

The need for storage has increased dramatically in recent 

decades not only in computing fields but also in commercial 
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fields and daily life. At present, hard disk storage is still re-

garded as the first choice for most cases for its performance and 

cost efficiency. Meanwhile, restricted by its mechanical com-

ponents and magnetic body plates, the reliability and the capa-

bilities of the hard disk such as seek time, average rotational 

latency and efficient data transfer rate have not been improved 

as much as its capacity. Some architectures have been devel-

oped to narrow this gap. Redundant Array of Independent Disks 

(RAID) and Small Computer System Interface (SCSI) have 

been widely used. RAID has been proven theoretically and 

practically to improve both performance and fault tolerance. 

SCSI has been adopted as the standard interface for various 

kinds of storage devices.    

Network Attached Storage (NAS) and Storage Area Net-

works (SAN) have been developed from Directly Attached 

Storage (DAS) to meet demands of huge capacity and high 

availability. Fig. 11 shows the structure of these two systems 

 

 

Fig. 11:  Network map of NAS and SAN system [6] 

 

NAS consists of specific devices which are in charge of file I/O. 

Data access will be processed by these devices which own their 

own IP address. SAN is an independent storage network with 

specialized protocol. Most SAN systems today are built on the 

Fiber Channel (FC) network. In a SAN, FC network runs as a 

data storage supplier and computing device and Ethernet runs 

as a data storage requester. The storage server in a SAN runs as 

a gateway between the FC and Ethernet network to translate 

their protocols. Fig. 12 shows the differences between these two 

systems.  

 

 
Fig. 12:  Difference between NAS & SAN [6] 
 

New network storage architectures, such as NAS and SAN, 

have emerged in recent years to deliver high I/O bandwidth, 

flexible connections and large storage capacities. For DAS, 

storage is directly attached to the computer processor by a ded-

icated link. This architecture is commonly found on today’s 

PCs and workstations. For NAS, the storage subsystem is at-

tached to a network of servers and file requests are passed 

through a parallel file system to the centralized storage device 

[6]. 

IV. PARALLEL COMPUTING OPERATING SYSTEMS AND 

SOFTWARE ARCHITECTURE 

Parallel computing requires unique capabilities from operat-

ing systems.  These include communication of tasks to be done 

by different nodes, synchronization between the kernels of the 

operating system which are installed on different machine 

nodes, and the computing work done by the individual nodes.  

Classes of parallel operating systems include clusters, when 

each microprocessor is running a complete operating system, 

Beowulf clusters, a class of clusters built of standard computers 

and operating systems with a central controller, Symmetric 

Multi-Processing (SMP) when all processors are peers, sharing 

memory and the I/O bus, Asymmetric Multi-Processing (AMP) 

when the operating system reserves processors for parallel use, 

and cores may be specialized, and Embedded Processing, with 

compilers and debuggers for parallel systems on a chip (SoC) 

software designs, for example the Intel System Studio.  Each of 

these classes is optimized for a different type of parallel archi-

tecture and application.  The next sections define examples of 

two classes of parallel operating systems:  clusters and Beowulf 

clusters. 

A. Parallel Computing Clusters 

A cluster is a parallel computing environment in which each 

computer has a complete operating system.  Linux, Microsoft 

Windows and Apple OS X all support parallel operating system 

features.  The operating system can distribute tasks to different 

processors, or apply the parallel resources to running a single 

program.  A successful example of a cluster machine is the Blue 

Gene/Q, shown in Fig. 13, originally developed to handle the 

complex problem of protein folding, and now applied to many 

different scientific applications.  The BG/Q programming envi-

ronment incorporates many open source and standard compo-

nents.  The Red Hat Linux operating system is used for the ser-

vice, front end, and I/O nodes includes support for Portable Op-

erating System Interface (POSIX) system calls.  POSIX is the 

IEEE 1003 standard for maintaining compatibility between op-

erating systems.  The Lightweight Compute Node Kernel 

(CNK) for compute nodes allows scaling and reproducible 

runtime results.  IBM XL Fortran, C, and C++ compilers pro-

vide Single-Instruction Multiple-Data (SIMD) for the Floating 

Point Unit (FPU) for improved floating point calculation per-

formance.  And the Parallel Active Messaging Interface 

(PAMI) runtime layer developed for BG/Q for interprocess 

communication includes Message Passing Interface (MPI) and 

OpenMP support.[9][5] 

Examples of operating systems developed for cluster compu-

ting include the Cluster Advanced Operating System (CAOS) 

and the Kerrighed Single System Image (SSI) operating system.  

CAOS is described by Betti et al in combined research from 

University of Rome and the IBM Watson Research Center.[3]  
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This software architecture is built on top of Linux, and is de-

scribed by an analogy of a master timing node and computing 

nodes with an orchestra conductor and the instrumentalists.  

This architecture enables important function such as the ability 

to stop all parts of a parallel application simultaneously to eval-

uate the state of the machines for debugging.  The Kerrighed 

SSI operating system was developed in the INRIA French na-

tional laboratory for computer science research, and gives all 

users the same image of the system, including the user interface, 

processor space, memory and hierarchy.[15]  Also built on 

Linux, Kerrighed includes unique load balancing algorithms 

and flexible scheduling policies to improve the parallel pro-

cessing efficiency. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
Fig. 13:  Blue Gene/Q Four Rack Parallel Computer [5] 
 

B. Beowulf Clusters 

A Beowulf cluster is built of standard computers with a 

standard operating system, controlled by a server using Parallel 

Virtual Machine (PVM) and MPI.  The client nodes do only 

what they are directed to do.  Originally developed and named 

by Sterling and Becker at NASA in 1994, these systems are de-

signed to make parallel computer affordable.  Examples can be 

as simple as clusters of two or more Intel x86 PCs connected by 

100M Ethernet, running either Linux with PVM and OpenMP, 

or Microsoft Windows operating system, PVM, and MPICH, 

which is MPI for windows.[11]  Multi-platform middleware can 

be used to create a hybrid Linux-Windows Beowulf cluster to 

utilize existing resources, and run applications designed for 

Linux or Windows on the same cluster.[10]  The individual 

components can be upgraded as finances allow, for example 

adding high performance interconnect between parallel nodes, 

faster processors, and fast access central data storage.[7]  An 

example of a Beowulf cluster is shown in Fig. 14. 

 

 
 

 

 

 
 

 

 
 

 

 
 

 

 
 

Fig. 14: The Borg, a Beowulf cluster used by the McGill University pulsar 

group to search for binary pulsars [21] 
 

 

V. PARALLEL COMPUTING FUTURE OUTLOOK AND 

CONCLUSIONS 

The future of large parallel supercomputers will drive an ar-

ray of new high powered computing capabilities - including 

photorealistic graphics, computational perception, and machine 

learning - that rely heavily on highly parallel algorithms. With 

the capacity to enable these high powered computing capabili-

ties, there will be advances toward a new generation of experi-

ences that increase the range and efficiency of what users can 

accomplish in their work place, enhance digital lifestyles and 

enable real time decision making. These experiences include 

“more natural, immersive, and increasingly multi-sensory inter-

actions that offer multi-dimensional richness and context 

awareness” [8].  

According to ultra-scale computing researchers on the 

NESUS project, one of the largest European research networks 

of this type coordinated by Universidad Carlos III de Madrid 

(UC3M), advances in ultra-scale computing will enable more 

scientific and high powered research around genomics, new 

materials, simulations of fluid dynamics used for atmospheric 

analysis and weather forecasts, and even the human brain and 

its behavior.[19]  Looking at the technical architecture of future 

large parallel supercomputers, “exascale” computers will have 

very large and integrated data centers with hundreds of thou-

sands of computers coordinating with distributed memory sys-

tems. It is expected that by the year 2020, these will become a 

mainstream architecture.  

A noted challenge to the growth and penetration of main-

stream parallel computing methods is the transition of the soft-

ware industry to parallel computing. There has not been any 

single point technology that will make parallel software ubiqui-

tous; to remedy this gap, a consortium of broad collaborations 

must be commenced between industry pioneers and academics 

working together to bring the power and efficiency of parallel 

computing to mainstream applications of the future. This shift 

in software technology will have to affect consumers and hard-

ware manufacturers at both the infrastructure level and the ap-

plication development layer. 

As time has shown us in the past, "Scientific field after field 

has changed as a result of the availability of prodigious amounts 

of computation, whether we're talking what you can get on your 

desk or what the big labs have available. The shockwave won't 

be fully understood for decades to come“.[12] 
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