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Abstract—This paper describes some of the recent developments 

in the database management area, in particular, the NoSQL 

phenomenon and technology associated with it.  With the 

increasing diversity of databases now available, organizations 

have a significant problem: How should they choose between 

traditional SQL databases and NoSQL data stores, which have 

very different characteristics? NoSQL has emerged in the past few 

years because of the increased needs for scalability and 

performance, and many databases on the market today fall into 

this category. This research will give software engineers and 

architects a way to select a NoSQL database for the particular big 

data environment and domain they are working in, on availability 

and security. The prevalence of NoSQL has initiated many 

evaluations and comparisons focused mainly on performance. 

These studies have not included quality attributes and risks of 

different NoSQL implementations. The goal of this work is to 

produce a Quality Attribute Framework and Risk Analysis of 

NoSQL databases that can measure quality metrics associated 

with availability and security, which are critical to choosing the 

right NoSQL database for a given domain and for making better 

software development and design decisions. The framework will 

help IT departments align perceived risks of NoSQL database 

adoption with actual risks, helping IT managers in their database 

adoption and the identification of risk factors that affect the new 

database technologies. The framework developed in this work 

through a qualitative analysis of risk vectors are obtained through 

surveys of top IT leaders and IT companies. 

Index Terms—Distributed Databases, NoSQL Databases, 

Relational Databases.  

I. INTRODUCTION 

N the past, relational databases were used for all tasks to be 

processed by a database because of their query capabilities, 

and transaction management.  

Traditional Relational databases were designed for different 

hardware and software times and are facing challenges in 

meeting the performance and scale requirements of Big Data 

[1]. 

The vital factor for a change in data storage was the need to 

support large volumes of data by running on clusters. Two 

companies in particular Google and Amazon have been 

influential. In 2000, both companies produced highly influential 

papers: Big Table from Google and Dynamo from Amazon. 

 
 

One of the first solutions to increase the amount of data that 

could be stored by a DBMs system was to spread the data 

among several database servers. A group of associated servers 

is known as a server cluster and the database shared between 

them is called a distributed database. 

As large databases moved towards groups, which revealed a 

new problem – Relational Databases were not designed to be 

run efficiently on clusters [1]. 

A second significant problem revealed is a distributed system 

was not very efficient performing transactions and join 

operations using a Relational Database System RDBMS [23]. 

Distributed databases’ need to maintain strict consistency 

ensuring the utilization of the transactional ACID model and 

being highly available produced the creation of a new family of 

NoSQL clustered databases. NoSQL technologies are opened 

up the range of options for data storage.  

As more companies’ debate on adopting a Big Data Solution, 

discussions about which is the most appropriate NoSQL 

database for their use case, application or environment emerge.  

NoSQL databases are highly scalable, have good performance, 

designed to store and process a significant amount of 

unstructured data at a faster speed than RDBMS, providing high 

availability and restoring capabilities.  

So why to be cautious about adopting a NoSQL database? 

Availability and Security are major concerns for IT Enterprise 

Infrastructures. There are perceived Security Risks associated 

with the new database technologies [1].    

II. PURPOSE AND VALUE OF THE RESEARCH 

The NoSQL data stores are seen as data processing 

alternatives that can handle the huge volume of data and provide 

better scalability, but attributes and risks associated with these 

new technologies are not totally understood. Because of the 

large number and diversity of NoSQL solutions, it is 

challenging to choose an appropriate NoSQL solution for a 

specific task or specific Use Case. 

Some studies have identified NoSQL challenges including 

the immense diversity and inconsistency of terminologies, 

limited documentation, sparse comparison and benchmarking 

criteria, and nonexistence of standardized query languages [3]. 

Other studies emphasized the No existence of a Quality 

Attribute Framework. Despite the appropriateness of NoSQL as 
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cloud data management systems, the immense number of 

existing solutions (over 120) many researchers have focused on 

Performance Evaluation but have not included other Software 

Quality Attribute requirements [2]. 

This research investigates in a qualitative method the 

attributes that contribute to a NoSQL Quality Attribute 

Framework and possible risks in the areas of Security and 

Availability.   

 

This article improves and complements the study 

“Choosing the right NoSQL database for the job: A Quality 

Attribute Evaluation” in the following aspects: 

Quality attributes are classified and evaluated by four types 

of NoSQL database types: Key-Value, Document, Columnar 

and Graph Database. 

Quality Attribute “Availability” and properties derived from 

it are presented. 

Quality Attribute “Security” and properties derived from it 

are included in the Framework.  

Security and Business Availability risks are presented. 
Qualitative Attributes of NoSQL databases are evaluated in 

different scenarios such as Financial, Medical, Retail, Social 

Networking. 

These are some of the contributions to the IT community that 

this research delivers: 

Achieve a straightforward and coherent way for IT Managers 

to understand NoSQL database quality attributes and help them 

gain some insight on mitigation strategies for current NoSQL 

databases risks. 

Provide guidance to rationalize Security and Business 

Availability risks associated 

A. Research Approach 

The goal of this research is to gain a thorough understanding 

of NoSQL databases to have clarity of the risks associated with 

these new technologies and to construct a framework and 

recommendations to mitigate risks. 

B. Hypothesis 

What NoSQL databases attributes are generating the most 

positive and negative impacts on adoption and minimizing 

security, and business availability risks?  

Are there any misalignments between actual and perceived 

NoSQL database risks uncovered through surveys to experts 

and IT professionals’ perceived risks? 

C. Research Problems and Sub-problems 

Two main research problems and a subproblem have been 

identified: 

 

First Research Problem  

What NoSQL databases Quality Attributes are generating the 

most positive and negative impacts on Security, and Business 

Availability risks? 

What Software Quality Attributes are required to evaluate 

and adopt NoSQL databases? 

What is the perceived Business Availability and Security 

Risks associated with these new database technologies in the 

context of Big Data? 

 

Second Research Problem 

Are there any misalignments between actual and perceived 

NoSQL database risks uncovered through surveys to experts 

and IT professionals’ perceived risks? 

What are the impacts in the organization? Technical aspects, 

No Technical aspects 

 

First Research Sub-problem 

Are Relational and NoSQL databases totally mutually 

exclusive? 

How applications intersect between Relational and NoSQL 

databases? Presenting Financial, Medical, Retail, and Social 

Network use cases. 

If the technologies do not overlap, but they are in intersection 

define Why to choose one or the other database? 

III. DATABASE HISTORY AND EVOLUTION 

A. Relational Databases and their Value 

E.F. Codd's "A Relational Model of Data for Large Shared 

Data Banks" paper, appeared in Communications of the ACM 

in June 1970.   His colleagues at IBM, Donald Chamberlin and 

Raymond Boyce, were working on a query language originally 

named SQUARE for specifying queries as relational 

expressions, culminating in the 1974 paper, "SEQUEL: A 

Structured English Query Language".  Since that time, SQL has 

become the dominant language for relational database systems 

[5]. 

The database normalization process characterizes the 

Relational Data Model; the advantage is that there is less 

duplicated data in the database. The disadvantage is that a 

change to a single record can mean locking down multiple 

tables simultaneously, to ensure that the modification does not 

leave the database in an inconsistent state. This complex 

network of references between data items makes it hard to 

distribute relational data across several servers and can lead to 

performance issues both when reading and writing data. The 

use of more storage space in exchange for increased application 

performance and the ability to easily distribute the workload 

across multiple machines is now the best choice in many 

situations [6]. 

 

Relational databases have been a successful technology for 

many years, providing persistence, concurrency control, and an 

integration mechanism. 

Between the benefits Relational Databases provided: 

1.-Keeping large amounts of Persistent Data 

2.-Concurrency: Enterprise applications tend to have many 

people looking at the same body of data at once, possibly 

modifying that data. Occasionally they operate on the same bit 

of data. As a result, these interactions need to be coordinated. 

Relational databases help handle this by controlling all access 

to their data through transactions. Transactions also play a role 

in error handling. With transactions, changes can be made, and 

if an error occurs during the processing of the modification, the 

transaction can be rolled back to reverse the operation. 

3.-Integration: Applications often need to use the same data and 

updates made through one application have to be visible to 

others. 

http://www.seas.upenn.edu/~zives/03f/cis550/codd.pdf
http://www.seas.upenn.edu/~zives/03f/cis550/codd.pdf
http://go2.wordpress.com/?id=725X1342&site=ccollins.wordpress.com&url=http%3A%2F%2Fwww.almaden.ibm.com%2Fcs%2Fpeople%2Fchamberlin%2Fsequel-1974.pdf
http://go2.wordpress.com/?id=725X1342&site=ccollins.wordpress.com&url=http%3A%2F%2Fwww.almaden.ibm.com%2Fcs%2Fpeople%2Fchamberlin%2Fsequel-1974.pdf
http://en.wikipedia.org/wiki/SQL


A9-3 
 

A common way to do this is shared database integration 

[Hohpe and Woolf] where multiple applications store their data 

in a single database. Using a single database allows all the 

applications to use each other’s data easily while the database’s 

concurrency control handles multiple applications in the same 

way as it handles multiple users in a single application. 

4.-A Standard Model: Developers and database professionals 

can learn the basic relational model and apply it to many 

projects. Although there are differences between different 

relational databases, the core mechanisms remain the same: 

Different vendors’ SQL dialects are similar; transactions 

operate in mostly the same way [7]. 

B. What is happening with Relational Databases? 

Using SQL as an integration mechanism between 

applications, where the database acts as an integration database 

with multiple applications, usually developed by separate 

teams, the data is stored in a common database. This improves 

communication because all the applications are operating on a 

consistent set of persistent data. 

There are downsides to shared database integration. The 

structure that is designed to integrate many applications ends up 

being more complex than any single application needs. 

Different applications have different structural and 

performance requirements, so an index required by one 

application may cause a questionable hit on inserts for another.  

A different approach taken is to treat the database as an 

application database, which is only directly accessed by a single 

application codebase that’s looked after by a single team. With 

an application database, only the team using the application 

needs to know about the database structure, which makes it 

much easier to maintain and evolve the schema. Since the 

application unit controls both the database and the application 

code, the responsibility for database integrity can be put in the 

application code. 

There is a movement away from using databases as 

integration points towards encapsulating databases within 

applications and integrating through services [7]. 

Impedance mismatch is the difference between the relational 

model and the in-memory data structures. Application 

developers have been frustrated with the impedance mismatch 

between the relational model and the in-memory data 

structures. When is desirable to use a richer in memory data 

structure, it is necessary to translate it into a relational 

representation to store it on disk, which is called the impedance 

mismatch or two different representations that require 

translation [7]. 

C. When did Relational Databases become an issue? What 

have been done to satisfy these issues? 

To satisfy the impedance mismatch, different approaches 

have been created such as Creation of Services and creation of 

Clusters. 

Creation of Services  

If the system communicates with SQL, the data must be 

structured as relations. However, with a service, the system can 

use richer data structures with nested records and lists. These 

are usually represented as documents in XML or JSON  [7]. 

Creation of Clusters 

In 2000, several large web sites dramatically increased in 

scale. Web sites started tracking activity and structure in a 

detailed way. Large sets of data appeared links, social networks, 

activity in logs, mapping data. With this growth in data came a 

growth in users. 

Coping with the increase in data and traffic required more 

computing resources. The alternative was to use a lot of small 

machines in a cluster.  

As large properties moved towards groups, which revealed a 

new problem – Relational Databases are not designed to be run 

on clusters. Clustered relational databases, such as the Oracle 

RAC or Microsoft SQL Server, work on the concept of a shared 

disk subsystem. They use a cluster aware file system that writes 

to a highly available disk subsystem – but this means the cluster 

still has the disk subsystem as a single point of failure  [7]. 

IV. EVOLUTION OF DISTRIBUTED DATABASES  

One of the first solutions to increase the amount of data that 

could be stored by a DBMs system was to spread the data 

among several database servers instead of just one. A group of 

associated servers are known as a server cluster and the 

database shared between them is called a distributed database. 

A database can be distributed by partitioning which means 

breaking the database into pieces and storing the pieces on 

multiple computers. 

A database can be distributed by replication also, which means 

storing copies of the database on multiple computers. A 

database can be distributed by a combination of replication and 

partitioning [8]. 

A. Challenges of Distributed Databases 

In a distributed system the main problems are considered 

scaling, consistency, availability, and integrity of data [9]. 

Commonly used technologies to solve problems with 

distributed databases are Replication and Sharding technologies 

applied to scaling.  

Replication occurs when a data item is stored on more than 

one node. With Replication, the cluster is protected against 

failures of single nodes. If one machine fails, then there is at 

least another one with the same data which can replace the lost 

node. It allows the data to be closer to its users which decrease 

latency. 

The write operations are the downside of data replication. 

The write operations have to be committed to all nodes. 

The write operations will be performed on one or in a limited 

number of nodes, and finished later asynchronously to all the 

other nodes (CAP). 

In Sharding, the database data is partitioned (shards). Every 

partition can be distributed over different nodes using a 

consistent hash function that is applied to the primary key of the 

data items to determine the associated shard. Nodes can be 

added to the cluster to increase the capacity and the 

performance of write and read operations without the need to 

modify the application. 

Operations as joins will increase the network traffic in 

sharded databases. Most sharded databases do not support join 

operations. The more nodes are used inside a sharded database 

cluster; the more is the probability increased that one of the 

machines or one of the network connections fails. Sharding is 
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often combined with replication, which makes the cluster more 

robust against hardware failures [9]. 

To maintain consistency, relational databases implement the 

ACID Properties of Atomicity, Consistency, and Isolation, 

usually executed in RDBMS using a central lock manager. The 

lock manager allows transactions to get a lock on the data they 

want to read or modify. In a distributed system a central lock 

manager would be the bottleneck because all databases nodes 

would need to contact the lock manager for every operation. 

NoSQL databases use optimistic replication with Multi-version 

Concurrency Control [9]. 

With strong consistency, all processes connected to the 

database will always see the same version of a value and a 

committed value is instantly reflected by any read operation on 

the database until another write operation changes it. 

Eventual consistency does not guarantee that each process sees 

the same version of the data. It takes some time until the new 

value is replicated to all nodes. 

Challenges of Distributed databases depend on the type of 

distributed databases, and the activity that is allowed assuring 

the committed data is replicated to the other sites, and also, the 

related sites understand they may not have the latest data until 

data is replicated from the main computer. If two computers are 

allowed to process the same row at the same time, they can 

cause different types of errors [8]. 

Licensing costs need to be also considered. Commercial 

relational databases are usually priced on a single server 

assumption, so running on a cluster may raise prices.  

This mismatched between relational databases and clusters 

led some organization to consider an alternative path to data 

storage. Google and Amazon wrote influential papers in 2000: 

Big Table from Google and Dynamo from Amazon. 

The vital factor for a change in data storage was the need to 

support large volumes of data by running on clusters. 

According to some authors, Relational databases are not 

designed to run efficiently on clusters [7].  

V. THE NOSQL MOVEMENT 

A. Definition of NoSQL Databases 

The NoSQL movement is a contemporary approach to data 

persistence using novel storage methods [11].  NoSQL 

databases were built in the need to deal with the increasing 

amount of complex data, required in some real-time 

applications, addressing availability over consistency, 

horizontally scalable, distributed architecture and open source 

[6]. 

 

The term “NoSQL” was used initially in a meeting in San 

Francisco organized by the software developer Johan 

Oskarsson on June 11, 2009. The original meeting was 

intending to reunite open source, distributed, NoSQL databases. 

The talks were from Voldemort, Cassandra, Dynamo, HBase, 

Hypertable, CouchDb, and MongoDb.  

 

The common characteristics of NoSQL databases are [7]: 

 Not using the relational model 

 Running well on clusters 

 Open source projects  

 Built for the 21st-century web estates 

 They are schema-less 

NoSQL databases provide flexibility and performance as 

they are not limited by the traditional relational approach to data 

storage. Each type of NoSQL database is tailored for storing a 

different and specific type of data. 

  

The NoSQL movement itself has become popular due to 

large widely known, and successful companies are creating 

database storage implementations for their services, all of 

which are not of the relational model. Such companies are for 

example Amazon (Dynamo database), Google (Big Table 

database) and Facebook (Cassandra database) [12]. 

B.  Data Model 

There are four widely accepted types of NoSQL databases: 

Key Value Stores, Key-value stores consist of keys and their 

corresponding values, which allows for data to be stored in a 

schema-less way. This allows for search of millions of values 

in a fraction of the time needed by conventional storage. 

Inspired by databases such as Amazon's Dynamo, such stores 

are tailored for handling terabytes of distributed key-value data 

[11]. 

Document Stores, Document Stores, consist of a set of 

documents (possibly nested), each of which contains fields of 

data in a standard format like XML or JSON. They allow for 

data to be structured in a schema-less way as such collections. 

Popular examples are Couch Base, Mongo DB [11]. 

Column Stores or Extensible Record Stores, Tables which 

may have a different schema for each row. It can be seen as each 

row having one huge extensible column containing the data. 

Such stores do not declare null fields as relational databases do, 

which scales poorly when the number of columns becomes 

increasingly significant. Widely used examples of such stores 

are Bigtable and Hbase [11]. 

Graph Stores, Consist of a set of graph nodes linked together 

by edges (hence providing index-free adjacency of nodes). Each 

node contains fields of data and querying the store commonly 

uses mathematical graph-traversal algorithms to achieve 

performance [12]. 

C. What are the advantages with NoSQL databases? 

Most NoSQL data stores run on clusters. This has an effect 

on their data model as well as their approach to consistency. 

Relational databases use ACID transactions to handle 

consistency across the entire database. In contrast in a cluster 

environment, NoSQL databases offer a range of options for 

uniformity and distribution. 

NoSQL databases operate without a schema, allowing to 

freely adding fields to database records without having to define 

any changes in structure first. This is particularly useful when 

dealing with no uniform data and custom fields. 

As a result, Relational databases are seen as one option for data 

storage. The result is that most organizations will have a mix of 

data storage technologies for different circumstances or 

Polyglot Persistence. 

Besides data running on clusters, handling data access with 

sizes and performance that demand a cluster, the other 

important reason for the NoSQL technology usage is the 



A9-5 
 

impedance mismatch problem. The big data concerns have 

created an opportunity for people to think in a different way 

about their data storage needs, Some development teams see 

that using a NoSQL database can help their productivity by 

simplifying their database access. This can be achieved even if 

they have no reason to scale beyond a single machine, 

improving the productivity of application development by using 

a more suitable data interaction style [7]. 

VI. WORK PLAN 

This section begins by presenting a previous study’s 

comparison of NoSQL engines and their quality attributes.  We 

then define a framework by enlarging the quality attributes to 

include security attributes.  These NoSQL engines are 

categorized into four NoSQL database types and two additional 

engines are added so that two examples illustrate each of the 

four types.  The quality attributes of the two examples of each 

type are consolidated to arrive at a direct comparison of the four 

NoSQL database types.  Finally, the set of attributes are 

enlarged to include security and obtain a framework to form the 

basis for a subsequent qualitative study. 

 

A previous study surveyed and created a comparison of 

NoSQL engines, identifying the software attributes that would 

aid a software engineer’s decision process [3].  It identified 

several desirable quality attributes to evaluate NoSQL 

databases: Availability, Consistency, Durability, 

Maintainability, Read Performance, Recovery Time, 

Reliability, Robustness, Scalability, Stabilization Time and 

Write Performance.  It also selected some popular NoSQL 

databases: Aerospike, Cassandra, Couchbase, CouchDB, 

HBase, Mongo DB, and Voldemort.  Their study resulted in a 

summary table (Table 1) to aid software engineers and 

architects in their decision process when selecting a given 

NoSQL database according to certain quality attributes.  

 
Table 1. Quality attributes for popular NoSQL engines (redrawn 

from [3]).  Legend: “G” = Great, “+” = Good, “A” = Average, “-” = 

Mediocre, “B” = Bad, and “?” = Unknown/NA. 
 
 

 
 

The table uses a 5-point scale ranging from “Great” to “Bad” to 

allow a direct comparison among databases.  For example, 

Cassandra is written based on a performance-oriented 

approach, more than Couch base. Worse grades were assigned 

when a database is not an ideal pick, according to their literature 

revision. This does not mean that the database lacked the 

attribute entirely, but it is not the best compared to the others 

databases [3]. 

 

The quality attributes have the following meanings: 

Availability: downtime was used as a primary measure. 

Consistency: graded according to ACID semantics consistency 

and how much consistency can be fine-tuned. 

Durability: measured according to the use of single or multi-

version concurrency control schemes, the way the data are 

persisted to disk.  

Maintainability: measured for ease of setup and use, 

accessibility of tools to interact with the database. 

Read Performance: considered studies about the fine tuning of 

each database. 

Write Performance: considered studies about the fine tuning of 

each database. 

Recovery Time: related to availability, took results from a 

previous study. 

Reliability: looking at synchronous propagation modes 

Robustness: considered the tendency of databases to have 

problems dealing with crashes or attacks. 

Scalability: looked at each database elasticity, horizontal 

scaling, and ease of online scalability. 

Stabilization Time: related to availability, took results from a 

previous study. 

 

The study concluded that even though there have been a 

variety of other research and evaluations of NoSQL technology, 

there is still not enough information to verify how to fit a 

NoSQL database is in a specific scenario or system. 

“Sometimes there is no possibility of clearly stating the best 

database solution.  There is a current need for a broad study of 

quality attributes to better understand the NoSQL ecosystem, 

and it would be interesting to conduct research in this domain.”  

Also, the study presented some hidden or unexpected 

relationships between quality attributes in the NoSQL world 

and made the following recommendation for future work:  “The 

development of a framework for assessing most of these quality 

attributes would greatly benefit the database adoption of 

software engineers and architects” [3]. 

 

A. Definition of framework proposed 

The framework proposed covers availability and security 

attributes highly used by NoSQL databases users. 

 

Availability Defined as the percentage of time a system is 

operating correctly. In the context of the CAP Theorem 

Availability was evaluated versus Consistency and Availability 

versus Partition Tolerance 

Consistency In the context of CAP Theorem Consistency is 

assessed when all nodes see the same data at the same time. 

Tunable consistency at the read, write level 

Partitioning schemas and the existence of native partitioning 
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Replication, Replication considered in different layers? 

Master slave and master replication one instance or different 

instances 

Scalability - Horizontal Scaling, Scaling is achieved by 

replication data, synchronously or asynchronously. 

Shares nothing clustering approach, allowing all replica 

nodes to continue working even if they are disconnected, 

ideal candidate for systems where high availability is needed. 

Recovery Time, The time it takes for several NoSQL systems 

to recover from a node failure. 

Stabilization Time, The time it takes for the system to 

stabilize when that node rejoins the cluster. 

Reliability, it is the system’s probability of operating without 

failures for a given period.  

Robustness, The ability of the database to cope with error 

during execution 

Durability 

Maintainability 

Read Performance 

 

Security – Defined as the software and management set of tools 

that protect the database against attacks, hackers, and viruses:  

Authentication – password and user’s login 

Authorization – set of read and write permissions request on   

tables, creation of users, administrative functions 

Encryption – three levels: data at rest, client to server 

communication, server to Server connection 

Auditing (Audit log) – e.g., enterprise editions MongoDB and 

Cassandra have data at rest encryption and auditing 

Data integrity 

Confidentiality 

Documentation 

 

Additional Quality Attributes – Some additional attributes will 

be addressed in the study as part of the contribution envisioned. 

These include attributes related to the ease of developing when 

using NoSQL databases: 

 

Popularity  

Maturity  

Query Possibilities  

Concurrency Control 

Latency 

Conflict Resolution 

 

The literature describes four NoSQL database types: Key 

Value, Document, Columnar, and Graph.  These database types 

are now compared with regards to their suitability for quality 

attributes.  Eight popular databases used by enterprises have 

been selected based on literature research and data collected 

from preliminary interviews: 

 

Voldemort and Redis (Key Value) 

Mongo DB and Couch DB (Document)  

Cassandra and HBase (Columnar) 

Neo4J and OrientDB (Graph) 

 

 

B. NoSQL Database Types 

 

We now categorize eight popular NoSQL engines into the four 

NoSQL database types, taking five of the engines from Table 1 

(Voldemort, MongoDB, CouchDB, Cassandra, HBase) and  

three additional engines (Redis, Neo4J, and OrientDB) so that 

two examples illustrate each of the four types, as shown in 

Table 2.  The attributes for the engines from Table 1 come from 

reference [3], the attributes for Redis and Neo4J from reference 

[4], and the attributes for OrientDB from [24].   

  
Table 2. Quality attributes for eight popular databases, two of each 

type.  Legend: “G” = Great, “+” = Good, “A” = Average, “-” = 

Mediocre, “B” = Bad, and “?” = Unknown/NA.   

 
 

The quality attributes of the two examples of each type are 

consolidated to arrive at a direct comparison of the four NoSQL 

database types (Table 3).  Averaging the attribute values for the 

two example engines of each type was done conservatively by 

leaning toward the lower rating on the 5-point scale. 

 
Table 3. Averaged quality attributes for the four NoSQL database 

types.  Legend: “G” = Great, “+” = Good, “A” = Average, “-” = 

Mediocre, “B” = Bad, and “?” = Unknown/NA. 
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Due to the diversity of NoSQL solutions and four different 

types of NoSQL databases, making the choice of the most 

appropriate data store for a given use case scenario will be 

easier with the framework proposed.  Table 3 is now extended 

by adding the security and additional quality attributes 

discussed above to obtain Table 4. 

 

 
Table 4. Averaged quality attributes for the four NoSQL database 

types with the framework proposed.  Legend: “G” = Great, “+” = 

Good, “A” = Average, “-” = Mediocre, “B” = Bad, and “?” = 

Unknown/NA. 
 

 
 

Having the framework illustrated in Table 4, we will now 

reach out for expert opinions and positions through interviews 

and surveys.  A quality-attribute-focused survey will be created, 

based on NoSQL database type (Key Value, Document, 

Columnar, and Graph), where databases are compared with 

regards to their suitability for quality attributes.  The anticipated 

survey results should allow completion of Table 4.  

This research selected a methodology based on finding 

qualitative measures and understanding quality attributes of 

NoSQL databases by leveraging the knowledge of NoSQL 

database specialists and other early adopters users.  It will 

involve: 

 

 Survey of enterprises and experts 

 Anonymity of Participants 

 Iterations 

 Controlled Feedback 

 Statistical Aggregation of Group Responses 

 Research Tasks Inputs and Outputs 

The result of this methodology will be a quality attribute 

framework and risks analysis of adopting NoSQL databases, 

which will aid software engineers and architects in their 

decision process when selecting a NoSQL database according 

to their software quality, attributes requirements. 

VII. CONCLUSION 

There are a large number of NoSQL data stores that can be 

classified in four different types of NoSQL databases. 

However, there is not a Quality Software framework that can 

help managers to decide which database is the most appropriate 

for their use case. 

The diversity of data stores present challenges to differentiate 

and get a perspective of which databases is the most suited, 

establishing issues and opportunities for future research. 

Sophisticated security and privacy provisions need to be 

explored. At the corporate level, companies and institutions 

need to bring software technology that offers security features 

and capabilities for expansion. 

The development of a framework for quality attribute 

evaluation should benefit the NoSQL adoption in the long term. 

The framework proposed will help IT departments align 

perceived risks of NoSQL database adoption with actual risks.  
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