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Abstract 
 

This study examines the complex problem of determining the 

sentiment of free text commonly found in movie reviews. In 

this case, sentiment can be classified as either “positive” or 

“negative.” Positive sentiment represents the author’s general 

“like” of the movie while negative sentiment represents the 

author’s general “dislike” of the movie. Using a large corpus 

of 25,000 labelled movie reviews from the Internet Movie 

Database, this work investigates the performance of common 

machine learning techniques to identify sentiment using word-

based statistics of text. Common clustering, probabilistic, 

regression, linear and nonlinear classification techniques on a 

multi-dimensional word vector are used. The word vector 

represents the frequency, ratio, or presence of word token(s) 

found in the movie review text. While current research shows 

that word context plays a critical role in sentiment 

classification, we find that statistical methods, utilizing simple 

word counts and ratios, are still effective. The factors which 

may influence the degree of success of any sentiment 

classification technique are also discussed. 

 

1. Introduction 
 

Product reviews and opinion ratings are used extensively to 

determine satisfaction with products or services, and further 

inform product development and marketing strategies. Thus, 

understanding how to interpret opinion text is valuable to 

product or service providers. Today, numerous companies 

such as Amazon, Starbucks, Staples, Rotten Tomatoes, and 

many others use sentiment analysis as a tool to inform their 

marketing and customer relations efforts. Some of these 

companies also develop sentiment analysis tools as a product. 

For example, Biz360, which describes itself as “e-Services for 

business,” provides sentiment analysis as a service. The 

company uses machine learning to train its sentiment analysis 

system, which leverages the annotated text created by 

Amazon’s Mechanical Turk (https://www.mturk.com), a staple 

implementation of sentiment classification.  

 

This service and other similar ones are the motivation behind 

the extensive research into sentiment analysis conducted 

nowadays. Several other commercial tools exist on the market 

including SenticNet (http://sentic.net), Luminoso 

(http://luminoso.com), Factiva (http://dowjones.com/factiva), 

Attensity (http://attensity.com), and Converseon 

(http://converseon.com) which allow companies to directly 

employ their own sentiment analysis solution. 

 

The rise in the use of “sentiment determination as a service,” 

and the greater availability of opinion content has captured 

larger scientific interest in recent years. This interest has led to 

growth in the field of sentiment analysis, also known as 

“opinion mining.” Currently, sentiment analysis involves four 

main tasks: keyword identification, lexical interpretation, 

understanding of linguistic concepts, and statistical methods.  

 

Sentiment analysis often employs natural language processing 

models to determine sentiment, though the process is often 

challenged by cultural aspects and linguistic nuances. These 

challenges give rise to the general problem to be studied that 

is, deriving an author’s point of view, also known as polarity, 

from large amounts of unstructured text. The unstructured text 

can be viewed as a written stream of consciousness comprised 

of competing opinions, with one opinion eventually 

dominating the text. This outlook presents a significant 

challenge to sentiment analysis because it requires an 

understanding of the linguistic rules which govern language 

expression in order to formulate a reliable predictive model for 

classification. Adding to the challenge is the fact that human 

expression is not bound to a limited range of sentiment 

categories like positive, negative or neutral, but rather to 

additional categories that capture more sentiment nuances. 

 

In this study we examine the effectiveness of standard machine 

learning techniques in classifying sentiment as either positive 

or negative. The overall goal of the classification is to 

determine the polarity of the text in movie reviews. However, 

the common occurrence of text containing an equal mix of 

polarity, with neither being the most evident, presents a 

challenge. As such, the separation of objective text, or factual 

statement (i.e. “this movie is about frogs”), and subjective text, 

or opinioned statement (i.e. “Kermit is my favorite frog 

actor”), presents a problem. Consequently, the goal of the 

work is to focus primarily on the use of words that explicitly 

express sentiment (i.e. good, bad, awful, etc.) as opposed to 
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determining sentiment from syntax. In spite the application of 

opinion mining to diverse domains, movie reviews represent 

one of the most challenging problem domains for sentiment 

classification. [11] 

 

The remainder of the paper is organized as follows: section 2 

discusses related work, section 3 covers data preparation, 

section 4 describes classification methods, and section 5 

discusses classification results. Conclusions are drawn in 

section 6, and directions for future work are outlined in section 

7. 

 

2. Related Work 
 

The use of machine learning techniques to identify sentiment 

has undergone considerable improvement over the last 15 

years. Table 1 summarizes chronologically some of the most 

significant work done in the area of sentiment analysis, 

emphasizing the methods employed for feature identification 

and classification.  

 

This study is mainly inspired by the work on text classification 

by Pang et al. [10] and Turney [11]. Turney used an 

unsupervised learning technique based on the mutual 

information between document phrases and the words 

“excellent” and “poor.” In contrast, Pang et al. used prior-

knowledge-free supervised machine learning methods, with the 

goal of understanding the challenges in sentiment analysis and 

classification.  

 

One of the most common methods for sentiment analysis is the 

use of Part-of-Speech (POS) tagging and language syntax 

parsing. This approach uses term frequency and presence, in 

contrasts to key word extraction and vector creation as 

reflected by earlier, less successful works. Hu and Liu [2] used 

POS tagging and association rule mining to develop a 

sentiment distribution for each feature aspect of the target 

topic. Liu et al. [6] used the same technique on text which 

previously defined as ‘Pro’ or ‘Con.’  

 

Ku et al. [5] used paragraph level as well as document level 

word frequencies to identify sentiment-based features from 

text.  Zhuang et al. [13] used a similar approach to extract 

features from movie reviews specifically; their work involved 

building a feature list combining the full cast of each movie to 

be reviewed, and then using a set of regular expressions to 

identify whether a word in a review matched one of the words 

in the feature list. 

 

Liu and Seneff [7] introduced an extension on syntax parsing 

which used shallow parsing to identify the aspects of short 

amounts of free text. This involved determining an initial 

topical term, and then searching for modifiers of the topical 

term.  Subsequently, the use of term frequency (tf) and inverse 

document frequency (idf) by Martineau and Finin [8] allowed 

for text classification by subtracting one from the other (idf – 

tf). Their technique, also known as Delta idf, demonstrated 

that weighting terms improve sentiment classification. Later, 

Turney and Pantel [12] used a sophisticated combination of 

Latent Semantic Analysis (LSA) with Singular Value 

Decomposition (SVD) to develop a co-occurrence matrix 

which allowed for the k-dimensional representation of words 

in full text.  

 
 

3. Data Preparation 
 

3.1. Data Sets 
 

The data set used in this study includes 25,000 labelled movie 

reviews from the Internet Movie Database (IMDb) 

(http://www.imdb.com/). These reviews consist of free text 

designed to express the general sentiment of the reviewer 

about a specific movie that the reviewer watched. The text is 

classified as either “positive” or “negative” expressing that, in 

general, the reviewer either liked the movie (i.e. positive) or 

disliked the movie (i.e. negative). The original text was not 

classified by the reviewer as positive or negative; however, it 

was given a star rating (1 to 10 stars, with 10 stars being best). 

An intermediate step classifies reviews as positive if they have 

7 or more stars, and as negative if they have 5 or less stars. No 

allocation was made for classifying reviews as neutral. No 

individual movie had more than 30 reviews. 

 

For the purpose of this study, the 25,000 labelled reviews were 

evenly divided into a training and a testing set of 12,500 

reviews each. Each set contained an approximately equal 

number of positive and negative reviews. This work is an 

extension of the Kaggle Bag of Words Knowledge 

Competition, and the data set is available online [3].  

 

3.2. Feature Vectors 
In order to prepare the data for classification, the free text was 

transformed into a 14 dimensional feature vector for each data 

set. The vectors were composed of specific unigram, bigram, 

Table 1. Related Work Synopsis 

Authors(s) Date Feature Identification Classification Method

Hu and Liu
2004,
2006

POS Tagging
Association Rules

Probabilistic 
Distribution

Popescu and Etzioni 2005 KnowItAll extraction system Score Assignment

Liu et al. 2005
POS Tagging
Association Rules

Graph-Based

Zhuang et al. 2006 Lexical Regex
Probabilistic 
Distribution

Ku et al. 2006
Term Frequency at 
paragraph-level

Score Assignment

Mei et al. 2007
Topic Sentiment Mixture
(subtopic extraction)

Score Assignment

Titov and McDonald 2008 Multi-Grain LDA
Probabilistic Word 
Scoring

Lu et al. 2009 Term Clustering Naïve Bayes

Martineau and Finnin 2009 IDF and TF Score Assignment

Turney and Pantel 2010 LSA and SVD Probabilistic
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or trigram frequencies. The features and the statistics are 

summarized in Table 2. The following 14 feature vectors were 

selected: 

1) Sentiment (class): 0-negative is for a reviewer that 

did not like the movie, while 1-positive is for a reviewer 

that did like the movie. 

2) Word count: the number of word tokens. 

3) Sentence count: the number of multiple word tokens 

grouped by an ending punctuation mark. 

4) Stopword count: the number of words that 

corresponded to a standard list of English Stopwords.  

5) Useful word count: the difference between Word 

count and Stopword count. 

6) Sentence mean word count: the average word count 

found in all the sentences of the movie review. 

7) Good word count: the count of specific words that 

imply positive sentiment. 

8) Bad word count: the count of specific words that 

imply negative sentiment 

9) Good word density: the ratio of Good word count to 

Total word count. 

10) Bad word density: the ratio of Bad word count to 

Total word count. 

11) Good phrase count: the count of a specific bigram or 

trigram that implies positive sentiment. 

12) Bad phrase count: the count of a specific bigram or 

trigram that implies negative sentiment. 

13) Promoted adjective count: the count of a specific 

trigram that consists of a positive adjective that is 

positively modified. 

14) Negated adjective count: the count of a specific 

trigram that consists of a positive adjective that is 

negatively modified. 

 

3.3. Data Exploration 
 

A summary statistical analysis was performed in order to 

determine the availability of features and to generate the 

necessary aggregate values to represent a “positive vector” and 

a “negative vector.” These representative vectors contained the 

mean of each of the 14 features, and were used as the basis for 

testing the classifiers (Table 3).  

 

 
 

Additionally, KMeans and KModes clustering was used on 

both data sets to identify data anomalies that might have an 

impact on classification accuracy. This exploration provided 

concrete values to be used within the classifiers for 

comparison, as well as indicated that “positive” sentiment and 

high word count have a strong correlation. In addition, it 

showed that the distribution of “positive adjectives” and 

“negative adjectives” is roughly uniform regardless of whether 

the overall classification of the review was “positive” or 

“negative.” (Table 4) 

 
 

4. Classification 
 

4.1. Distance-based 
 
Seven distance-metric classifiers were used to classify each 
testing set vector by comparing it with the corresponding 
training “positive vector” or “negative vector.” A distance 
threshold was established based on distance means obtained 
from preliminary classifications tests. These thresholds 
represent the tolerance of the classifier when determining 
whether to classify a vector as “positive” or “negative.” The 
distance metrics used are enumerated below, and the  formulas 
are included in the Appendix. 

 Euclidean distance: is the ordinary distance between 

two vectors in Euclidean space.  

 

Table 3. Mean Values for Positive (1) and Negative (0) Vector 

Training Set 

0 232.2 120.7 111.4 12.06 21.32 1.09 1.44 0.04 0.1 0.005 0.007 0.03 0.01

1 234.5 120..9 113.6 11.89 21.7 1.95 0.41 0.12 0.01 0.01 0.001 0.08 0.002

 

Table 2. Feature Summary Statistics - Training Set 

Sentiment WordCount SentenceCount

Negative Positive min mean max min mean max

6188
49.5%

6312
50.5%

0 233 2459 1 12 120

StopWordCount UsefulWordCount SentenceMeanWordCount

min mean max min mean max min mean max

4 120 1119 7 112 1340 3 21 571

GoodWordCount BadWordCount GoodWordDensity

min mean max min mean max min mean max

0 1 33 0 1 16 0 0.005 0.100

BadWordDensity GoodPhraseCount BadPhraseCount

min mean max min mean max min mean max

0 0.004 0.1333 0 < 1 3 0 < 1 3

PAdjCount NAdjCount

min mean max min mean max

0 < 1 2 0 < 1 3
 

Table 4. Summary Statistics for 14 Feature Vector-Training Set 

Feature Min Q1 Median Mean Q3 Max

1 Sentiment

2 WordCount 11 126 174 233 284 2459

3 StopWordCount 4 65 91 120 147 1119

4 UsefulWordCount 7 59 83 112 137 1340

5 SentenceCount 1 7 10 11.97 15 120

6 SentenceMeanWordCount 3 16 19 21 24 571

7 GoodWordCount 0 0 1 1.5 2 33

8 BadWordCount 0 0 0 0.92 1 16

9 GoodPhraseCount 0 0 0 0.08 0 3

10 BadPhraseCount 0 0 0 0.06 0 3

11 GoodWordDensity 0 0 0.005 0.007 0.01 0.1

12 BadWordDensity 0 0 0 0.004 0.006 0.13

13 PAdjCount 0 0 0 0.06 0 2

14 NAdjCount 0 0 0 0.007 0 3
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 Manhattan distance: is the distance between two 

vectors calculated as the sum of absolute differences 

of their dimensions. 

 

 BrayCurtis distance: is the distance between two 

vectors calculated as the ratio of Manhattan distances. 

Thus the distance is the ratio of the sums of the 

absolute differences of their dimensions. 

 

 Canberra distance: is the distance between two 

vectors calculated as a weighted version of the 

Manhattan distance. It represents the sum of the 

scaled absolute differences of their dimensions. 

 

 Chebyshev distance: is the distance between two 

vectors calculated as the maximum of the absolute 

differences of their dimensions. 

 

 Correlation distance: is the difference between two 

vectors calculated as the scaled Euclidean distance 

from the origin. 

 

 Minkowski distance: is a generalization of both the 

Euclidean and Manhattan distances between two 

vectors. It is typically used with p = 1 being 

Manhattan distance and p = 2 being Euclidean 

distance. Values for p can take on any positive value 

up to the limiting case of infinity which is Chebyshev 

distance. For this experiment p = 3 was used. 

 

4.2. Similarity-based 
 

Two similarity/dissimilarity classifiers were developed and 

implemented to classify each testing set vector by comparing it 

with the corresponding training “positive vector” or “negative 

vector.” A similarity threshold was established based on 

similarity means gained during preliminary classification tests. 

These thresholds represent the tolerance of the classifier when 

determining whether to classify a vector as positive or 

negative.  

 

 Cosine similarity: is the measure of similarity 

between two vectors of an inner product space that 

measures the cosine of the angle between them. The 

cosine of 0 is 1, and is less than 1 for any other angle, 

thus it is a judgement of orientation rather than 

magnitude. Cosine similarity is most effective in 

higher dimensional positive spaces. 

 

 Jaccard dissimilarity: is the measure of dissimilarity 

between two categorical vectors and is obtained by 

subtracting the Jaccard coefficient from 1. The 

Jaccard distance is a measure of dissimilarity between 

two vectors and is complementary to the Jaccard 

coefficient. Jaccard distance is calculated by 

subtracting the Jaccard coefficient from 1. 

 

4.3. K-Nearest Neighbor 
 

K-Nearest Neighbor (KNN) is a non-parametric method that 

can be used for binary classification or regression. When using 

KNN for classification (as in this case) the word vector is 

assigned to the class (positive or negative) most common 

among its closest neighbors. The metric of “closeness” is 

defined by the Euclidean distance between the word vectors. 

“K” represents the number of neighbors to be considered when 

determining which is the closest. “K” is typically a small 

positive integer, and it is generally common to use K = 3.  

 

The choice of “K”, equal to the square root of the number of 

instances, is an empirical rule-of-thumb. However the 

optimum “K” can be determined using the Within Sums of 

Squares (WSS) metric where q(i) indicates the closest centroid 

to that is associate with vi. It is also advisable to use an odd 

“K” in order to avoid ties. The KNN algorithm in the {class} 

package of R, where classification is decided by a majority 

vote and ties are broken at random, was used in this study. 

 

4.4. Naïve Bayes 
 

Naïve Bayes is a simple probabilistic classifier based on 

Bayes’ theorem that assumes independence between features. 

The Naïve Bayes model uses conditional probabilities and 

conditional independence to construct a model.   

 

While it is almost never the case that all features are 

independent of each other, these classifiers perform 

surprisingly well. Naïve Bayes performs well because it does 

not matter how accurate the actual probability estimate of 

“positive” or “negative” is, only that it is accurate enough to 

discriminate between “positive” or “negative” classes. Another 

advantage of Naïve Bayes classifiers is that they require only a 

small amount of training data to estimate the parameters for 

classification. This study implements the Naïve Bayes function 

in the {e1071} package of R, along with the predict() function. 

 

4.5. Logistic Regression 
 

Logistic regression is a special case of the generalized linear 

model where the dependent variable is categorical. For this 

study, logistic regression measures the relationship between 

the sentiment classification of “positive” or “negative by 

estimating the probabilities using the logistic function 

 which is the cumulative logistic distribution.  
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Logistic regression varies from linear regression in that the 

conditional distribution is a Bernoulli distribution rather than a 

Gaussian one, since the dependent variable can only be 

“positive” or “negative.”  

 

The Generalized Linear Model function glm() in R was the 

basis for the classifier in this study, and the pseudo-2 measure 

was used as the “goodness of fit” for the model. 

 

4.6. Artificial Neural Networks 
 

Artificial Neural Networks (ANNs) are a family of models 

used to approximate functions that depend on a large number 

of inputs, when the composition of the function is generally 

unknown. ANNs consist of a system of interconnected 

“neurons.” These neurons have numeric weights that make 

ANNs adaptable to inputs and capable of learning. The 

adaptive weights represent connection strengths between 

neurons. The {neuralnet} package in R was used to implement 

an ANN for this study. This implementation is a globally 

convergent algorithm based on the resilient backpropagation 

without weight backtracking. 

 

4.7. Support Vector Machine 
 

Support Vector Machine (SVM) is a supervised model that 

can be used for classification or regression. Even though 

feature vectors exists in a finite dimensional space they may 

not be linearly separable in that space. SVM maps a feature 

vector into a richer feature space and then constructs a 

hyperplane in that space so all other equations are the same. 

The vectors are mapped so that the “positive” and “negative” 

categories are divided by a clear gap that is as wide as 

possible. This is known as the Maximum Margin Hyperplane 

and creates the greatest separation between “positive” and 

“negative” vectors. Test vectors are then mapped into the same 

space and determined to be “positive” or “negative” depending 

on which side of the gap the test vector lies. The {kernlab} 

package in R was used for the SVM classifier implemented for 

this study. Implementation includes both a linear kernel and a 

nonlinear kernel. 

 

 

5. Experimental Results 
 

The experimental plan aimed to determine the limitations of 

the linear and non-linear classifiers, and to explore the 

possibility of shallow learning. 

 

5.1. Distance 
 

The distance metrics were used to classify test vectors as either 

“positive” or “negative” based on an established distance 

threshold. This threshold was artificially determined by 

examining the mean distance for all “positive” and “negative.” 

The correlation distance matric achieved the highest accuracy 

(78.1%). The results of the seven distance-based classification 

metrics are summarized in Table 5.  

 
 

5.2. Similarity 
 

In general, vector-based similarity considers each dimension 

separately, and while it is in many aspects similar to a distance 

metric, it does not adhere to the triangle inequality property or 

coincidence axiom. However, it evaluates sparse vectors 

efficiently given that only non-zero dimensions need to be 

considered. 

 

In order to conduct similarity comparison, both the standard 

numeric vector and a categorical vector were used. The 

categorical vector replaced numerical counts with ranges such 

as low, average, or high. Once the vectors were constructed, a 

similarity function of either Cosine or Jaccard was used to 

output a final similarity classification. In addition, a similarity 

threshold was established using the same procedure employed 

by the distance-based classification. 

 

The cosine similarity achieved the highest accuracy (79%). A 

summary of results is included in Table 6. 

 
 

5.3. Clustering  
 

KNN is a form of lazy learning. In this case the classification 

algorithm did not learn something in particular, but instead 

matched similar vectors using a distance function (Euclidean 

in this case). A total of 111 clusters were identified. While 

KNN with the z-score standardization achieved the highest 

Table 5. Distance Classification Results 

Distance Metric Threshold True Positive False Positive True Negative
False 

Negative
Accuracy

Euclidean
151.63 4041 2147 4442 1870 67.9%

303.26 5625 563 5838 474 91.8%

Manhattan
259.56 4033 2155 4424 1888 67.7%

519.12 5636 552 5849 463 91.9%

BrayCurtis
0.255 3270 2918 3526 2786 54.4%

0.51 5588 600 5831 481 91.4%

Canberra
3.32 3260 2928 3524 2788 54.3%

6.64 5568 620 5815 497 91.1%

Chebyshev
122.67 4050 2138 4435 1877 67.8%

245.34 5619 569 5835 477 91.7%

Correlation
0.006 4722 1466 5034 1278 78.1%

0.012 5524 664 5739 573 90.2%

Minkowski
133.13 4040 2148 4439 1873 67.9%

266.26 5623 565 5838 474 91.6%
 

Table 6. Similarity Classification Results 

Similarity 
Metric

Threshold
True 

Positive
False 

Positive
True 

Negative
False 

Negative
Accuracy

Cosine
0.005 4784 1404 5085 1227 79.0%

0.01 5558 630 5772 540 90.7%

Jaccard
0.034 4700 1488 5025 1287 77.8

0.068 5525 663 5232 1080 86.0%
 



D4-6 

 

Figure 1. ROC for Logistic Regression for 14 Feature Vector 

 

accuracy (43%), the overall performance of this method is 

lacking for this particular experiment. The summary of the 

experimental results is included in Table 7.  

 
5.4. Regression 
 

Logistic regression represents the most common approach to 

modelling numeric data, like the 14 feature vector used in this 

study. Its strength lies in the ability to provide estimates of the 

validity among the features and the classification outcome. 

Table 8 shows the usable coefficients of the best-fitted 

regression equation. Note that the word count and sentence 

mean word count features have been removed. The accuracy 

of the logistic-regression based classifier is 79%. 

 
The receiver operating characteristic (ROC) plot in Figure 1 

shows that with logistic regression-based classifier, one must 

accept a high false positive rate in order to achieve a high true 

positive rate.  

 
 

 

5.5. Probabilistic 
 

The Naïve Bayes is the most common Bayesian-based 

machine learning technique. Its use in text classification is 

standard despite its faulty assumptions about independence 

poor conditional probability estimations vectors in preliminary 

test. The mean distance was used as the threshold.  

 

In addition, to increase the accuracy of the classifier, a second 

threshold obtained by doubling the mean threshold was used. 

This threshold determination was an arbitrary decision based 

on previous knowledge of the testing data. However, it does 

show that the development of the “typical distance” of a 

“positive” or “negative” vector has merit. Nevertheless 

determining the “typical distance” of unknown samples would 

require a higher degree of sophistication compared to the 

method used in this experiment. The accuracy of the Naïve 

Bayes classifier is 67%. 

 
 

5.6. Higher Dimensional Mapping - ANN 
 

Artificial Neural Networks (ANNs) are one of the most 

accurate modelling approaches because they make few 

assumptions about the data’s underlying relationships. In 

addition, the models can easily adapt for numeric prediction or 

classification. However, ANNs do present problems with over 

or under fitting and are computationally intensive. Two ANNs, 

both using the common sigmoid activation function, were 

created. Figure 2 below shows the ANN implementation with 

one hidden layer unit.  

 

 

Figure 2. ANN for 14 Feature Vector – One Hidden Layer Unit 

 

Table 7. KNN Classification Results 

K Value
Normalization

True 
Positive

False 
Positive

True 
Negative

False 
Negative

Accuracy

K = 111 
min-max

3813 2499 1326 4862 41.11%

K = 111
z-score standardization

3958 2354 1424 4764 43.0%

 

Table 8.  Logistic Regression Classification Results 

Logistic Regression Equation Coefficients
ModelLogistic = B0 + B1 +...+ B11

Threshold = 0.5

B0 WC SWC SC GWC BWC GPC BPC GWD BWD PAC NAC

-0.015 9.31 -5.51 -2.11 7.69 -9.11 2.04 -3.24 3.74 -7.41 0.54 -3.94

Null Deviance 17,327.449 Residual Deviance 13751.740 Pseduo-R2 0.793
 

Table 9.  Naïve Bayes Classification Results 

Classifier
True 

Positive
False 

Positive
True 

Negative
False 

Negative
Accuracy

Naïve Bayes 
Categorical

5653 3642 2670 535 66.58%
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Figure 3 below shows the ANN implementation with two 

hidden layer units. 

 

 

Figure 3. ANN for 14 Feature Vector – Two Hidden Layer Units 

The experimental results are included in Table 10 and show 

that a similar level of accuracy is achieved with both 

implementations.   

 

 

5.7. Higher Dimensional Mapping - SVM 
 

Support Vector Machines (SVM) models achieve high 

accuracy and, similarly to ANN models, can be easily adapted 

for both numeric prediction and classification. SVMs are not 

overly influenced by nosy data, and are less susceptible to 

overfitting. However, SVMs require testing of various 

combinations of kernels and model parameters. In addition, 

they can be slow to train, especially when data vectors have a 

large number of features.  

 

Two SVM classifiers were used for this experiment, one was 

an implementation of a Linear kernel, while the other was an 

implementation of a Gaussian kernel. Among the two 

implementations, the Linear kernel achieved the highest 

accuracy (70.24%). However, the performance of the Gaussian 

kernel implementation was only slightly lower (69.87%). 

 

6. Conclusion 
 

Classifying sentiment using machine learning techniques 

requires an understanding of the general underlying concepts. 

This understanding will limit what can be accomplished for a 

particular problem. The choice of a machine learning model 

for sentiment classification is imposed by the learning task and 

the data, or type of text, to be analyzed. The four main 

learning tasks include: keyword identification, lexical 

interpretation, understanding of linguistic concepts, and 

statistical methods. Each of these tasks may require a different 

model.  

 

As such, the process of fitting some model to the data is more 

about training than learning. Training implies that the model is 

imposed on the data and not derived from it. When a model is 

trained, the data is transformed into an abstraction that 

summarizes the raw information and, while this may not 

generate any new information, the transformation itself 

provides insight into the structure of the data. This 

transformation process typically reveals hidden relationships 

and shows different associations within the data. Therefore, 

gaining insight into the root structure of the data before 

proceeding with the design of a classification model is critical. 

 

After one or several models have been selected, the next step 

in the process is generalization. Generalization is nothing more 

than a search through all the models selected in order to 

reduce their number to a few top candidates. For this study on 

movie review sentiment analysis, 14 classifiers were tested. 

These classifiers implement distance, probabilities, clustering, 

regression, function approximation, and higher dimensional 

mapping metrics to classify sentiment. While combining this 

large number of models into a single classification system is 

not feasible, this work only aims to compare the independent 

performance of these classifiers. 

 

After generalization, the typical machine learning process 

requires the additional step of generalizing the fit of the model 

to new yet unseen data. How well the model fits the new data 

is an indication of whether the “machine” has learned 

anything. The learning phase cannot be concluded until the 

abstracted knowledge is used to forecast or describe something 

about the future. During training, some insights about the 

structure of the data have been gained, and they may lead to 

one or more theories about the data. However, those insights 

or theories are relevant to the classification task only if only if 

they lead to viable predictions. In addition, one must limit 

what the learner, the classifier in this case, is asked to learn, so 

that after processing large amounts of data and extracting a 

myriad of features, the result obtained is meaningful for the 

problem at hand. 

 

It is only after considering the above fundamentals fully, that 

the performance of the classifiers can be rated, and a 

reasonable explanation of the performance can be provided. 

Table 10.  ANN Classification Results 

Hidden 
Layers

True 
Positive

False 
Positive

True 
Negative

False 
Negative

Accuracy

1 5322 866 3369 2943 69.52%

2 5331 857 3331 2981 69.26%
 

Table 11. SVM Classification Results 

Kernel Used
True 

Positive
False 

Positive
True 

Negative
False 

Negative
Accuracy

Linear Kernel
                          

5182 2714 3598 1006 70.24%

Gaussian Kernel

               
             

 

   
4907 2485 3827 1281 69.87%
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True 
Positive

False 
Positive

True 
Negative

False 
Negative

Accuracy

Euclidean 4041 2147 4442 1870 67.9%

Manhattan 4033 2155 4424 1888 67.7%

BrayCurtis 3270 2918 3526 2786 54.4%

Canberra 3260 2928 3524 2788 54.3%

Chebyshev 4050 2138 4435 1877 67.8%

Correlation 4722 1466 5034 1278 78.1%

Minkowski 4040 2148 4439 1873 67.9%

Cosine Sim. 4784 1404 5085 1227 79.0%

Jaccard Sim. 4700 1488 5025 1287 77.8

k-NN min-max 3813 2499 1326 4862 41.11%

K-NN z-scores 3958 2354 1424 4764 43.0%

Log. Regression 79%

N-Bayes Categ. 5653 3642 2670 535 66.58%

ANN – 1 HLayer 5322 866 3369 2943 69.52%

ANN – 2 HLayers 5331 857 3331 2981 69.26%

SVM Linear 5182 2714 3598 1006 70.24%

SVM Gaussian 4907 2485 3827 1281 69.87%
 

Figure 4. Comparative Summary of Classification Results 

 

In summary, the results of this experimental work shows that 

the Correlation Distance, Cosine Similarity, and Support 

Vector Machines achieve the best results. A comparative 

summary of classification results is included in Figure 4. All 

experimental results are in line with similar work in this 

domain. As such, it is reasonable to conclude that sentiment 

analysis is a non-linear problem that does not allow for good 

linear approximation, and furthermore, that context is likely 

the most important feature for sentiment classification.   

7. Future Work 
 

While the experimental work in this paper is primarily based 

on classic machine learning models, other models of greater 

complexity, may be more appropriate for this problem. Models 

based on neural networks have already shown great potential 

in sentiment analysis in recent years. For example, Mikolov et 

al. [9] introduced a powerful architecture - word2vec – 

capable of capturing both syntactic and semantic word 

similarities for computing continuous vector representations of 

words from large data sets. Their architecture is based on two 

models: Continuous-Bag-of-Words (CBOW) and Continuous-

Skip-Gram (Skip-Gram); the former predicts a current word 

based on the context, while the latter predicts surrounding 

words given the current word. 

 

Variations based on this architecture have also shown to be 

effective. For example, Fu et al. [1] proposed a model that 

employs both word2vec and an autoencoder algorithm. The 

model considers both syntactic and semantic meaning of the 

sentence, and learns full sentences and their hierarchical 

structure from unsupervised text. Their recursive neural 

network based classifier identifies hidden or implied sentiment 

on messages posted on the Sina Weibo micro-blogging web 

site.  

 

There are also classification models that have not been 

discussed in the sentiment analysis literature but may be worth 

exploring. An example is classification based on Hidden 

Markov Models (HMM).  Since sentiment can be viewed as a 

pattern, sentiment classification models that implement the 

probabilistic parameters of a HMM have potential to achieve 

good results in sentiment classification.  
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