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Abstract - The unauthorized use of sensitive data is a major 

security risk. As a result, many organizations have installed Data 

Leak Detection tools, (DLD) – a.k.a.  Data Breach Detection - that 

monitor the access of their internal data repositories. An alarm 

record is generated whenever any anomalous  access behavior is 

observed by a DLD engine. An anomalous  access behavior is  

defined as a request that does not comply with official data access 

rules. Alarms records need to be analyzed in a timely manner by 

security experts to determine if indeed they are malicious or benign, 

and then to act accordingly. This study aims to improve the quality 

and reduce the  time of this process by proposing a prototype based 

on an iterative approach that confirms the nature of the alarms.  
I – INTRODUCTION 

 The concept of false alarms has been a recurring problem for 

researchers, scientists and statisticians for many years. In recent 

times, the problem has become also very important for those 

involved in handling the resolution of cyberattacks. 

 False positives that are produced as a result of security 

monitoring systems have deleterious impacts on individuals and 

organizations, as described by Tjhai1 et al, in their work “The 

Problem of False Alarms: Evaluation with Snort and DARPA 

1999 Dataset [1].”  But, there is a persistent trend in the 

utilization of security breach detection systems to favor the 

occurrence of false positives in order to minimize the 

occurrences of false negatives, and this trend is supported by 

the belief that allowing a false negative - allowing a real danger 

to go unnoticed - is more pernicious to an organization than 

having to deal with an excess of false alarms.  This tendency 

generates more false positives than true positives and as a 

consequence, the experts that need to confirm the nature of 

alarm are dedicating time and energy to handle a bogus event 

which otherwise could be used for addressing a true alarm.  

These false positive errors have the added dimension of being 

generated in large volumes as a result of the constant security 

monitoring of network traffic or internal data access. “Data loss, 

i.e. the unauthorized disclosure of sensitive information from a 

corporate network or a database [2]”, is a major threat for 

organizations. Organizations can lose their competitive 

advantage if confidential information is stolen. Moreover, 

besides the legal and financial risks, data breaches can 

negatively affect customers’ perception towards a company’s 

image by decreasing its reputation. 

As a consequence of this problem, practical research 

has focused on the detection of false alarms that occur either as 

a result of   a) external cyberattacks, or  b) malicious internal 

access of data,  with the former research having a larger share 

of investigative work than the latter. The most common false 

positives exist in products such as network intrusion 

detection/prevention, endpoint protection platforms and endpoint 

detection and response tools” as B. Violino has expressed in his 

work[3]. Unsurprisingly, data leakages are typically propagated 

by insider threats, as Babu and Bhanu have pointed out in their 

research paper “ The most dangerous threats faced by 

organizations are insider attacks. Since insiders are aware of the 

underlying systems, handling insider attack is a most 

challenging  task since it can be intermingled - and disguised as  

-with many non-malicious, accidental breaches. The volume of 

attacks posed by insiders on cloud private repositories is   higher 

than the traditional systems’, as the attack vector and scope is 

higher [4].  In both cases, the research effort has concentrated in 

minimizing the rate of false alarms by applying complex 

algorithms which try to determine the true nature of a breach 

based on previously learned syntactic or semantic patterns as 

the violation is taking place. The problem area is depicted 

below in component X of a typical data breach detection 

environment. 

Figure 1 - Current state of DLD alarm handling. 

This paper describes an approach, in terms of a 

prototype, that can make more efficient and effective the 

manual process of inspecting large volumes of false alarms 

caused by internal anomalous events   reported by Data Breach 

Detection engines. This paper does not focus on Intrusion 

Detection Systems which aim at discovering external attacks.  

This approach  addresses a specific subset of the 

general data breach problem: every alarm should be subject to 

a posteriori inspection by data security experts whose time to 

handle them is limited by time or availability of personnel, or 

both.  Also, it addresses the inter-mingling of a large number of 

false positives with real alarms that distracts the security experts 

from concentrating on determining legitimate security alerts. 

One refers to this type of distraction as “false alarm fatigue”, 
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bringing to memory the old story of “the boy who cried wolf.” 

As one studies research literature about this problem 

area, one finds that the increasing cost of the confirmation of 

the true nature of a generated alert keeps rising as organizations 

try to grapple with the increasing volume of alerts. What is 

observed is that subject matter experts are charged with 

inspecting reports of alerts generated by automated systems. 

Intrinsically, the risk exists of missing malicious events   as they 

are intermixed in this large volume with   non-malicious 

records.  

As already pointed out by Bradbury, in the Prelert 

Behavioral Analytics report cited above, it is very challenging 

to scrutinize all the anomalous activity to select these events 

“and even if security pros do find anomalous activity, it can be 

difficult to scan through all of it and work out which of it needs 

the most attention.” Judging from the findings of this report, 

this is an existential problem for security practitioners. A third 

of respondents to the survey complained that it was too difficult 

to distinguish normal from abnormal activity.  

II – RELATED WORK. 

In the past few years research reports have discovered that 

50% of IT administrators and security staff surveyed indicate 

that too many false alarms are “keeping them from being 

confident on breach detection [5].”    

The current solutions to address the problem of the high 

volume of false positives have consisted in a variety of 

approaches to improve the detection algorithms in order to 

reduce the rate of false positives in order to increase the 

accuracy of data breach detection applications.  One of the 

proposals is an elegant framework that uses an anomaly-based 

solution that trains a model of normal behavior and flags any 

deviation from the model as a suspicious activity. It can find 

unknown attacks but may have a high false positive rate. There 

are other  proposals such as the ones made by M. Karwaski [6]  

and Zhihong Tian et al[7]  that address the issue of classifying 

and confirming alarms a posteriori for subsequent inspection, 

but they are based on Intrusion Detection Systems, and have not 

been leveraged to include the internal data breach scenarios as 

this paper does. Yet, current   solutions are defective because 

they do not confirm the true nature of alarms that are generated.  

Most data breach engines concentrate on making the 

determination of a violation of data access as the event takes 

place. Some solutions have been proposed where the reduction 

of false positives is maximized by using syntactic, semantic, or 

a combination of both techniques, in attempting to determine if 

an anomalous action is being performed on the data. The most 

common deficiencies of Data Breach Detection programs are  

I. The lack of confirmation of the true nature of alarms 

based on the application of the access rules 

II. The deficiency in explanatory information about the

context of the nature of  alarms,

III. The lack of an automated feedback mechanism to re-

train the detection and confirmation process

IV. The minimal application of more precise Data Breach

Detection inspection of alert of  Big Data repositories

When one examines the details of the first deficiency - the lack 

of confirmation of the true nature of alarms based on the 

application of the access rules - one discovers that the lack of 

automated confirmation is a result of shortcomings in providing 

more precise information for the interpretation of data access 

violations. DLD applications would rather err on the side of 

creating false-positives due to less precise access rules.  An 

example of an ambiguous access rule is a time restriction in 

terms of not allowing accessibility for certain individuals, or 

roles of individuals, during a certain period of time e.g. users 

with the role of testers can only access certain tables between 8 

AM to 6 PM every day. Any query invoked by a tester that starts 

a few milliseconds before or one millisecond after the specified 

time parameters will be considered a violation of this particular 

access rule and in turn generate an alarm which is not totally 

true in nature.   An analogy of this situation is that of a 

fisherman casting a large, fine net to catch as many fish as 

possible and as a result hauling aboard many unwanted objects 

besides the real catch. 

In the case of the second deficiency - the lack of 

explanatory information, or metadata -hampers the security 

analysts’ decision-making process by not providing a better 

understanding of the alerts’ context, i.e. an authorized user 

executing a table query at an unauthorized time, and urgency 

i.e. criticality level of the data breach in terms of personally 

identifiable information (PII), or sensitive personal information 

(SPI).  In part, this deficiency of insufficient content is 

attributed to a reluctance to include more complex logic in an 

algorithm that can provide more distinctive information about 

the context and nature of the alarm. The reticence to provide 

more clarifying information with the alert record is usually 

rationalized as follows: the extra logic needed to generate a 

more precise alarm record will elongate the process time 

required to confirm a malicious event within the constraints of 

the monitoring engine’s inspection cycle, and therefore create a 

performance degradation of the automated  process overseeing 

the querying functions. Unfortunately, according to Vavilis and 

other researchers of false positive problems, the current state of 

affairs regarding the information about alerts provided by 

existing anomaly detection systems is not very satisfactory, 

especially when addressing Big Data repository access [8].  

In the case of the third deficiency - the lack of an 

automated feedback mechanism to the detection process, there 

are proposals that introduce generalized approaches that adjust 

the determination process as a result of the subject matter 

experts’ confirmation of the nature of a new type of alarm. The 

comprehensive framework of Costante et al [9] addresses the 

Data Breach Detection as well as the Data Loss Prevention 

process in order to enforce the real-time interaction of the 

security analyst as the alarms are detected by the engine.  In this 

scenario, the analysts are given more tasks to perform: 

1) To confirm whether the alert is true or false,

2) To initiate a feedback record to the Data Breach Detection,

3) If the analyst determines the alert is associated with a

malicious action, to enforce it, namely to automatically create 

or modify rules - devised from the alert - to be added to the rule 

base   This is an elegant and well-defined proposal that attempts 

to achieve the reduction of false alerts as they occur and also 

improve the effectiveness of the process, but it runs the risk of 

losing efficiency by the addition of higher costs in terms of 

introducing more manual tasks to be performed by the security 

staff as they try to   meet security service deadlines. The 

framework is based on experimentation with traditional 

relational data bases and does not address Big Data 

environments, yet it contains components that can be leveraged 
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to address non-relational, semi-structured more voluminous 

repositories like Big Data.   

As far as the fourth deficiency is concerned, the 

minimal application of Data Breach Detection to Big Data 

environments – one notes that there is extensive work on false-

positive reduction of anomalous data access that has produced 

several models and frameworks [10], but the paradigm that is 

commonly used is the one that strives to obtain the maximum 

reduction of the false alarms rate within the internal 

components of the Data Breach Detection engine itself. The 

fourth deficiency becomes even more poignant as one studies 

recent scholarly article on the state of research on Data Breach 

Detection of Big Data internal access. One discovers that the 

risk of bypassing alarms is not being addressed in a consistent 

manner. It is argued by Damiani et al that because of the nature 

of the Big Data file architecture there is an inherent data 

redundancy that could act as a catalyst for Big Data breaches. 

For instance, as the Hadoop File Distribution System works, it 

replicates sensitive and non-sensitive data components several 

times over separate data clusters [11]. This redundancy of data 

phenomenon is done mainly for operational performance 

purpose: the architecture used in the Hadoop file distribution 

system is predicated on the utilization of many servers 

collaborating in an orchestrated fashion to provide the data 

requested from any available node  

There are Data Breach Detection studies and proposals 

that have achieved a high degree of rate reduction of false 

positives [12], but they all have done it with the risk of 

increasing the rate of false negative incidences. Paradoxically 

in the Big Data environment, even if the false positive rate is 

minimized during detection time, the volume of transactions 

processed in these repositories would degrade the improvement 

of reducing the false positive rate given the inherent large 

volume of data being inspected by the engine.  

In this section one attempted to leverage previous 

research work on the false positive confirmation from Chandola 

et al’s survey work [13], while addressing the deficiencies. This 

paradigm has been a great influence in this research to establish 

Big Data security practices for containing disclosure risks 

generated by data queries, as well as leveraging their algorithms 

a posteriori, i.e. subsequent to the automated process of 

detection.  One leverages this concept as one considers that the 

subsequent effort can be more effective and efficient than those 

efforts that attempt to minimize the occurrence of false 

positives within the engine  as the events are taking place. 

The literature studied indicates that false alarms are a 

problem not only because they consume extra personnel’s time, 

but also because they can distract these experts from properly 

addressing legitimate security alerts, as asserted by B. Violino 

[14].   The increasing manual effort of maintaining security 

reviews is not efficient, as the cost keeps rising in hiring expert 

personnel that is needed to sift through many false-positive 

instances. It is not effective either because of the danger of 

missing a   malicious action that is missed in the large volume 

of this “noisy” output.  

One survey that was helpful in understanding the false 

positive problem from the external attack point of view that can 

be used in assessing the internal threat angle is the one by A. 

Mokarian et al [15]. The authors explain that the “false positive 

rate (FPR) also known as false alarm rate (FAR), refers to the 

proportion that normal data is falsely detected as attack 

behavior.” In contrast, our paper examines the attack problem 

as an anomalous and possibly malicious internal data access, 

not as an external cyberattack such as a SQL injection.  

Figure 2 - Reality vs. Assumed detection results 

Figure 3 - List of True and Positive Alarms ratios and 

relationships 

Based on the relationships and ratios just described, 

there are two key scenarios that can occur depending on the 

configuration of the detection algorithms: 

I. Scenario A, a large False Positive Rate can produce a poor 

performance of the Intrusion Detection System and,  

II. Scenario B, a large False Negative Rate can render an

organization an easy prey to attack or sabotage.

When one studies the scholarly literature on this subject, one

discovers how organizations tend to favor scenario A versus

scenario B. One can   speculate that this phenomenon is based

on either fear of being complicit in helping create a Scenario B,

or ignorance of the lack of effectiveness and efficiency of

Scenario A.

III – CURRENT SHORTCOMINGS IN THE PROCESS 

The goal of a reliable detection system, is to achieve a 

large true detection rate and a small false alarm rate.  In 

evaluating different algorithms, reducing just false event rates 

is not sufficient.    The “ideal” paradigm is to develop an 

algorithm that can minimize the false alarm rates to increase the 

accuracy of the system.  

The above mentioned survey is useful because it lends 

support to this paper’s assumption that attempting to achieve 

the ideal paradigm within the detection engine is almost 

impossible, if not extremely expensive. Besides, even if a low 

rate of false positives is achieved the inherent large volume of 

big data traffic can produce a proportionally high number of 

false alarms that still are in need of manual review as depicted 

in the chart below.  

Benign Malicious

Benign True Negative False Negative

Malicious False Positive True Positive

Reality

Detection

result
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Figure 4 - Sample sizes and their true and false values 

As it can be seen by the example above, using an algorithm that 

can achieve a 97% proportion of true positives in the sample, 

with 0.980 accuracy and a 0.990 precision if the volume of the 

sample is a half-million, there will be five thousand false 

positives (see row 10 in figure 4). Even if the “ideal” algorithm 

could achieve 99.7% proportion of true positives in the sample, 

with 0.998 Accuracy, and 0.999 precision if the total volume of 

the sample reached a million, there will be one thousand false 

alarms that would need to be confirmed.  

In this study one is proposing a more efficient and 

effective a posteriori process to minimize the concomitant risk 

and expense of excessive false alarms.  Future work can be done 

leveraging this process to  improve “after detection” processes 

and be able to approach 100% effectiveness while keeping a 

high level of efficiency.  One can also propose that the fine-

tuning components of this model may serve as building blocks 

for future algorithms for Data Breach engines in their effort of 

achieving the ideal paradigm recommended by Mokarian et al.  

  One can see the problem in a more acute fashion 

when organizations, in order to reduce costs  do not deploy and 

fine-tune the Data Breach Detection tools properly. The 

security rules are not configured correctly, or  they are left to 

default to “out-of-the-box” settings which are too general in 

scope for refined detection. 

Another important aspect of this problem is that Big 

Data architecture weakens data protection in general. The 

techniques for improving the performance of Big Data analytics 

tools replicate the data in several different places; they increase 

redundancy of data representation, and therefore can create 

poorly protected copies of sensitive data. When Data Breach 

Detection   tools monitor these replicated areas of vulnerability, 

the volume of alarms generated will increase accordingly.  

The research work on 2015 of Vavilis et al [16] builds 

on the previous work done by Costante et al in 2014 [17] where 

the latter present a white-box data leakage anomaly detection 

framework that is behavior-based, and that they further 

elegantly advanced in 2016  as a hybrid framework that 

combines signature-based and anomaly-based solutions, 

enabling both detection and prevention of access violations.  

Anomaly-based systems are typically used  for detection; they 

raise an alert upon detecting a suspicious activity but do not 

block the activity. 

 Both the Vavilis and Costante frameworks have an 

anomaly based engine that automatically learns a model of 

normal user behavior, allowing it to flag events when insiders 

carry out anomalous transactions. These signature-based and 

anomaly-based  approaches provide explanatory information, 

but not a prioritization of alerts based on their true nature: 

benign or malicious anomalies.  

Vavilis et al’s research focuses strictly on relational   

data access violations detected within the DLD engine. All of 

them demonstrate how their approaches can reduce the rate of 

false-positives as they happen. This paper leverages their 

advances by applying some of their components to processes 

outside the DLD engine to confirm and prioritize Data Breach 

alarm records. 

IV – A PROTOTYPE TO IMPROVE THE PROCESS 

This study presents a prototype system aimed at achieving a 

very high rate of confirmation of alarms using polynomial 

scoring models, e.g. decision tree algorithms. It will be 

executed usually daily and subsequent to the Data Breach 

Detection engine cycle.This approach incorporates a continual 

learning process to determine the true nature of the alarms by 

retraining the learning model as new instances are discovered 

and are iteratively refined by the subject matter analyst’s 

adjustments. The security analyst will review the scored output 

data set which is sorted by confirmation rate.  When new 

instances of low confidence scoring are encountered, the 

analyst makes a determination based on his/her knowledge and 

ensures that the key predictor variables and associated score 

(true or false) are updated in the training dataset for the 

classifier model’s re-training.    

The experiments described below indicate that this 

prototype system can reduce percentage of alarms required to 

be handled by the human security analyst by over 90%.   
As depicted in figure 5, the several implementation components 

of the generalized solution algorithm are:  

Component F, a machine learning model 

Component G, a process to provide a prioritized confirmed 

alarms for manual inspection that updates the training data set 

with previously unseen patterns;  

Component I, an interface that relays to the detection engine 

which patterns need adjustments 

Figure 5 - Desired state of the data breach confirmation 

process 

V – RESEARCH METHODOLOGY 

The research methodology  uses an iterative 

supervised machine learning model combined with automated 

feedback to the DLD engine. It aims to  keep learning about 

specific confirmation logic used by analysts. The rationale for 

the utilization of these procedures and tools is based on the 

assumption that they would be most useful in achieving the 

identification, selection, and analysis information that will be 

applied in order to validate the solution to the problem: 

confirming and prioritizing true alerts. The tools, machine 
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learning suites and programming can be replaced with similar 

tools depending on the preference of the organization and 

practitioner. The specific data mining tool that was selected for 

the machine learning component was the ID3 decision tree 

model application suite.  Its selection over other data mining 

tools was based on personal preference based on past 

experience of the researcher with this and other tools, such as 

SPSS and SAS.   

This methodology used an initial training data set 

consisting of a sample of alerts that had been vetted and 

confirmed by a subject matter expert as being true or false. This 

training data set is ingested by the decision tree model using the 

Rapidminer or any other similar machine learning tool to learn 

the behavior of scored alerts. Since we are working with the 

confirmation of binomial results, such as true or false, a 

decision tree model is appropriate, specifically the ID3 

algorithm. The required heuristic can be selected by a criterion 

parameter.  The criterion parameter has a crucial role in the 

methodology: it is the target of precision adjustments if the 

results indicate a major deviation in the confirmation accuracy 

of the decision tree.  

After having found a generic solution for the data-in-

motion scenario, one moved to address the data-at- rest 

confirmation of alarms challenge to see if one could achieve a 

more comprehensive approach to the confirmation process. In 

this subsequent improvement effort one leveraged the basic 

components of the initial approach, but instead,  use case 

scenarios were utilized from alarms typical of big data 

repository querying, e.g. data-at-rest interactions.  The  goal of 

this current phase was to refine the solution by increasing the 

rate of confirmation of  alarms and adpating the first  algorithm 

to ensure confirmation and prioritization of the nature of the 

records. In this way,  one attempts to present the records more 

efficiently, in priority order, for  the security analyst’s manual 

examination and before he/she rules  to act uponor disregard an 

alert record.  

The machine learning Component F ingests a training 

data set. This training data set is a supervised classification set 

i.e. the data set contains a sample of representative alarms, 

either true or false, which have been scored by subject matter 

experts.  The training set is input to the machine learning model 

in order to  “learn” the behavior of the alarms. Subsequently, 

new alarm logs generated by the detection system will be fed  

unscored into the model. One then allows the model to classify 

them based on what it has just learned. The classification 

process is done using the decision tree algorithm ID3 which is 

suitable for scoring alarms based on independent polynomial 

variables which in this use case are the monitoring rule 

elements for data-at-rest. 

Figure 6 – Example of monitored elements for data-at-rest 

The next component, component G, generates the file of scored 

and prioritized alarms out of the model for manual inspection. 

This component will report any previously unseen pattern as 

false, but flagged with a confidence level value of “?”, i.e. 

questionable and in need of manual confirmation. The  analyst 

can inspect and take action on the confirmed and prioritized true 

alarms first. Next, one can examine the variable pattern of any 

questionable alarm, and manually score it as true or false based 

on his/her expertise, and then insert it as part of  the training 

data set. Note: It is in this component’s logic that the prototype 

will continually increase the knowledge of the training process: 

it integrates the organization’s decision-making expertise of the 

analyst with the model’s training set. The training data set 

becomes the dynamic repository of the subject matter expert 

knowledge on what is considered true or false alarms. It will 

evolve in its validation expertise with every iteration of the 

process, and therefore decrease the dependency on multiple 

analysts’ time and effort. 

Component I, shown in figure 5, is the logic that 

compares the training data set key predictor variables against 

the list of access   rules. If the comparison indicates that there 

is a missing entry in the access rules list of a TRUE score in the 

training set, a communication is sent to the detection engine that 

there are newly discovered patterns that have been confirmed 

by the security analyst and that should be considered as part of 

the monitoring rules (Component I uses a formula described 

below in figure 7 that checks for a mismatch between 

a) the set of variables in each of the individual rules

list against 

b) the predictor variables and their corresponding

score in the training data set of the machine learning model. 

 A notification record will be triggered 

a) If a new pattern has been discovered by the

machine learning model that is a questionable entry e.g. with a 

confidence level of ?/?, and 

b) It has been confirmed by the security analyst as a

true alarm. 

 For each entry in the training data set with a score of TRUE 
   For each entry in a current copy of the access rules list 
Compare the content of each key predictor independent 
variable in the  training data set to its corresponding 
variable in the access rule list 
 If the values are equal, continue with the next entry in the 
access rules list  
 else 
 If the values are not equal generate a notification of a 
mismatch to the detection engine 
Figure 7- Logic of Component I 

This study leveraged previous work  of data-in-motion 

[18], and applied similar  data mining methods to the data-at-

rest use case of data security logs. This subsequent prototype  

was vetted in the research papers called "Big Data False 

Alarms: Improving Data Leakage Detection Solutions[19]" and 

“A Generic Approach to Big Data Alarm Prioritization [20]”  It 

utilized some of the  previous work done but applying the 

methods to the data-at-rest scenarios of Big Data security logs. 

The  objective was to further improve the  confirmation process 

of  alarms by creating an algorithm that was both predictive and 

priorative to organize the list of alarms before the security 

analyst makes a decision whether to act on, or discard an 

alarm.Due to security concerns of providing real production 

security logs, one used a test security log in excel format to 

mimic the columns and values of  a generalized DLP security 

log. The second prototype focused on using the decision tree 

ID3 algorithm used by the first prototype’s logic. The Access 

rules for this experiment are described below. 
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Id Role Component Component 

User A Analyst Table 1 Element 1 

User B Business Table 2 Element 2 

User C Administrator Any table Any table 

 Figure 8 - Access rules for the second prototype of work: 

data-at-rest 

The RapidMiner ID3 decision tree model was chosen 

because of its flexibilty in capabilities of validation decison tree 

analysis and using flexible input and  output in Excel formatted 

files. 

The training data set that is used for the model is a 

segment of a security log report that consists of seven columns. 

The first six columns are possible predictor variables that are 

candidates for confirming the value of the seventh variable: 

whether it is a true or false alarm.  The scored value of each row 

as a true or false alarm is already provided in the seventh 

column.  The challenge is that no obvious relationship exists 

within the data records and each false and true alarm reveals  no 

clear pattern.  One must choose which columns create 

precedence over others in determining the best scoring, and 

which combination will eventually result in the confirmation of 

false alarms when new instances are given to the model’s 

algorithm.  

Of course, after training the model, the model is tested 

with validation data sets for subsequent analysis.  The data sets 

are given by the experts and mimic real scenario security logs, 

and  are in the same format as the training data set mentioned 

in the earlier paragraph.  The difference between the validation 

and the training data sets is the validation set is not scored i.e. 

it will a  seventh column  with no content that could indicate 

whether the alarm record is true or false.  

With both the training data set and ID3 decision tree 

model installed, one ran an analysis in ID3 decision  tree model.  

Initial analysis of the data concluded that separate users created 

a certain percentage of alarms.  The following is a 

representation of that data: 

User 
Alert 
Total 

% of Total 
(104) 

Analyst 74 69.24% 

Business User 28 26.93% 

Administrator 4 3.48% 

Figure 9 -  Breakdown of user activity in the security 

training log 

Without adjusting column weights, one let the ID3 decision tree 

model determine the results  of the scoring. Another segment of  

test data was then fed into the  model. Two columns were then 

chosen for the test set,  Role and Alarm. The data was run 

through the ID3 algorithm. Using two sets of test data (Data 

model for Test sample training v1.xlsx (DMTSTv1) and Test 

sample test validation v2.xlsx (TSTVv2)) a design process was 

set up in ID3 decision tree model in order to have the new data, 

TSTVv2, learn from the older data.  This would allow the 

output of the process to show which Component Accessed 

caused a true or false alarm based on criteria such as Violation 

Type and Requestor.  In this scenario, both User A and B 

attempted to access components Element 1 and Element 2 

which caused a true alarm. 

 The object was to understand why this combination 

caused the  positive alarm.  In resetting the model, the ID3 

algorithm was again employed.  This time making changes 

within the process to reveal more precise results.  Parameters 

were reset to achieve correctness: gain_ratio as criterion, 

minimal size for split of 2, minimal leaf size of 2 instead of 4, 

and minimal gain of  0.10  

Figure 10-  ID3 decision tree model ID3 Algorithm Diagram 

with Test and Production Data Sets 

The results provided a view in terms of confidence of 

the data.  This confirmed that the  program was able to identify 

which alarms were nearly actual as being false or true in terms 

of 1 being positive and 0 being negative, shown below. 

Figure 11 - ID3 decision tree model confidence ratio results 

of the tests 

After this re-training session,, the model had the 

capability of understanding the column-fields data set, and have 

the ability to apply it to a new production data set that does not 

include   the true and false alarm values.    In this pass, the model 

used what it just learned to do  prediction, of what rows will be 

true or false alarms. 

Figure 12- Scored output from the  re-trained ID3 model 

The figure shown above highlights the relationships 

between Component Accessed, Violation Type, and 

Requestor in regards to the alarm output.  Further review of the 

data shows that the component most accessed was Element 1 

which generated a No Authorization violation 3 times with User 

B – the Business User, 1 Non-encrypted data violation and 1 No 

authorization violation also for User B.    
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Figure 13 - Relationships between Component Accessed, 

Violation Type, and Requestor in regards to the alarm 

output. 

There was a total of 104 alarms, 10 of which, 9.62%, were 

labelled as true positive.   User B, which is in the role of the 

Business User, generated the most number of true positive 

alarms.  User A, the Analyst role, generated 1 for No 

Authorization.  Noting these aspects, there is the question of 

whether or not ID3 decision tree model is taking the time 

attribute into account regarding true and false positives and if 

this aids in generating such alarms.  While false positives are 

viewed before and after 7PM, all of the true positives have 

occurred after such time.   For test 2, the model was  given a 

second validation set.  This data set was different than the 

training data set given in the last test.  One re-used the original 

training set as the basis for training the ID3 algorithm, than 

provided the second validation set. After re-validating the 

model, one discovered unexpected results. The model was very 

innaccurate and ended up returning only 43% accuracy with a 

total of 43 false alarms and 77 true alarms. 

In order to get more accurate results, one looked into 

the parameters section of the ID3 algorithm. The two main 

parameters to change are the criterion and the minimal gain, 

as shown  below. 

Figure 14 - ID3 default parameters in Rapidminer 

Since the ID3 algorithm is based on a predicitve 

decision tree model, Rapidminer or any other similar machine 

learning tool, will show how it makes its decisions based on the 

training data set RapidMiner first makes its decision based on 

which component is accessed, then goes down the tree into the 

other columns   

Figure 15 - Rapidminer decision tree on test 2 

While the model’s new results were much more accurate based 

on the new parameteres, they were not 100% accurate. Since 

one has increased the gain ratio to its maximum setting, the next 

steps were to adjust the models other parameters in order to get 

a more accurate result.  One changed the configuration of the 

model to force it to select  different columns. For example, 

RapidMiner can look at the requestor first instead of the 

component accessed.  Based on this trial and error approach, 

one is able to find a more accurate solution from the model.  

The next validation test aimed to increase accuracy 

and introduced the filtering of some input variables.  After 

several selections and trials,  it was discovered that the   model 

improved its predictions by using the attribute selection of 

Alarm, Component Accessed and Role,  with an adjusted 

learning criteria of gain_ratio, minimal size for split of 2, 

minimal leaf size of 2 instead of 4, and minimal gain increased 

gradually from 0.10 to 0.90  

Figure 16 - Adjusted criteria for the third validation of the 

ID3 model. 

These adjustments   produced  a new trained tree structure with 

the Role variable as the root node instead of Component Used.  

 Figure 17 - New tree diagram from the adjusted criteria for 

the third validation of the ID3 model 

This new decision tree predicted correctly 99% of the 

new instances, with 13 out of 14 TRUE positives. The 

incorrectly classified alarm, out of the 14 TRUE instances, 

consists of a new alarm record that has  a combination of 

attribute values that the decision tree model had not learned 

before. It assigned it a FALSE alarm score, with a  generated 

value of  “?/?”  in the confidence level columns.   

Figure 18 - Scored output of the model after criteria 

adjustments 

These “?/?” confidence-level values signal a new situation that 

requires  manual verification by the analyst.  The approach 

requires that, upon the subject matter expert’s    confirmation of 

the true nature of this type of record, the new instance be 

included in  the training data set for the   machine learning 

model’s. One achieved improved results.  The model now 

returned 13 true alarms and 107 false alarms.  

The variety of factors that  presented challenges as one 
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validated  both prototypes,  have been used to the solution’s 

advantage by making it more generalized and portable to 

different situations. One  limitation was the inability to use  real 

unmasked data.   Yet, instead of hindering the relevance of the 

research and analysis, this particular challenge  opened the 

future opportunity to leverage this approach - agnostic   of the 

source of the alarms - and to be applied to other types of alarm 

records from either data-in-motion or data-at-rest scenarios.The 

validation process was unsuccessful in achieving 100% 

accuracy to determine true and false alarms based on the sample 

data sets.  However, one was able to  produce, a way where 

security analysts can analyze confirmed and ordered alarms in 

a more efficient manner, i.e.. true alarms could  be analyzed 

first.  

VI –CONTRIBUTIONS 

The primary contribution of this approach is to reduce 

the amount of time it takes to manually determine the 

appropriate action on anomalous events; to confirm the true 

nature of an alarm, and therefore reduce the risk of missing a 

malicious instance. The risk of allowing a true breach to go 

unnoticed will be greatly reduced because the analysts would 

have the time to concentrate on alarms that have been confirmed 

as truly dangerous. It is based on the continuing capture of the  

subject matter experts’ specific knowledge - which is being 

iteratively “learned” by the algorithm via a mechanism that 

would permit adjustments to the key predictor variables of the 

model. Alongside this main contribution, this study also 

introduces component I, a programmatic solution that notifies 

the Data Breach Detection engine that discrepancies have been 

found between its rules and the confirmation results. This 

secondary contribution uses a formula that compares the state 

of all the key predictor values and target variables in the training 

set against the access rules set. The contribution of component 

I, the automated fine-tuning feedback to the access rules engine, 

relies on the iterative process of machine learning of 

component F – the ID3 algorithm – that could  automatically 

assist the DLD engines to be fine tuned as new acces violation 

patterns are discovered, vetted by the security analysts, and 

incorporated into the training set. It is possible that some 

administrators may  not accept the automatic  adjustment of the 

access  rules as recommended by component I results. 

Keeping less specific rules is considered to be a “safer” 

approach to reduce false negatives, but the side effect has the 

unintended  phenomenon called “the cry wolf effect”.  

With the iterative enrichment of the model via the 

recurring confirmed training data set, one can eventually 

capture   the  subject matter expertise for the  handling of true 

alarms. Future work can use the prototype as a building block 

to create practical deployments. These deployments can 

eventually be incorporated into existing or new data breach 

detection engines.  
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