
 

Abstract— Deep Learning is about learning multiple levels of 

representation and abstraction that help to make sense of data such 

as images, sound, and text. For individuals who are new to studying 

and researching Deep Learning, TensorFlow is a popular tool that 

has been sought for machine learning, mainly as it’s designed for 

deep neural network models. While TensorFlow has only been 

available for a few years, it has quickly become the most popular 

open source machine-learning project on GitHub. In this paper, we 

utilize the power of TensorFlow to train a convolutional neural 

network to detect a number of cells in early mouse embryos. In 

theory, to run such a large computational model, researchers today 

look to the cloud for their solution to execute such a model. From 

this research, we find that someone new to Deep Learning does not 

always need to go to a cloud solution for best results, especially if he 

or she is new to Deep Learning.  Utilizing a GPU via a powerful cloud 

solution results in a quicker performance. This research shows that 

utilizing local PC power via CPUs helps with setup time, frustration, 

and cost. 

Index Terms— Convolutional Neural Network, Deep Learning, 

Machine Learning, TensorFlow, Artificial Intelligence 

I. INTRODUCTION 

In this paper, we present an introduction to Machine and Deep 

Learning. We proceed to an overview of TensorFlow, a deep 

learning framework that was chosen to run our deep neural 

network models tests. Lastly, the data selected and setup of our 

experiment utilizing deep learning to detect a number of cells 

in mouse embryos is explained. 

A. Machine Learning 

Machine Learning is a field of computer science that uses 

statistical techniques to give computer systems the ability to 

"learn" with data, without being explicitly programmed [1]. 

This type of learning progressively improves performance on 

specific tasks.   

Arthur Samuel, originator of the term Machine Learning 

defined it as the field of study that gives computers the ability 

to learn without being explicitly programmed. 

Machine Learning enables computational models that are 

composed of multiple processing layers to learn  

representations of data with multiple levels of abstraction. 

Machine Learning has dramatically improved state-of-the-art 

speech recognition, visual object recognition, object detection, 

and domains such as drug discovery and genomics [2]. 

Deep Learning is a new area of Machine Learning research, 

which has been introduced with the objective of moving 

Machine Learning closer to one of its original goals: Artificial 

Intelligence 

B. Deep Learning 

Deep learning solves the central problem in representation 

learning by introducing representations that are expressed in 

terms of simpler representations.  

Fig. 1.1 shows how a deep learning system represents an 

image of a person by combining simpler concepts, such as 

corners and contours, which are in turn defined in terms of 

edges. The quintessential example of a deep learning model is 

the feedforward deep network, or multilayer perceptron (MLP). 

A multilayer perceptron is a mathematical function mapping a 

set of input values to output values. The function is formed by 

composing many simpler functions. We can think of each 

application of a different mathematical function as providing a 

new representation of the input [3]. 

Fig. 1. Illustration of a deep learning model 

Deep learning performs the machine learning process using 

an artificial neural net that is composed of a number of levels 

arranged in a hierarchy. The network learns something simple 

at the initial level in the hierarchy and then sends this 

information to the next level which combines this simple 

information into something that is a bit more complex and 

passes it on to a third level. This process continues as each level 
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in the hierarchy builds something more complex out of the input 

it received from the previous level [4].  

The idea of having the machine learn the best representation 

for the data is one facet of deep learning. Another aspect of deep 

learning is that depth enables the computer to learn a multistep 

computer program. Each layer of the representation can be 

thought of as the state of the computer’s memory after 

executing another set of instructions in parallel. Networks with 

greater depth can execute more instructions in sequence. 

Sequential instructions offer great power because later 

instructions can refer back to the results of earlier instructions. 

According to this view of deep learning, not all the information 

in a layer’s activations necessarily encode factors of variation 

that explain the input. The representation also stores state 

information that helps to execute a program that can make sense 

of the input. This state information could be analogous to a 

counter or pointer in a traditional computer program. It has 

nothing to do with the content of the input specifically, but it 

helps the model to organize its processing.  

There are two main ways of measuring the depth of a model. 

The first view is based on the number of sequential instructions 

that must be executed to evaluate the architecture.  

Another approach, used by deep probabilistic models, 

regards the depth of a model as being not the depth of the 

computational graph but the depth of the graph describing how 

concepts are related to each other. In this case, the depth of the 

flowchart of the computations needed to compute the 

representation of each concept might be much deeper than the 

graph of the concepts themselves [3]. 

As with the need for computation power, the use of tensors 

is needed to simplify and coordinate rules in which numerous 

arrays can be used to break down and use highly complex 

dimensional data. 

C. Tensor in TensorFlow 

TensorFlow, as the name indicates, is a framework to define 

and run computations involving tensors. A tensor is a 

generalization of vectors and matrices to potentially higher 

dimensions. Tensors represent quantities. Tensors provide a 

natural and concise mathematical framework for formulating 

and solving problems in areas of physics such as elasticity, fluid 

mechanics, and general relativity [5].  Tensors are simply arrays 

of numbers, or functions, which transform according to certain 

rules under a change of coordinates. 

D. TensorFlow 

TensorFlow is an open-source software library for dataflow 

programming across a range of tasks. It is a symbolic math 

library and is also used for machine learning applications such 

as neural networks [6]. Despite being relatively new, 

TensorFlow has already found wide adoption as a common 

platform for such work, thanks to its powerful abstractions and 

ease of use.  TensorFlow provides primitives for defining 

functions on tensors and automatically computing their 

derivatives. Internally, TensorFlow represents tensors as n-

dimensional arrays of base datatypes. 

TensorFlow was originally developed by Google‘s Brain 

Team within Google's Machine Intelligence research 

organization. This solution was created for machine learning 

and deep neural networks research, but the system is general 

enough to be applicable in a wide variety of other domains as 

well. TensorFlow is cross-platform. It runs on nearly 

everything: GPUs and CPUs—including mobile and embedded 

platforms. Currently, TensorFlow is supported on Linux, Mac, 

and Windows [7] 

The main architecture of TensorFlow consists of the 

following.  

1) Rank – Defines structure if the Tensor

2) Shapes – How we write or represent it in TensorFlow

defines dimensionality 

3) Types – Structure of the kind of data used by an end user

E. Advantages of TensorFlow 

 Flexibility of representations

 Support from large companies such as Google

 Highly scalable across many machine and large

datasets

 Has both a C++ and Python interfaces

 Performance calculations both on CPU and GPU

 Supports for parallel and asynchronous computation

 Benefits large computational problems and

distributed heterogeneous computation environments

 Tools to build and visualize the data for networks and

Neural networks.

F. Other Frameworks 

Other frameworks that compete, or are compatible to 

TensorFlow include:  

 PyTorch

 Keras

 Lasagne

 Blocks

 Pylearn2

II. PROBLEM

TensorFlow has emerged as one of the top frameworks, 

which has been known to excel on multiple platforms and 

frameworks. However, our research is tailored towards an 

introductory usage for people who do not have the ability to 

obtain expensive, high powered frameworks to start and further 

their research. 

A. Dataset 

The model we used to test performance is a modified version 

of Google’s tutorial “Deep MNIST for Experts” [11]. We 

modified it to train on a new mouse embryo dataset and to 

output some additional performance metrics. The mouse 

embryo dataset consists of larger, more complex, images than 

the MNIST dataset. We will describe the dataset next, followed 

by a more detailed description of the network architecture. We 

used the dataset published by Cicconet et al. [3], which is Time 

Lapse Microscopy (TLM) images of 100 mouse embryos, 

numbered 0-99. Each embryo was photographed every 7 

minutes between 1-cell and 4-cell stage resulting in a total of 

34,133 labeled images. The learning objective of the CNN is to 

predict the number of cells (1, 2, 3, or 4) in each image; we set 
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it up as a classification problem. Images were stored using loss-

less PNG format with 8-bit gray scale and a resolution of 

480x480 pixels.   3-cell stage is significantly shorter duration 

than other cell stages, resulting in only 766 images. When 

training a neural network for classification it is desirable to have 

roughly the same number of training examples for each 

category. We selected all 3-cell stage images, and a random 

subset of 766 images from each of the other cell stages, to get a 

total of 3064 images. 20% of these images were set aside for 

testing, and 80% kept for training. Embryos selected for testing 

were those where embryo number modulo 5 is zero. We 

separated test data based on embryo number rather than 

individual images because subsequent frames from same 

embryo are very similar. If test data is too similar to training 

data we will not be able to see if the network becomes over 

fitted.  

B. Image Preprocessing 

The embryos are always centered, and parts of neighboring 

embryos are visible along edges. The first transform we did was 

to clip images to 320x320 pixels to reduce the amount 

redundant information (fig 1a).  For 3064 images, they are a 

very small number to be training a convolutional neural 

network. A common strategy to increase training data is to 

duplicate and transform images while keeping same labels. 

Given that we are dealing with circular shapes, rotating images 

seemed like the natural transform. Unfortunately, images are 

taken with a light shining from the top, creating shadows that 

would not fall in the same direction if rotated. Before rotating, 

we needed to eliminate these shadows. While being aware that 

this would reduce information, for example, Giusti et al. [5] 

made use of directed shadows while analyzing images, some 

testing was done and we concluded that we needed more 

training data to avoid over fitting. To get rotational invariant 

versions of the images, we inverted all shadows by performing 

a histogram equalization, subtracted each pixel by 128, and 

used the absolute values (Fig 1). This works because the 

majority of pixels, peak in a histogram, is represented by 

background, which is neutral between bright and shaded edges. 

By rotating each image in steps of 18 degrees we increased our 

training data by 20 times, to a total of 61,280 images. To reduce 

memory requirement for training each image was downsized to 

64x64 pixels. 

Fig. 2. a) E00Frame52 original 480x480 image. b) 320x320 center part of 

image. c) Histogram equalized. d)  Shadows inverted 

C. CNN Architecture  

As mentioned in the introduction, most CNN are constructed 

using at least three types of layers: Convolution, pooling, and 

fully connected. Our network consists of six layers, as 

illustrated in Fig. 2: two convolutions, two pooling, and two 

fully connected layers. The first convolution layer takes one 

64x64 pixel image as input and outputs thirty-two 64x64 pixel 

images. The first pooling layer reduces the output to thirty-two 

32x32 pixel images. The second convolution outputs one 

thousand twenty-four 32x32 pixel images (thirty-two images 

from each of the thirty-two input images). The second pooling 

layers reduces the output to thirty-two 16x16 pixel images. The 

first fully connected layer further reduces the input to one 

thousand twenty-four fixed nodes, and the second fully 

connected layer reduces the output to the desired number of 

categories, four. 

Fig. 3. Convolutional Neural Network Architecture 
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D. Trainable parameters 

First convolution layer has thirty-two 5x5 trainable 

convolution kernels. Each of the thirty-two outputs also has a 

trainable bias, resulting in a total of eight hundred thirty-two 

(25x32 + 32) trainable parameters.  

Pooling layers have no trainable parameters. The second 

convolution layer has sixty-four 5x5 trainable convolution 

kernels for each of the thirty-two outputs from the first layer, 

and a shared bias for each output channel, resulting in a total of 

51,264 (25x64x32 + 64) trainable parameters. The first fully 

connected layer connects each pixel from the output images 

using shared weights to one thousand twenty-four fixed nodes, 

each with a trainable bias, resulting in 16,778,240 

(16x16x64x1024 + 1024) trainable parameters. The second 

fully connected layer reduces the output to four categories, so 

only four thousand ninety-six (1024x4) trainable parameters. 

Altogether, we have 16,832,432 trainable parameters, of which 

most come from the first fully connected layer.  

E. Environment Setup 

Through the research, we aim to establish a basic deep 

learning setup for the beginning user. Environments play a big 

factor in the learning curve of a fully functional neural network 

setup. The user ensures that the environment has sufficient 

power necessary to move forward while keeping the trainable 

parameters, pooling, and fully connected layers for the solution. 

III. RESEARCH APPROACH

A. Local Machine Setup 

This research uses rudimental setups for basic TensorFlow 

learning approaches focusing on CPU via local PC/MAC and 

Cloud solutions. 

B. Environments utilized 

These are the environments used for setup: 

Platform 

Microsoft 

Laptop 

MacBoo

k Pro 

Laptop 

Amazon 

AWS 

Cloud 

FloydHub 

Cloud 

OS 

Microsoft 

Windows 

2010 

Mac 

10.13.1 

(High 

Sierra) 

Linux 

Ubuntu 

Linux 

Ubuntu 

Processor 

Intel I5 

CPU @ 

2.40 GHz 

Intel i7 

2.5GHz 

High-

frequency 

Xeon 

Processor 

Xoen 

Processor 

RAM 8 GB 16 GB 16 GB 8 GB 

System  64-bit  64-bit  64-bit 64-bit 

C. Setup Experience  

Initial setups were conducted on local laptops with two 

different Operating Systems (Windows and Mac). Also added 

were two cloud solutions to test against. The goal of the 

experiment was to understand which setup of TensorFlow 

would produce the greatest level of learning for the Mouse 

Embryo dataset.    

D. Local Laptop Setup 

The beginning setup of our new Neural Network 

environment was to download and install TensorFlow 1.5 on 

both Windows and Mac laptops. Next, Python 2.7 was installed. 

Python is needed to interface with the TensorFlow API. Python 

is a general-purpose programming language that can be used on 

any modern computer operating system. It can be used for 

processing text, numbers, images, and scientific data and just 

about anything else one might save on a computer [8]. Once the 

Neural Network environment was up and running, the Python 

source code and the Mouse Embryo data set. 

Finally, we complied and executed the tests against the data 

set to see the results of the CPU power for both Mac and 

Windows OS. 

The experiment was setup to record against each epoch (time 

allocated) to test how quickly TensorFlow was able to train the 

Mouse-Embryo data set.  

Figs. 4 and 5 illustrate the results of executing each 

individual framework via a local laptop. 

Fig. 4. Test and Training Accuracy outcome after running Mouse-Embryo 

against local TensorFlow setup via Windows OS 

Fig. 5. Test and Training Accuracy outcome after running Mouse-Embryo 

against local TensorFlow setup via Mac OS 

E. Cloud Solution Setup 

For the cloud experimentation, we decided to test against the 

well-known cloud service provider, Amazon Web Solution, as 

well as the lesser known FloydHub. Floydhub is a newer deep 
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learning Platform-as-a-Service for training and deploying 

models in the cloud. Both solutions enable an end user to create 

and setup a deep learning solution that does not need to take 

valuable space on one’s local laptop  

For this experiment, there were two objectives. The first was 

to measure setup time and deployment time on the four 

platforms; the second was to observe and monitor the 

performance while training the Mouse-Embryo dataset.  Within 

both cloud frameworks, TensorFlow and Python were part of 

the services. Each configuration needed to select a version and 

update the packages. Within the cloud solution setup, we need 

to set up an instance (virtual server), as well as an additional 

step including uploading the mouse-embryo dataset as well as 

the Python source code. For both cloud platforms, the instance 

was set up to use CPUs as we measured the Test and Training 

Accuracy outcome of each solution case. 

Just as in the laptop testing, the experiment followed ‘setup’, 

via two cloud solutions, to record against each epoch (time 

allocated) to test how quickly TensorFlow was able to train the 

Mouse-Embryo data set. 

Fig. 6. Test and Training Accuracy outcome after running Mouse-Embryo 

against local TensorFlow setup via Amazon AWS cloud solution  

 
Fig. 7. Floydhub with ‘RAM’ memory  

F. Experiment Outcomes  

For each execution of TensorFlow at four separate 

environments, the results were contrary to initial expectations.  

First, we were surprised on how close the local MAC setup 

of TensorFlow compared to training and testing accuracy of a 

cloud solution such as AWSs. 

Fig. 7. Training Accuracy between all 3 CNN solutions 

Second, the number of Epochs to train via a local TensorFlow 

setup in the Mac and TensorFlow setup via AWS were again 

very close. 

Fig. 8. Epoch training per solution 

Third, the Windows machine, with half the RAM of the other 

two solutions, took six times as long the Mac and three times 

longer to learn than the AWS cloud solution.  

Fig. 9. Multiple CPU solutions and time is taken to learn 
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IV. USER EXPERIENCE

This research targets novice participants who have no prior 

experience setting up cloud instances or neural networks such 

as TensorFlow’s deep learning. 

     The researcher’s experience in setting up and configuring 

the experiment concluded the process was more user-friendly 

on laptops as opposed to the same setup and configuration on 

the cloud.  The laptop setup was straightforward to install and 

configure.  Packages were available to download and install for 

TensorFlow and Python.  Additionally, it was an easier process 

to manipulate and move files into corresponding directories 

needed to run the experiment.  This includes downloading 

Python source code and retrieving the Mouse Embryo dataset.   

     As opposed to the PC experience, the researchers 

experienced the cloud solution was a much more ambiguous 

process to setup the environment.  The following was a list of 

common hurdles setting up and configuring a cloud solution: 

 Lack of adequate documentation for setup and

configuration

 Configuring the virtual machine as an instance

 Key setup for communication for SSH

communication

 Loading dataset and source code files

 Virtual service interruptions

 Cost

     In addition, FloydHub, which had similar hardware 

specifications as the Windows laptop used in the experiment, 

repeatedly crashed due to a memory allocation error.  To 

combat this, batches were reduced multiple times and the 

experiment still experienced memory allocation errors.  Due to 

the complications, the experiment was unable to be completed 

on FloydHub. 

V. CONCLUSION

     Based on the experiments conducted in this research, one 

can conclude that a cloud solution may not always be the 

answer when initially attempting a CNN experiment including 

TensorFlow.  These findings supported by the user experiences 

setting up these environments and executing the experiment. 

The Mac performance numbers were more favorable than the 

other platforms, including the cloud environment. 

     Future work to extend our research would be to setup 

multiple frameworks and track the results of each.  Further test 

cases can include running various CNN frameworks, in addition 

to TensorFlow, on local GPU and cloud instances. 
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