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Abstract—First, we show a general method of visualizing n-

dimensional “cubes” for n=1, 2, 3, 4, and higher. Second, we imbed 

the 2-D single qubit superposition states in the computational basis 

(|0> and |1>) in the 4-dimensional picture.  Third, we choose a set 

of basis vectors for the full 4-dimensional space which is the tensor 

product space of 2 single qubits (in the computational basis). 

Fourth, using the choice of a 4-D basis, we map the first two 

(entangled) Bell States |+> and |->) to a 2-D Plane in the 4-D 

space. Fifth, using the same choice of a 4-D basis, we map the 

second two (entangled) Bell States |+> and |->) to a 2-D Plane in 

the 4-D space.  Sixth we show the Bell states span the 4-D space 

(are a basis) and are pairwise independent of each other.  In this 

basis it is clear that the superposition states are independent of all 

of the Bell states.  It is also geometrically clear that most (virtually 

ALL) states are entangled (qubit states are interior and surface 

points of the 4 D hypercube). 

Index Terms—Entangled, Qubit, State, Visualization. 

I. INTRODUCTION 

First, we show a general method of visualizing n-dimensional 

“cubes” for n=1, 2, 3, 4, and higher. Second, we imbed the 2-D 

single qubit superposition states in the computational basis (|0> 

and |1>) in the 4-dimensional picture.  Third, we choose a set 

of basis vectors for the full 4-dimensional space which is the 

tensor product space of 2 single qubits (in the computational 

basis).  Fourth, using the choice of a 4-D basis, we map the first 

two (entangled) Bell States |+> and |->) to a 2-D Plane in the 

4-D space. Fifth, using the same choice of a 4-D basis, we map 

the second two (entangled) Bell States |+> and |->) to a 2-D 

Plane in the 4-D space.  Sixth we show the Bell states span the 

4-D space (are a basis) and are pairwise independent of each 

other.  In this basis it is clear that the superposition states are 

independent of all of the Bell states.  It is also geometrically 

clear that most (virtually ALL) states are entangled (qubit states 

are interior and surface points of the 4 D hypercube). 

II. A GENERAL METHOD OF VISUALIZING N-DIMENSIONAL 

“CUBES” 

In order to visualize the single and double qubit Hilbert 

states of entanglement, we build up a more easily visualized 4-

D hyper “cube” (or brick) as a visualization aid.  Then the 

infinite 4-D planes of the Hilbert space become more easily 

manipulated & visualized.  

If the edge lengths were in fact all equal, we would have a 

true hyper cube.  The length of the edges is not an issue for us 

since we really are interested in the infinite extent, both plus 

and minus of all edges. 

A. The Algorithm for Building Hyper Cubes 

0-4DHypercubes.vsd (C) Ronald I Frank 2005

0 to 4 Dimensional Hyper Cubes

0 - D

1 - D

2 - D

Algorithm:

1).  Transport current configuration in an

  orthogonal direction (if possible)

  otherwise just copy it.

2). Connect corresponding nodes from old

  to new copy.

3 - D

4 - D

B. Basic Cases 

Page 1/1 (C) Ronald I. Frank 2001, 13HyperCubeData.vsd
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C. The Sub Array Counts for the Case n=4. 

The counts for the 4-D Hyper “Cube” are  
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1. n=4

 The dimension

 The incidence number of edges on each node

2. The number of nodes =16

 8 for the “base” cube

 8 for the “top” cube

3. The number of edges = 32

 12 in the base

 12 in the top

 8 connecting the “bottom” nodes to the

corresponding “top” nodes

4. There are 24 2-D faces.

 6 in the base

 6 in the top

 For each pair of adjacent nodes (edges) in the

base, there is a 4-D face ending on the

corresponding nodes in the top cube.  There are

12 edges in the base cube.

5. There are 8 3-D cubes.

 The base

 The top

 For each of the 6 faces of the bottom cube, there

is a cube built on it whose top is the

corresponding face on the top cube.

D. Basis Vectors and 3-D Cubes. 

Base & “Top” Cube (2) 

(C) Ronald I Frank 2005, 18BasisVectorRelationships.vsdx

Standard 3D Basis Vectors

Plus 1 for the 4th Dimension

X

Z

Y

W
X

Y

Z

(C) Ronald I Frank 2005, 18BasisVectorRelationships.vsdx

Computational Basis

|0> ~ X;  |1> ~ Y;

X

Z

Y

W
X

Y

Z

 Base  Cube

 Top  Cube

Toward & Away Faces Cubes (2) & Top & Bottom Faces 

Cubes (2) 

(C) Ronald I Frank 2005, 184BasisVectors.vsd

Cube Built on Face Toward Viewer

Similar One For Faces Away From Viewer

1

2

3

4
5

6

7

8

4-D Face Numbers

(C) Ronald I Frank 2005, 184BasisVectors.vsd

Cube Built on Top Face 

Similar One for Bottom Faces

9

12

10

11

4-D Face Numbers

Right Facing Cube & Left Facing Cube (2) 

(C) Ronald I Frank 2005, 184BasisVectors.vsd

Cube Built on Right Facing Face
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1 3

7
5

4-D Face Numbers
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Cube Built on Left Face

W

III. TENSOR PRODUCTS OF QUBITS AND BASIS VECTORS

A. Tensor Products 

|0> is the computational basis vector of a single qubit. 

|1> is the other computational basis vector of a single qubit. 
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They are orthogonal and form a basis for single qubit states. 

 
0

0 1 1 0 0.   [Inner product].
1

1 0
0 1

0 1

1 0
0 1

0 1


    




    



 
  

 

     
         

     

     
         

      (1) 

The tensor product of 2, 2-D qubits is a 4-D vector. 
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       (5) 

(2), (3), (4), and (5) are 2-qubit state vectors that form an 

orthonormal basis set for the 2-qubit 4-D tensor product space. 

Using (1), the general 2-qubit state is: 
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B. 2-D & 4-D Basis Vectors  

Consider a 2x2 array A.  It has 4 “cells.”  The “contents” of 

the cells are determined by pointers to a codomain of 

Contents. 

Now consider a 2x2x1 array B based on A.  It too has only 4 

cells whose contents are determined the same way, by pointers 

to a codomain of Contents. 

The continuous cases (x, y) and (x, y, z) work the same way 

only now the cells are associated with points as are the 

pointers. 

Both arrays, a 2-D A and a 3-D B have the same ability to 

store 4 contents.  The 2-D pointers can differ from the 3-D 

pointers, so the contents for the same geographical points can 

differ based on their dimension. 

The lesson learned is: if a 2-D area is shared as the base of a 3-

D object, the points of both have separate associated pointers 

to contents which can differ based on their dimension. 

C. We Associate the 2-D Basis with the 4-D Basis. 

The 2- D basis: x~ 0 ; y~ 1 (7) 

The 4- D basis: 

x~ 00 ; w~ 11 ; y~ 10 ; ~ 01z  (8) 

1 0

0 0
x~ 00 ; w~ 11

0 0

0 1

0 0

1 0
y~ 10 ; ~ 01

0 1

0 0

z

   
   
    
   
   
   

   
   
    
   
   
   

       (9) 

IV. THE LOCATIONS OF THE 2-D & 4-D BASIS VECTORS FOR 

THE 4-D HYPER “CUBE” 

(C) Ronald I Frank 2018
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A. Where are the |0> & |1> superposition states? 
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They lie in the |0>, |1> unbounded plane.  They are vectors 

lying in the plane determined by |0> and |1>.  It is the plane of 

the base of the bottom cube.  Because (2+2=1), they lie on 

the unit circle about the origin.  All other dimensions are null. 

B. Where are the Bell States? 
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Where are the Bell States?  They lie in the |00>, |11> 

unbounded plane and the |01>, |10> unbounded plane.  The 

|00>, |11> plane is a plane between the bottom and top of the 

hypercube. 

The |01>, |10> plane is the vertical face plane of the bottom 

cube. 

It is geometrically clear that the Bell states can’t be built up 

out of the computational basis states since they lie in 

essentially independent planes from the plane of the 

computational basis.  Also their two independent planes form 

a basis of the 4-D space. 

Bell States 1 & 2 use the basis vectors

1 0

0 0
x~ 00 ; w~ 11

0 0

0 1

Bell States 3 & 4 use the basis vectors

0 0

1 0
y~ 10 ; ~ 01

0 1

0 0

z

   
   
    
   
   
   

   
   
    
   
   
   

   (12) 

It is also geometrically clear that since the superposition states 

are the linear composition of the computational basis and lie in 

the base plane of the bottom cube, almost all other states 

(points in and on the hypercube), are entangled states. 

Proof that the Bell states are not a tensor product of single 

qubit computational basis states. 
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Dissecting a Quantum Program
Daniel Evans

Seidenberg School of CSIS, Pace University, Pleasantville, New York

Abstract—A quantum program is a sequence of operations
on qubits, quantum states, implemented by a small set of
operators called quantum gates. Quantum states are represented
mathematically by two, or higher, dimensional complex vectors.
Gate operators are complex matrices and the application of a gate
to a quantum state is described by matrix multiplication. This
presents a reasonably steep initial learning curve to a quantum
programmer, but it is not as difficult as it sounds.

This paper will provide a short introduction to quantum
programming, dissecting a simple quantum program for addition
at the quantum register level. This is meant as a brief introduction
to quantum programming, in the hope that it will stimulate a
curiosity to learn more. It also provides information on how
one can get started with programming tools such as quantum
simulators, available for both local machines and on the web.

Index Terms—quantum programming, quantum adder, quan-
tum software tools

I. INTRODUCTION

QUANTUM programming is the manipulation of qubits
stored in quantum registers using quantum gate opera-

tors. Quantum computers operate at the smallest atomic scale
to use the unusual, and sometimes unexpected, behavior of
quantum mechanics to compute. Currently, quantum programs
are written in individual machine instructions (QASM [2]),
very much like classical assembler language. A second pro-
gramming tool is the quantum circuit diagram, which has a
direct correspondence with the machine language [8]. This
paper briefly introduces issues surrounding quantum program-
ming by walking through a quantum adder example [4].

II. QUANTUM PROGRAMMING BASICS

A. Qubits

A unit of quantum information is called a qubit. It is also
called a quantum state. A single qubit is generally represented
by a vector a |0〉+b |1〉, where a and b are complex coefficients
and |0〉 and |1〉 are the basis vectors for the two-dimensional
complex vector space of single qubits.

1) Measurement: Within a quantum computer, a quantum
state is achieved by atomic level manipulation. As such, the
rules of quantum mechanics apply. The most important rule
that affects programming is measurement. A quantum state is
unknown until it is measured, and the act of measuring changes
the quantum state. The bit that results from measurement has
probability |a|2 of being 0 and probability |b|2 of being 1.
Therefore, |a|2 + |b|2 must always equal 1, since there are
only two outcomes.

This would seem to make quantum program results un-
predictable. However, surprising results, such as quantum

Daniel Evans is a Ph.D. candidate in the Department of Computer Science
at Pace University, New York, New York 10038. email: de36804p@pace.edu

teleportation, and quantum key distribution, can arise from
this probabilistic behavior. These are beyond the scope of
this paper, but are just a few of the fascinating results from
quantum computing. We will work with pure qubits.

2) Pure Qubits: Atomic states can often be manipulated
so that either of the coefficients a or b are 1, making the
other 0. These states are represented by the column vectors
|0〉 = (1, 0)T and |1〉 = (0, 1)T , where the superscript T
indicates the transpose operation, changing a row vector to
a column vector.. These are often called pure qubits as they
do not evince probabilistic results when measured. They are
either 0 or 1 respectively.

B. Quantum Registers

A quantum program stores qubits in quantum registers. It
can also store classical bits in classical registers. To declare
a quantum register in a program and provide the number
of qubits in that register, a programmer codes the qreg
instruction naming the register and providing its size within
square brackets.
qreg q1[4];
There can be as many quantum registers as needed in a

quantum program. The number of qubits is limited by the
quantum computer on which the program is run.

Classical registers are declared in the same way, with a name
and the number of bits that can be stored in the register.
creg c1[8];
Both quantum register qubits and classical register bits are

individually referenced by name and bit number within square
brackets, 0-origin, from left to right, Thus, the first qubit of
qreg q1 is q1[0]. The entire register can be referenced
just by name. Listing 1 shows some register declarations as
well as the inclusion of standard program definitions always
placed at the beginning of a quantum program.

Listing 1. Register Declarations in a Quantum Program
i n c l u d e ” q e l i b 1 . i n c ” ;
q r e g a [ 2 ] ;
q r e g b [ 2 ] ;
q r e g c i [ 1 ] ;
q r e g co [ 1 ] ;
c r e g ans [ 4 ] ;

Classical registers are generally not used for computation
in quantum programs. They are used to capture and save
the results of quantum computations to classical bits. This is
indicated in a program by the measure instruction shown
below. Measure instructions are normally seen at the end of
a program where they capture the results so that they can be
displayed. Measurement will affect the state of a qubit, so that
a sequence of two measurements on the same qubit will not

Proceedings of Student-Faculty Research Day, CSIS, Pace University, May 4th, 2018
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return the same result. Thus, measurements are used sparingly.
An example measure instruction is
measure q1[1] -> c1[0];
The above instruction captures the state of the second qubit

in quantum register q1 into the first bit of classical register
c1.

C. Quantum Gates

1) The NOT-Gate: Qubits are manipulated by quantum
gates. The most common single-qubit gate is the NOT-gate,
also called the Pauli-X gate in honor of the quantum physicist
Wolfgang Pauli. As its name implies, a NOT-gate reverses the
bit state of a pure qubit. A single qubit gate has a 2x2 matrix
representation.

NOT-gate = X =

(
0 1
1 0

)
.

The result of applying the NOT-gate to a single pure qubit
is the matrix product of the 2x2 X matrix and the 2x1 column
vector of the qubit.(

0 1
1 0

)(
1
0

)
=

(
0
1

)
and

(
0 1
1 0

)(
0
1

)
=

(
1
0

)
In simpler terms, when the matrix multiplication and the

shapes of the operands are understood, we have the equations
X |0〉 = |1〉 and X |1〉 = |0〉.
In order to code a NOT-gate operation in a quantum

program, one uses the x operator with a single qubit operand.
x a[1];
This is the general form of quantum instructions in a quan-

tum program. The operator is a simple mnemonic representing
the gate operation, and the operand(s) follow after one or more
spaces. The instruction is terminated by a semicolon.

2) The Conditional-NOT Gate: A single qubit gate must
be shaped 21x21 = 2x2 to match the two basis vectors of a
single qubit. Generalizing this, a 2-qubit gate must be shaped
22x22 = 4x4 to match the four basis vectors needed for
2-qubit states. The most common 2-qubit gate is called the
conditional-NOT or CNOT gate, represented by the matrix

CNOT-gate = CX =


1 0 0 0
0 1 0 0
0 0 0 1
0 0 1 0

.

When two qubits are the operands of a 2-qubit gate, they
are mathematically combined into a single operand by the
tensor product operator, ⊗, in order to perform the matrix
multiplication. This not as complicated as it sounds, and it
is so common that the tensor product operator is implied by
adjoining two basis vector in the same way multiplication is
implied in ordinary algebra.
|0〉 ⊗ |0〉 = |0〉 |0〉 = |00〉 = (1, 0, 0, 0)T .
|0〉 ⊗ |1〉 = |0〉 |1〉 = |01〉 = (0, 1, 0, 0)T .
|1〉 ⊗ |0〉 = |1〉 |0〉 = |10〉 = (0, 0, 1, 0)T .
|1〉 ⊗ |1〉 = |1〉 |1〉 = |11〉 = (0, 0, 0, 1)T .
The last representation on each line comes from the obser-

vation that for any single basis vector, its coefficient is 1 while
all the other coefficients are 0.

(1, 0, 0, 0)T = |00〉 = 1 |00〉+ 0 |01〉+ 0 |10〉+ 0 |11〉.

The result of applying the CNOT-gate to the qubits |1〉 and
|0〉 is the matrix product of the 4x4 CX matrix and the 4x1
column vector of the two qubit tensor product operand.

CX(|1〉 |0〉) =


1 0 0 0
0 1 0 0
0 0 0 1
0 0 1 0



0
0
1
0

 =


0
0
0
1

 = |1〉 |1〉

The net result of applying CNOT is that the first qubit
is xor’ed into the second. This is the source of the name
conditional-NOT. The second qubit is flipped conditioned on
the first qubit, which must be 1 for this to happen. This is
so common that it has its own notation in quantum texts,
|A,B〉 → |A,B ⊕A〉, where ⊕ signifies xor. An even simpler
version, A⊕B, is used when the operands are understood.

In a quantum program, the CNOT-gate is represented by the
cx operator. It takes two single qubit operands.
cx a[0],b[0];
If a quantum operator has more than one operand, the

operands are comma-separated.
3) The Toffoli Gate: One more gate is needed for the

quantum adder. The Toffoli gate takes three single qubit
operations, and so is a 23x23 = 8x8 matrix.

Toffoli-gate = T =



1 0 0 0 0 0 0 0
0 1 0 0 0 0 0 0
0 0 1 0 0 0 0 0
0 0 0 1 0 0 0 0
0 0 0 0 1 0 0 0
0 0 0 0 0 1 0 0
0 0 0 0 0 0 0 1
0 0 0 0 0 0 1 0


A pure 3-qubit is an 8 element column vector

(. . . , 0, 1, 0, . . . )T . In spite of its size, the Toffoli gate
is largely an identity matrix except for the 2x2 X-gate in
the lower right corner. The effect of this gate is to map
|110〉 → |111〉 and |111〉 → |110〉. This is a more narrowly
defined CNOT-gate, on a 3-qubit operand, |abc〉. A Toffoli
gate flips its last, c, operand qubit if both its other operands,
a and b, are set. a and b are unchanged. This is likened to a
classical NAND circuit that produces a 0 only when its two
inputs are 1.

In a quantum program, the Toffoli-gate is represented by
the ccx operator. It takes three single qubit operands, which
are separated by commas.
ccx a[1],b[2],c[1];

III. A QUANTUM ADDER

The following table provides a standard binary addition
table for an i-bit register. The three inputs are the i′th bits
of the two operands a and b, and the carry bit. The output is
the i′th sum and carry-out bits.

In classical terms, two bits ai and bi can be added with an
xor (⊕) operation: ai⊕bi = si. If both bits are set, there is a
carry-out: ai∧bi = ci+1. If there is a previous carry-in, ci, the
sum operation becomes (ci ⊕ ai) ⊕ bi = si. The carry-out is
set if a majority of the three input operands are set. Majority
is (ai ∧ bi)⊕ (ai ∧ ci)⊕ (bi ∧ ci).

A2-2



ai bi cin si cout
0 0 0 0 0
0 1 0 1 0
1 0 0 1 0
1 1 0 0 1
0 0 1 1 0
0 1 1 0 1
1 0 1 0 1
1 1 1 1 1

A. Qubit Xors and Majorities

Quantum gate operations don’t quite match the classical
operations such as and, or, and not. So we have to ap-
proach the problem differently. A CNOT-gate performs an ⊕
operation. A Toffoli-gate performs a kind of majority operation
in that a qubit is flipped only if two other qubits are both
set. Together, these operations are the beginning of a quantum
adder,

1) Majority Gate: We can build a larger quantum gate out
of a small set of basic gates. For simplicity, we’ll write a
majority gate (2) as a macro enclosing the basic gates.

Listing 2. MAJ Gate Macro
maj c , b , a

cx a , b
cx a , c
ccx c , b , a

The majority gate performs an addition of a to b incorpo-
rating the carry c. Three pure single-qubit operands are passed
to the majority gate. It executes two CNOT gates on different
pairs of the operands, and then a final Toffoli gate on all three.
The operational steps are listed in the following table from left
to right for all eight combinations of possible inputs.

cx a,b cx a,c ccx c,b,a
c b a cba cba cba
0 0 0 000 000 000
0 0 1 011 111 110
0 1 0 010 010 010
0 1 1 001 101 101
1 0 0 100 100 100
1 0 1 111 011 011
1 1 0 110 110 111
1 1 1 101 001 001

When cx is executed on the a, b pair, b is flipped whenever
a is set (a ⊕ b → b). Similarly for the a, c pair (a ⊕ c → c).
Note in the a column of the Toffoli gate execution, there is
1 in those situations where a majority of c, b, and a are set
(Maj(cba)→ a).

We intend for b to contain the sum of a and b at the end
of the operation, but the majority gate has performed only
a partial computation, and has left some of the input values
changed. A second gate, the unmajority and add gate
is needed to complete the computation and restore values.

2) Reversible Operators: One of the surprises in quantum
computing is that the operations are reversible. The matrices
representing the gates have the property that M ·M = M2 = I .

That is, two of the same matrix operations in succession are
equal to the identity matrix. Applying a gate operator twice
in succession to the same operands undoes the operation,
restoring the operands.

3) Unmajority and Add: The uma gate (3) restores some
of the majority computation, and captures the sum bit in the
b operand.

Listing 3. UMA Gate Macro
uma c , b , a

ccx c , b , a
cx a , c
cx c , b

Three pure single-qubit operands are passed to the uma
gate. It first executes a Toffoli gate on all three operands.
Since this is a sequence of T · T = T 2 = I , this restores
the a operand. The same thing is true for the following cx
instruction. Mathematically, since matrix multiplication is as-
sociative, CX ·T ·T ·CX = CXT 2CX = CXICX = C2

X = I .
Finally, for the c, b pair, c⊕ b→ b. The sum bit is captured in
the b operand and the a operand contains the carry-out. The
operational steps are listed in the following table from left to
right for the eight outputs from the maj gate.

ccx a,b,c cx c,a cx a,b
c b a cba cba cba
0 0 0 000 000 000
1 1 0 111 011 011
0 1 0 010 010 010
1 0 1 101 001 001
1 0 0 100 100 110
0 1 1 011 111 101
1 1 1 110 110 100
0 0 1 001 101 111

The design of these two gates allows them to be cascaded
in a quantum program to handle any number of input bits. A
complete adder for 2-qubit quantum registers is shown in the
Listing 4. Note that at line 12, the cx instruction captures the
high-order carry-out into the co quantum register, which can
function as an overflow flag. The full listing with the maj and
uma macros expanded is shown in Listing 5 in Appendix A.

Listing 4. 2-qubit Adder Using Gate Macros
i n c l u d e ” q e l i b 1 . i n c ” ;
q r eg a [ 2 ] ;
q r eg b [ 2 ] ;
q r eg c i [ 1 ] ;
q r eg co [ 1 ] ;
c r e g ans [ 4 ] ;
x a [ 0 ] ; / / i n i t i a l i z e a [ 0 ] t o 1
x b [ 0 ] ; / / i n i t i a l i z e q r e g b t o 11
x b [ 1 ] ;
maj c i [ 0 ] , b [ 0 ] , a [ 0 ]
maj a [ 0 ] , b [ 1 ] , a [ 1 ]
cx a [ 1 ] , co [ 0 ] ;
uma a [ 0 ] , b [ 1 ] , a [ 1 ]
uma c i [ 0 ] , b [ 0 ] , a [ 0 ]
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measure b [ 0 ] −> ans [ 0 ] ;
measure b [ 1 ] −> ans [ 1 ] ;
measure co [ 0 ] −> ans [ 2 ] ;

IV. QUANTUM CIRCUITS

As an alternative to the QASM program code displayed in
the previous section, quantum programs are also constructed
and displayed using quantum circuit diagrams. Circuit dia-
grams are stacked horizontal lines with various connection
between them. Each line represents a qubit. They are read
from left to right corresponding to the sequential execution of
the circuit, and to the movement of time. Elements that are
vertically aligned are considered to happen simultaneously.

Two versions of the CNOT gate previously introduced are
represented in a circuit as:

a

b

CNOT 1

a

b

CNOT 2

The control qubit is indicated by the line with the simple dot
join, and the target qubit is indicated by the ⊕ join. For the
CNOT-1 gate, the a-line qubit is unchanged, and the b-line
qubit is xor’ed if the a-line qubit is 1. CNOT-2 is just the
opposite. The lines do not have to be vertically adjacent and
direction of the control to target can be up or down.

The Toffoli gate uses two control qubits and one target qubit.
Two Tofolli gates are shown below.

a

b

c

Toffoli 1

a

b

c

Toffoli 2

Standard quantum gates are represented by a box inscribed
with the gate name. This is extended to sequences of gates
that are given a name (macros), as shown in the following
circuits.

a

b

c

NOT Gate

X

X

a

b

c

Majority

M
A

J

It is important to keep in mind that when gates are vertically
aligned, such as the two X gates, they are executed in parallel.

Measurement sets a classical bit from a qubit. Measurement
is indicated in a quantum circuit by a meter symbol, and
usually appears at the end of the circuit.

a

b

Measurement

X

H c

The double wire exiting the meter is an indication that the line
now carries a classical bit, not a qubit.

Appendix B displays the circuit diagrams for the maj and
uma gates, and the two-bit adder.

V. QUANTUM PROGRAMMING TOOLS

Although quantum programming is still in its infancy, there
are already a range on tools available. Programmers have a

choice of packages that can be installed on local machines
to simulate quantum computers, web sites that offer access
to real quantum computers as well as simulation, and hybrids
that support local development and remote execution. There
are also support tools that make easy work of the details of
quantum mathematics.

A. IBM Quantum Experience

IBM’s Quantum Experience online offering [5], provides
online tools for program creation using either circuit diagrams
or QASM. In addition, the web site offers access to simulated
quantum computer execution directly online or through a
remote API. The site also makes available real quantum com-
puter execution on some of IBM’s latest quantum machines.
Users get a small credit for real execution when they sign up.

B. QISKit and QASM

The QISKit, an open source tool for creating quantum
program in Python, originally written by members of IBM’s
quantum research staff, is available for download to Windows,
Mac, and Linux laptops, from GitHub [6]. This site includes
the Quantum Software Development Kit, a collection of QIS
tutorials in Jupyter Notebook form, the OPENQASM speci-
fication, and documents that describe the different backends
available at the IBM Quantum Experience and a user guide
for the site. The QISKit also comes with remote API access
to IBM Quantum Experience.

C. QuTIP

QuTIP [7] is billed as the Quantum Toolbox in Python. It
is open-source software for simulating the dynamics of open
quantum systems. QuTIP provides quantum math tools and
also has extended supports for quantum visualizations.

VI. CONCLUSION

Quantum programming provides an entree to a new world
of computing. The development of quantum computers is
rapidly evolving. IBM makes a 20 qubit machine available
at IBM Quantum Experience, and has larger machines in
development. All the major countries in the world have active
quantum computing development underway. The predictions
for quantum computing range from skeptical to outlandish,
but it is intrinsically interesting. The author hopes that readers
will go from here to the referenced tools, see for themselves,
and get involved.

APPENDIX A
2-QUBIT ADDER FULL MACRO EXPANSION

Listing 5. Full Macro Expansion of a 2-qubit Adder
i n c l u d e ” q e l i b 1 . i n c ” ;
q r e g a [ 2 ] ;
q r e g b [ 2 ] ;
q r e g c i [ 1 ] ;
q r e g co [ 1 ] ;
c r e g ans [ 4 ] ;

A1-1
A1-1
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x a [ 0 ] ;
x b [ 0 ] ;
x b [ 1 ] ;
cx a [ 0 ] , b [ 0 ] ;
cx a [ 0 ] , c i [ 0 ] ;
ccx c i [ 0 ] , b [ 0 ] , a [ 0 ] ;
cx a [ 1 ] , b [ 1 ] ;
cx a [ 1 ] , a [ 0 ] ;
ccx a [ 0 ] , b [ 1 ] , a [ 1 ] ;
cx a [ 1 ] , co [ 0 ] ;
ccx a [ 0 ] , b [ 1 ] , a [ 1 ] ;
cx a [ 1 ] , a [ 0 ] ;
cx a [ 0 ] , b [ 1 ] ;
ccx c i [ 0 ] , b [ 0 ] , a [ 0 ] ;
cx a [ 0 ] , c i [ 0 ] ;
cx c i [ 0 ] , b [ 0 ] ;
measure b [ 0 ] −> ans [ 0 ] ;
measure b [ 1 ] −> ans [ 1 ] ;
measure co [ 0 ] −> ans [ 2 ] ;

APPENDIX B
CIRCUIT DIAGRAMS FOR THE QUANTUM ADDER

c

b

a

M
A

J

=

a⊕ c

a⊕ b

MAJ(c, b, a)

The maj gate and its equivalent three-gate circuit.

c

b

a

U
M

A

=

a⊕ c

c⊕ b

UMA(c, b, a)

The uma gate and its equivalent three-gate circuit.

ci

b0
a0

b1
a1

co

M
A

J

M
A

J

U
M

A

U
M

A

ci

s0

a0

s1

a1

co

The 2-bit quantum adder circuit. ci is an optional initial carry.
a0a1 and b0b1 are the two 2-qubit input operands, and the sum
appears on s0s1. co is the carry-out.
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Abstract — This study surveys the current status of 
Quantum Deep Learning Neural Networks, which are at 
this moment, theoretical, but our research reveals are 
about to become practical. Exciting breakthroughs leading 
to the intersection of related research ideas will soon bring 
real quantum neural networks, specifically, deep learning 
neural networks.  In the past, three main obstacles were 
limiting quantum growth in the deep learning area, that 
kept research in the theoretical space, and in all three 
obstacle areas, this study has found that new discoveries 
have changed these obstacles.  The first obstacle to 
quantum neural networks was the lack of a real quantum 
computer to experiment with, instead of using simulators. 
Recently several companies have delivered quantum 
computers in the last year, including IBM, who has made 
theirs available to researchers for free over the Internet.  
The second obstacle was the impossibility of training 
quantum networks – a new algorithm now solves that.  The 
third problem, that the classic neuron/perceptron has 
nonlinear functions, putting it in conflict with the quantum 
qubits that operate only with unity and linearity – has 
been solved with a new quantum perceptron.  This study 
explains the historical background briefly for context and 
understanding and then describes these three major 
accomplishments that will lead to real quantum deep 
learning neural networks. 

Index Terms— Computer Mind, Deep Learning, Quantum 
Computing, Neural Networks,  Neurocomputing, Perceptron 

I. INTRODUCTION 
Our study first explains the necessary information about 

how neural networks and the deep learning types of neural 
networks function.  This is to understand the significance of the 
recent discoveries and place them in context of the larger whole. 
This is followed by enough detail about quantum computing 
that one can see how the quantum computing forces will 
enhance in the quantum version of the neural network.  The 
second part of our study brings attention to the algorithm that 
enables the quantum neural network to accomplish training. 
Training is a key component of a neural network.   The third 
part of our study describes the quantum perceptron which is 
vital to achieving a true quantum neural network and is superior 
to other ideas that would have most of the perceptron action 
happening in classical, instead of quantum, computing 
processes.   
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Most important in the future of quantum neural networks, 
especially deep learning ones, is their use to create artificial 
minds that are human-like in the way they learn and process 
information [1].  These computers will have great capacity for 
good.  There is already a large field of researchers with 
algorithms, models, designs and hopes that wait now, 
researching and planning, who seek to work with these artificial 
minds [2]. 

A neural network is an information processing model that 
mimics the design of mammalian brains in nature, which are 
comprised of neurons, that are connected to each other with 
many connections [3].  In nature these neurons form special 
associations, transformations and mappings as a part of learning 
in the brain [4]. In computer science, these neurons are 
artificially created, may be called units, nodes, perceptrons [5] 
or neurons and they also perform learning, through their many 
connections to each other and their organization in layers. In a 
standard neural network model, input neurons are activated 
through sensors that represent in nature the senses that connect 
to the brain, sensors such as microphones or cameras.  The 
activation signals from the sensors become data inputs that pass 
along through multiple layers for analysis and adjustments, 
based on the parameters set by the architecture. When the model 
outputs its findings, the results are used to enforce or deter as a 
teaching method to improve quality in the learning system. In 
the memory enhanced models [6], such as the Long Short-Term 
Memory (LSTM) [7], which is a neural network that includes 
memory-based learning, the data is recorded and used during 
the processing phase to enhance the next analysis stage. 
Bringing the possibilities of quantum computing into the 
equation will allow for additional variables to be applied to 
specific decisions made by the analysis engine. 

Quantum computing applies the knowledge of quantum 
physics and quantum mechanics to manipulate elemental 
particles such as electrons, photons or ions, to create processing 
power [8]. Most important are entanglement and superposition, 
which are used to develop special circuits that offer options 
beyond the classical computers’ binary options of one and zero 
[9]. Binary computers are based on transistors, whereas 
quantum computing uses quantum bits, qubits, to perform 
calculations.  Qubits are objects that can exist in two exclusive 
states in the same instance. 

Some research findings into quantum artificial neural 
networks support the idea that a completely quantum neural 
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network will not perform effectively [10]. The term, “fully 
quantum” is not meaning totally quantum, as all quantum 
computers have a classical component.  What is meant by fully 
quantum is that the neural network computations would take 
place in the quantum computer.  This idea is based on a popular 
model which creates a network that has quantum computing 
processing components interfacing with classical computing 
components in a blended network designed specifically for 
neural network processing [11].  In that system, only small 
processing steps that are optimal for quantum are delegated to 
the quantum component, and most of the neural network non-
linear processing is done on the classical side. 

There is another way to accomplish a quantum neural 
network that is not yet modeled, but the first step has been 
designed, which is to create a quantum perceptron with a circuit 
[12].   Future research is sure to work on building a new model 
that is built with the quantum perceptron as the building blocks. 

A deep learning neural network is the neural network 
system design that is most often used to analyze images. Deep 
learning neural networks utilize a type of multilayer perceptron, 
which consists of an input, output, and at least one hidden layer, 
that learns with little to no preloading [13]. The system 
translates pixels and features derived from an image to classify 
the object using provided training. The classification of the 
output is assigned a probability based on the numeric translation 
that has been compared to the data in the training set.  Many 
research papers on deep learning neural networks mention the 
Modified National Institutes of Technology (MNIST) database 
of images of handwritten digits to test ideas [14].  This is 
because MNIST has become a benchmark by which new deep 
learning neural network designs are compared.  The challenge, 
with a quantum computer based design, is teaching the system 
on the training data [15].  Research on a proposed quantum 
multi-layer neural network with self-organizing design 
promises to identify the handwritten digits, but it is completely 
theoretical [16]. 

A typical deep learning network completes its task over 
several phases. First, the system will take an input from an 
image, such as one from the MNIST, as a sample for analysis. 
Next, the system will compare pieces, known as characteristic 
features, to determine if the compared images are similar in 
structure. The convolutional neural network, a type of deep 
learning network, will attempt these comparisons wherever 
possible, in order to calculate the highest accuracy. Afterwards, 
this process is repeated, on other identified subsamples. This 
process can include pooling, which is a technique to alter large 
images and downsize them while preserving the most important 
features. 

II. LITERATURE REVIEW

Ricks [15] realized that the gradient descent algorithm that 
had been suggested for Quantum Neural Networks was too 
fatiguing for the qubits, and created a unique algorithm, that is 
executed in two steps.  The first step is called the Simple QNN, 
that is a complex quantum circuit that uses qubits in a pattern 
of gates to compute the XOR function.  The second step, called 

QNN Training, is a macro view of the Simple QNN design that 
shows how it can accomplish training in a quantum neural 
network [15].  In that unique algorithm, an assumption was 
made, about the existence of quantum perceptrons, which at the 
time of their paper, did not yet exist. The perceptrons operate 
just as they do in a classical neural network system, however 
these perceptrons are doing quantum processing.   

Figure 1 - Quantum Neuron Receiving Input Training [17] 

Figure 2: Trained Neuron sending Output [17] 

From that unique algorithm, a system can be developed using 
convolutional neural network to demonstrate the effectiveness 
in quantum computing through the process of analyzing a 
dataset of characters in images and its resulting output [9]. The 
proposed methodology and experiment will use quantum 
mechanics to accurately identify text with an image dataset. 

Kim [13], at NYU, set out to determine the effectiveness 
of convolutional neural network  for sentence classification. 
Kim proposed using word vectors that were pre-trained to 
effectively process information through a single layer of 
convolution. Kim’s experiments assigned text to its correct 
category based on the sentence structure. In his experiment, 
several model variants were implemented, however the variants 
were not well differentiated as for comparison each model had 
the same data source and same training algorithm was applied 
to identify the data category. 

 Yoon discovered that at its rudimentary level, with a 
single layer of convolution, the system performed as expected 
with the given hyper parameters. From this, it follows that 
supervised pre-training of word vectors is beneficial for neuro-
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linguistic programming. This may transfer over into the design 
of researchers’ future systems, if it can appropriately identify 
first the text in the image and then follow that with determining 
the tone of the sentence and its meaning. 

In the convolutional neural network , which is a type of 
neural network [18], there are multiple models that are in two 
basic groups: (1) scene labelling and (2) graphical interpretation 
approaches. In scene labelling, each individual pixel of an 
image is identified with a calculated value, whereas in graphic 
interpretation a field (class or feature area) may be comprised 
of a pixel array. The scene labelling method uses a feed-forward 
system, using a mechanism that recalls labels over processing 
layers.  This method of supervised learning has proven to be 
both feasible and effective.  

 The acceptance of convolutional neural network s and 
the development of the enhancement of results by adding elastic 
distortions for image analysis were not always so popular. In 
[18], the author approaches this issue, in the early 21st century. 
Elastic distortion is the alteration of an image through simple 
geometric changes, such as rotations, translations or skewing. 
In the convolutional neural network  system, the usage of elastic 
distortion, as the author describes, is used to recognize similar 
characters that have been slightly altered. In this case, we can 
also use elastic distortion to vary the training set of data to 
improve system performance. 

Quantum neural networks are the culmination of physics, 
mathematics, and computer science [19]. Much research on 
them have relied upon simulations done on classical neural 
networks. These simulations are reliant on universal ideas of 
quantum computing, which use the setup of multi-layer 
perceptrons to act as qubits. 

III. QUANTUM NEURAL NETWORKS
As the development of computers, including their 

underlying systems, grows at a faster pace, the design phase has 
begun to mirror that of our human brain model. Although how 
our human cognitive processes are designed has yet to be 
completely solved, the foundations of this has allowed 
engineers to propose methods that in simulations create neural 
networks that emulate human brain functions. The potential of 
brains and quantum computation seamlessly processing thought 
engages the imagination, although at this current moment, there 
is minimal practical reality of these thoughts [20]. This area of 
research is alive with quantum computing ideas, bringing out 
that quantum computing is using nature to do its work, as the 
quantum particles are found in nature, and seeking where this 
natural order could reveal more in neuro-computing and brain 
function [21].  

Neural network systems retrieve input data, process the 
information, and provide an output outlined by the set 
parameters. This has much in common with the design of brain 
learning systems.  Neurons in the human brain communicate via 
synapses to create consciousness and process information.  The 
current approach in research is to model that the mass of living 
synapses need to be replicated in the digital environment in 

order to create a comparable model. Nayak is one of many 
researchers who believe that the achievement of quantum 
neural network computing will deliver a digital brain model that 
is very close in capability to the brain [22]. 

The proposed architectures for a quantum neural network 
vary by design, some that are similar to classical neural 
networks, while other exhibit their own unique qualities. In the 
proposed model by Ricks [17], a simple quantum neural 
network will continue to utilize layered perceptrons. The 
perceptrons would include an input layer, at least one (if not 
more) hidden layers, and an output layer. Layers are connected 
fully, in a method that provides a link between every perceptron 
in a layer to everyone in the subsequent layer. Quantum 
networks would require two inputs to generate weight that the 
system will classify [17]. 

The possibility that the field of classical artificial neural 
networks can be generalized to the quantum domain by eclectic 
combination of that field with the promising new field of 
quantum computing. Each factor suggests a new interpretation 
of brain and cognitive function. Furthermore, new abilities in 
information processing that may yet to be acknowledged or 
discovered. As a whole, we may consider quantum neural 
networks as the next step in the evolution of computing system, 
as we shift our focus of our attention on artificial instead of 
organic systems 

QNN Background: 

QNN is an Artificial Neural Network(ANN) included in a 
system with Quantum Computation.   The reason researchers 
are attempting this is to develop more efficient algorithms in 
pattern classification or machine learning than what is available 
now in the capabilities of ANN. Quantum computation expands 
the computational behavior of machines to exponential 
capacity, using quantum parallelism and the effects of 
interference and entanglement [17]. Quantum computation 
promises to expedite the training of classical neural networks 
and the computation of big data applications, generating faster 
results. 

Quantum computing and quantum information ideas that 
are most powerfully driving research today originated with 
Richard Feynman, a physicist who realized that the 
development of future hardware would have to require quantum 
effects [23]. Feynman’s observation was that the limitation of 
the capacity of classical hardware, gates and wires would be 
overcome by demand, and those classical systems would need 
to be replaced by computers that would consist of only a few 
atoms using quantum forces to do their information processing. 

Some of the quantum concepts that help with 
understanding quantum neural networks are introduced below: 

Linear superposition is analogous to the mathematical 
standard of linear combination of vectors. Quantum computing 
recognized through a wave function exists in a Hilbert space 
[24]. 
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Coherence and decoherence has similarity with linear 
superposition. A quantum computer is coherent when linear 
superposition is in basis states and if there is no coherence a 
quantum computer is in decoherence [25]. 

Operators work on transformation of states on the wave 
functions on a Hilbert space [26]. 

Interference works on wave occurrence and it is measured 
in amplitude. Phase interfere constructively are in phase while 
wave peaks amplifying each other's amplitude. Phase interfere 
destructively will decrease or eliminate each other's amplitude 
[27]. 

Entanglement is a special quantum state that does not exist 
in classical computers. This reveals correlations [28]. 

In quantum computing, quantum information processing 
is completed by going beyond the classical binary system for 
computers. In traditional computing, systems use binary 
numbers, ones and zeroes, to indicate an on or off state; 
quantum computing utilizes superposition and entanglement to 
enable a system to expand beyond the classical binary. 

Superposition:  An object can exist in both forms of a 
binary, in the case of computing, it is a zero and one. 
Superposition can be illustrated in computing by two states 
occurring over the variable amount of occurrences. 

N cubes = 2N  states. 

Entanglement: An object that occurs in one state becomes 
paired with another state. 

QNN advantages include the following [15]: 

• memory capacity is in exponential
• lower number of hidden neurons provide higher

performance
• learns fast
• eliminates catastrophic forgetting for not having

pattern interference
• linearly inseparable problems for single layer

network solutions
• wires not required
• processing speed (1010 bits/s)
• small scale (1011 neurons/mm3)
• higher stability and consistency

Figure 3: Classical NN vs QNN [11] 

Quantum Neural Computing (QNN) is the joining of a 
classical neural network, which could be of a type such as a 
convolutional neural network(CNN), a deep learning neural 
network or an artificial neural network (ANN), with some 
aspect of quantum computing.  A previous obstacle to putting a 
quantum feature into a classical neural network system has been 
that quantum computation is a linear and unitary action, but all 
of the designs of the classical neural network depend upon 
nonlinear methods.  

Hu [12] has designed a way to solve this.  He found a way 
to have the nonlinear activation function needed for QNN to 
work inside the quantum neuron, even though it is the law that 
quantum computing operations must be both unitary and linear. 
He accomplished this by using a special quantum circuit, the 
Repeat-Until-Success(RUS) circuit.  

Lewenstein [29] twenty-two years before Hu, published 
research in which he proposed quantum perceptrons that would 
use linear algebra to receive input states, do a unitary 
transformation operation on them, and then deliver an output 
state.  What is different about Hu is that he tested it on a 
simulator (which was not available to Lewenstein) and he used 
a series of common gates to make his unique circuit. 

Hu then followed up his success on the simulator by 
testing his idea on the IBM’s quantum simulator [30] for a 5 
qubit machine.  In the RUS the action is repeated until a 0 is 
measured, which is found when a rotation with an angle is found 
in the quantum bit (qubit).  When he tested his quantum 
perceptron creating circuit on the IBM real 5 qubit machine.  It 
worked.  This work on an actual quantum computer, instead of 
a simulator, is very exciting.  At this point in time, Hu’s 
experiments work for “input in the range of [0, n/2]” so the 
capacity is very  limited [12].  One challenge is how much RUS 
will the qubits bear before they fall into quantum decoherence? 
Qubit states of coherence are perishable, and these quantum 
neurons must hold their states long enough to complete the 
neural network calculations.  However, this RUS design holds 
great promise for the future of Quantum Neural Networks. 
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Figure 4: RUS Quantum Circuit[12] 

The field of ANN contains multiple important ideas [31]: 

• the concept of a neuron or processing element
• the transformation which is performed by this

processing element (in general, input summation
and nonlinear mapping of the result in to an
output value),

• the interconnection construction between
neurons,

• the network dynamics and the learning rule
responsible for governing the modification of
interaction strengths.

The main concepts of quantum mechanics are [32] 
• wave function,
• superposition (coherence),
• measurement (Decoherence),
• entanglement, and
• unitary transformations.

It is a is a major challenge to establish communication in 
the development of a model of QNN with ANN.  

Lewestein [29] stated that in quantum perceptrons, the 
classical weights perceptrons are replaced as unitary operators 
to map input to output.  

Chrisly [33] proposed a design for feed forward artificial 
neural network using double-slit experiment. Menneer and 
Narayanan [10]  have extended Chrisly’s proposal for a single 
pattern quantum neural network. 

• Multiple universes or superposition principle of
quantum theory applied to neural computing. 

• The architecture of double-slit experiment provides the
basis for quantum artificial neural network. 

In the extended model a quantum neural network can be 
modelled on the basis of double-slit experiment and it includes 
the following [33]: 

• the photon gun is equivalent to the input pattern,
• the slit is equivalent to input neurons,
• the waves between the slits and the screen is equivalent

to the connections between the input and output neurons and 
the screen is equivalent to the output neurons 

ANN 
DOUBLESLIT 
experimental 

setup 
QNN 

Pattern Photon gun 
Quantum 

register holds 
input Pattern 

Input Neuron Slits 

Entanglement 
unitary 

evolution of 
input pattern 

Connection Waves 

Superposition 
of waves 

created by 
input pattern 

Output neuron Detector screen Pattern 
interference 

Weight Link Phase shift 
Table 1 ANN vs QNN 

IV QNN ADVANTAGE OVER ANN 
In QNN, N-set of training patterns forms a set of N-

homogeneous components and each training pattern is 
channeled to one component part and the set of weights 
connected to this component is changed to learn this training 
pattern. Due to the independent components for each training 
pattern, interference does not take place in the learning patterns. 
However, in a classical convolutional neural network, there is 
the possibility of pattern interference and the result is that the 
network unlearns, a form of catastrophic forgetting. 
Using different components in QNN separates the pattern and 
prevents this catastrophe.. It is required in a classical 
convolutional neural network, but in a quantum neural network 
there is no necessity of a decision plane to separate the patterns 
into classes. The components are trained as a superposition of 
networks.  It is also possible to first train classical networks and 
then combine them into a superposition of classes [22]. 
With a quantum neural network, training time is minimal as 
compared to classical neural network.  

V.  QNN OBSTACLES TO IMPLEMENTATION 

• Quantum Coherence – The system needs to maintain
coherence until the computation is complete. However, the 
Quantum system interacts with the environment; it is not 
possible to maintain the coherence. 

• Connections – The connections is measured by
entanglement of qubits. The measurement is the the main 
obstacle for entanglement. 

• The qubits need to form quantum perceptrons in order to
achieve an optimal quantum neural network. 

• A training algorithm specifically for a quantum neural
network needs to be utilized, instead of using training 
algorithms designed for classical computers. 
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VI. CONCLUSION AND FUTURE WORK

The Quantum Neural Network is still only theoretical. Since 
the three major obstacles to making it real have each had recent 
research breakthroughs, this powerful deep learning method 
will be possible very soon. There are lots of areas for growth 
and change as these breakthroughs become translated into 
practical experiments on real quantum computers. Once we are 
able to build and configure the neural network machines with 
optimal learning behavior, we can revolutionize the execution 
of computing behavior in exponential time. This will 
completely change deep learning and all of the ways we use it 
to improve the lives of mankind. There is the promise that 
researchers using quantum deep learning will soon solve 
previously unsolvable problems. In our future research, our 
goal is to build and train a quantum computing deep learning 
neural network program utilizing the circuit design of the new 
quantum perceptron, which we must test and improve, using the 
design of the quantum network training algorithm, and then run 
our neural network program on a real quantum computer, now 
available to researchers. 
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Quantum Computing Interface 

Stephan Barabasi, James Barrera, Prashant Bhalani, Preeti Dalvi, Ryan Kimiecik, Avery Leider, John 

Mondrosch, Karl Peterson, Nimish Sawant, and Charles C. Tappert 

Seidenberg School of CSIS, Pace University, Pleasantville, New York 

Abstract - The field of quantum computing is rapidly 

expanding. As manufacturers and researchers grapple with the 

limitations of classical silicon central processing units (CPUs), 

quantum computing sheds these limitations and promises a 

boom in computational power and efficiency. The quantum age 

will require many skilled engineers, mathematicians, physicists, 

developers, and technicians with an understanding of quantum 

principles and theory. There is currently a shortage of 

professionals with a deep knowledge of computing and physics 

able to meet the demands of companies developing and 

researching quantum technology. This study provides a brief 

history of quantum computing, an in-depth review of recent 

literature and technologies, an overview of IBM’s QISKit for 

implementing quantum computing programs, and two 

successful programming examples.  These two programs along 

with the associated Jupyter notebook pages will provide 

additional intermediate samples for IBM Q Experience. 

Keywords - quantum computer, qubit, QISKit, tutorial, 

student, IBM 

I.  INTRODUCTION 

In 1959, shortly after the arrival of the classical computer 

and the beginning of the digital era, theoretical physicist 

Richard Feynman gave a lecture series on electronic 

miniaturization titled “There’s Plenty of Room at the 

Bottom.”  Feynman proposed in these lectures that the 

exploitation of quantum effects could create more powerful 

computers. Quantum computers, machines that operate on 

qubits rather than traditional bits, are the manifestation of 

Feynman’s proposal [6].  

The discovery of quantum mechanics in the early 20th 

century laid the foundations for Feynman’s proposal. In 1905, 

Albert Einstein published a paper proposing the photon 

concept of light. In the paper, he described light as quantum 

particles that are “localized points in space, which move 

without dividing, and which can only be produced and 

absorbed as complete units [5].” This challenged the accepted 

model at the time, which viewed light only as a wave. 

Ultimately, Einstein’s revelation on the physical properties of 

light laid the groundwork for the development of quantum 

physics.  

Following Einstein’s quantum explanation of light, the 

field of quantum mechanics developed gradually with 

research by Werner Heisenberg, Niels Bohr, and Erwin 

Schrödinger [11]. Quantum mechanics states that the position 

of a particle cannot be predicted with precision as it can be in 

Newtonian mechanics. The only thing an observer could 

know about the position of a particle is the probability that it 

will be at a certain position at a given time [11]. By the 1980’s 

several researchers including Feynman, Yuri Manin, and Paul 

Benioff had begun researching computers that operate using 

this concept. 

The quantum bit or qubit is the basic unit of quantum 

information. Classical computers operate on bits using 

complex configurations of simple logic gates. A bit of 

information has two states, on or off, and is represented with 

a 0 or a 1. The qubit has a |0⟩ state, called zero-ket and a |1⟩ 
state called one-ket. When zero-ket is measured it produces a 

classical 0. When one-ket is measured it produces a classical 

1. The most notable difference between classical and quantum

bits is that the qubit can also be in a state that is a linear 

combination of both |0⟩ and |1⟩. This vector property of the 

qubit is called superposition. Superposition allows for many 

calculations to be performed simultaneously [9]. Another 

distinct property is that qubits can become entangled. 

Entanglement “is a property of many quantum superpositions 

and does not have a classical analog” [9]. Observation of two 

entangled qubits causes random behavior in the observed 

qubit, however, the observer can tell how the other would 

behave if observed in the same manner [9]. The correlation of 

random behavior between entangled qubits is responsible for 

the extra computing power of quantum machines. 

Quantum computers are useful for large scale problems 

that classical computers lack the computational power to 

solve in a reasonable amount of time. Superposition creates 

opportunities to implement more efficient factoring, 

searching, sorting, modeling, and simulation algorithms. 

According to C. G. Almudever et al. factoring a 2000 bit 

number using Shor’s algorithm on a quantum computer would 

take one day. Factoring the same number using a classical 

computer would take a data center the size of Germany one 

hundred years to complete [1]. 

Quantum computing promises breakthroughs in fields 

that deal with large datasets and require massive amounts of 

processing power such as genetics, molecular modeling, 

astrophysics, chemistry, data science, artificial intelligence, 

and cryptography.  This expanding field will need many 

trained professionals proficient in both physics and 
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computing. This study will document the student experience 

using the IBM Q Experience and QISKit to pursue training in 

programming for quantum computers. 

II. STUDY OVERVIEW

This study explores the educational material available 

online for students interested in programming for quantum 

computers focusing on the interface offered by IBM that 

allows users to run code on publically available quantum 

computers or quantum simulators.  

The study uses IBM Q Experience to create two simple 

quantum programs and documents the experience working 

with the development kits, programming languages, user 

interfaces, online documentation, and tutorial information. 

The study utilizes IBM’s QISKit, a Python based 

development kit, to create a simple random password 

generation program and a card game program that runs on 

IBM’s publicly available quantum computer in Yorktown, 

New York. 

The goal of this study is to produce an informational 

review of a student’s early experience with quantum 

computing focusing on improving the currently available 

material in order to attract more students to the growing field. 

Toward this goal, the study includes a supplemental “quantum 

tutorial” using Jupyter Notebook that incorporates the 

example programs and serves as a guide for students 

interested in quantum computing. 

III. LITERATURE REVIEW

In 1965, Gordon Moore, the co-founder of Fairchild 

Semiconductor and Intel proposed that transistors (the main 

component of central processors) would keep shrinking every 

year due to engineering advancements in the semiconductor 

industry. Specifically, Moore claimed that the industry would 

double the number of transistors in CPUs approximately 

every year. He would later revise this to every 2 years in 1975, 

while David House, an Intel executive at the time, noted that 

the computing power would also double every 18 months 

[10]. In the late 1950s, some chips contained 200 transistors; 

and by 2005, “Intel would produce chips with 1 billion 

transistors [10].” The semiconductor revolution gave rise to 

the internet, smartphones, and the Internet of Things.  

Consumer demand for more powerful devices has 

increased, and manufacturers have strived to push the limits 

of Moore’s law. However, simple physics dictates that 

transistors can only be so small. “No physical quantity can 

continue to change exponentially forever,” Moore said in 

2003 [10]. In March of 2016, the semiconductor industry 

would formally acknowledge the nearing end of Moore’s law 

[14]. This was due in part to the excess heat generated by 

densely packed silicon circuity in small devices, and that 

when transistors shrink to only 10 atoms across, “electron 

behavior will be governed by quantum uncertainties that will 

make transistors hopelessly unreliable [14].” Researchers 

hope that quantum computing will allow a new phase of 

exponential growth in computing speeds. IBM announced in 

a press release in May of 2016, “with Moore’s Law running 

out of steam, quantum computing will be among the 

technologies that could usher in a new era of innovation 

across industries [7].”  

In his influential paper, “The Physical Implementation of 

Quantum Computation” David DiVincenzo proposed five 

criteria that quantum computer implementation must meet. 

First, the system must utilize qubits for making computations. 

Second, the system must have the ability to initialize the 

qubits to a known state. Third, the computer must use a 

universal set of quantum gates. Fourth, the gates must operate 

faster than the information stored in the qubits can be lost due 

to interaction with the surrounding environment. And finally, 

measurement of information contained in qubits must be 

possible [3]. A machine that meets these criteria is classified 

as a quantum computer. 

The first quantum computer was built at Oxford 

University in 2004. The machine was a nuclear magnetic 

resonance (NMR) machine that was able to solve simple 

calculations twice as fast as a classical computer. NMR 

machines utilize magnetic field emissions created by 

electrons orbiting a nucleus and radio waves of varying 

frequencies to manipulate the electron fields causing the 

electrons to act as qubits [11]. 

In the last five years, large corporations such as Google 

and IBM, and startups such as Rigetti and Quantum circuits 

have had major success implementing superconductor 

quantum computers. Superconductor computers require 

temperatures of milli-Kelvin to operate. Qubits can store 

information through the charge of the particles. 

Superconductor machines use pulses of radio frequencies to 

control qubits in order to execute quantum operations [11]. 

Researchers are also working on other implementations 

of quantum computers. Linear optic machines have potential 

for future breakthroughs due to low infrastructure cost. 

Diamond machines use impurities in diamonds to capture 

single electrons and use them as qubits. Diamond machines 

have the advantage over superconductors in that they can 

operate at 4 Kelvin. The potential benefits of Diamond 

implementations are promising, however the diamond is not 

as well researched as other technologies. 

The cutting edge of quantum computer implementations 

is the anyon computer. Researchers theorize that “under some 

circumstances certain material can behave as if they are 

holding particles that do not actually exist, known as 

quasiparticles [13].” These quasiparticles, or anyons, can be 

used as qubits. The physical properties of anyons protect from 

decoherence and give anyon machines an advantage over 

other implementations. Anyon research is promising although 

still in the theoretical phase. 

There are many engineering challenges in quantum 

computing. As mentioned above, decoherence describes a 

process in which information stored in qubits is lost due to its 
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interaction with the environment. All implementations of 

quantum computers discussed above suffer from 

decoherence. Decoherence must be accounted for using 

quantum error correction (QEC). QEC is necessary for 

accurate calculations but drastically increases the necessary 

number of qubits required for computations [1]. 

Quantum computers must also be capable of fault tolerant 

(FT) computations. Fault tolerance means that small errors do 

not lead to information loss or larger errors in calculations. C. 

G. Almudever et al. suggest that a number of qubits in the 

millions may be required to perform QEC and FT 

computations successfully [1]. 

Another challenge is that quantum computers are 

expensive, large, and difficult to maintain. For most 

organizations, it is impractical to implement a machine with 

even a small number of qubits. Cooling the quantum machine 

accounts for much of the cost and difficulty of operation. 

Similar to classical computers, quantum computers require 

cooling, but at much lower temperatures. When a qubit 

changes its state it generates heat, and because Qubits change 

states often during program execution they can generate 

massive amounts of heat. Cooling quantum superconducting 

processors requires extremely low temperatures. For 

example, at D-Wave Systems in British Columbia Canada, 

the cryogenic system processor operates at 15 millikelvin, 

“approximately 180 times colder than interstellar space.” In 

other words, the quantum processor requires -460 degrees 

Fahrenheit or -273 degrees Celsius to operate [4].  

Due to massive operational costs and engineering 

challenges, R. Van Meter and S. J. Devit have proposed two 

new criteria to be added to DiVincenzo’s original quantum 

criteria. First, that quantum systems be small, cheap, and 

reliable enough to be practical and fast enough to make using 

one worthwhile. Second, that “implementation limitations 

make locally distributed computation imperative, which 

requires system area networks that are fast, high-fidelity, and 

scalable” [13]. These two criteria have led to research into 

distributed quantum systems. If one organization is able to 

maintain a 20 qubit machine, another organization a 15 qubit 

machine, and a third organization a 12 qubit machine, the 

ability to use all three machines simultaneously would allow 

the quantum computation to access 47 qubits. Researchers are 

currently working on connecting and scaling these machines. 

The complexities of creating distributed quantum 

systems show the necessity for attracting students and 

professionals from multiple disciplines to the field. 

Researchers skilled in multiple disciplines of physics are 

needed to develop quantum chips. Electrical engineers and 

computer architects must develop quantum instruction set 

architectures and error correction schemes. Computer 

scientists must develop quantum compilers and higher level 

programming languages capable of running on quantum 

hardware. Chemists and materials engineers must develop 

hardware capable of maintaining the quantum states of qubits 

and extremely low temperatures. Quantum computing sits at 

the crossroads of these disciplines. Attracting skilled and 

knowledgeable individuals to the field of quantum computing 

is vital to its future success. 

IV. METHODOLOGY

This study utilizes IBM’s QISKit, a Python based 

software development kit to implement two quantum 

computing examples. The QISKit requires Python 3.5 or later 

and runs on Windows, OSX, and Linux. Users who register 

with IBM can gain access to the Q Experience API which 

allows users to run code on a publically accessible quantum 

computer in Yorktown, NY. Currently, IBM allows access to 

three quantum chips. IBMQX2 and IBMQX4 are both 5 qubit 

chips. IBMQX5 is a 16 qubit chip [8]. The QISKit also allows 

users to run quantum simulations on a local machine. 

The basic structure of a quantum program is organized 

into three steps: build, compile, and run. In the build step, the 

user creates a quantum circuit composed of quantum registers. 

The user can then add quantum gates to manipulate the 

registers. Gate are essential to quantum programs. They 

perform operations directly on qubits. In the compile step, the 

user selects a backend, either their local machine or a 

publically available IBM quantum chip, on which to execute 

their quantum code. In the final step, the user runs the code 

and receives a result. The user can select various options that 

can affect execution in the step. 

All quantum programs operate on qubits using gates. A 

single qubit is represented visually using a Bloch Sphere. 

Figure 1 is an illustration of a Bloch Sphere. The Bloch 

Sphere has a radius of 1 and a vector from its center to its 

surface. The state of the qubit is represented by the point 

where the vector meets the surface of the sphere. The point at 

the top of the sphere represents |0⟩ and the point at the bottom 

of the sphere represents |1⟩. Gates manipulate the position of 

the qubit on the surface of the sphere to perform calculations 

[9]. 

Figure 1 - Bloch Sphere representation of a qubit with X, Y, and 

Z axis labeled. |0⟩ at the top of the sphere. |1⟩ at the bottom of the 

sphere. The position of the qubit on the surface of the sphere is 

represented by the solid orange vector. Angle θ represents a state 
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of superposition when the value of the qubit is between |0⟩ and 

|1⟩. Angle ϕ represents rotation around the Z axis or phase of the 

qubit [9]. 

The quantum gate is the primary tool a developer can use 

to interact with qubits. Therefore, in order to write a quantum 

program, a developer must have a thorough understanding of 

how to use quantum gates. The following sections will 

explain in detail the two quantum computing program 

examples produced by this study including how they make 

use of quantum gates. 

V.  PROGRAM I - QUANTUM WAR 

The first programming example is the quantum version 

of the children’s card game “War.” This program 

demonstrates a practical application for the quantum principle 

of superposition. It shows how a small number of qubits can 

do the work of many classical bits by using a real-world 

example to increase understandability. It also illustrates how 

to create and measure two quantum circuits. 

To play the game, a deck of playing cards is divided 

evenly among two players. Each player simultaneously 

reveals a card, the player with the card of the highest order 

wins the battle. The winning player claims the losing player’s 

card. The first player to run out of cards loses. After drawing, 

the cards are removed from the deck. Traditionally, the rules 

of War state that the losing player’s cards are added to the 

winning player’s deck. This study has opted to forego this 

portion of the rules to keep the example simple for those first 

learning about quantum programming. This study has also 

opted to omit the three card W-A-R draw at the start of each 

round for simplicity. 

A traditional deck of cards contains fifty-two unique 

cards. In order for a classical computer to represent one card 

of the fifty-two options, six bits are required. In comparison, 

a classical computer requires three hundred and twelve bits 

(six bits per card) to represent all fifty-two options 

simultaneously. The principle which allows the quantum 

computer to represent all fifty-two options with only these six 

qubits is superposition. Superposition, illustrated in Figure 2, 

is when the value of a qubit is a linear combination of both |0⟩ 
and |1⟩. This means that the qubit represents all possible 

values simultaneously. Thus, six qubits, all in a state of 

superposition, represent all fifty-two possibilities when 

drawing from a deck of playing cards. 

This study slightly modifies the rules of War to illustrate 

more fully the quantum principles at play. Each player plays 

with a full deck of fifty-two cards. Each deck is represented 

by six qubits, twelve qubits in total. 

The program begins with two classes that are used to 

keep track of the cards in each player’s deck. The Card class 

holds information about each playing card including, the suit, 

name, and value of the card. The Deck class contains logic for 

creating a deck of cards containing 52 cards with values 2-10, 

Jack, Queen, King and Ace with suits Clubs, Diamonds, 

Hearts, and Spades. It also contains the logic for drawing a 

card and removing it from the deck. 

Following the class definitions, the user chooses to run 

the program on a local quantum simulator or IBM’s 

IBMQX5, a 16 qubit chip. The simulator runs faster than 

making a connection to the IBMQX5 and is guaranteed to 

produce a result. Due to high volume of usage, a request to 

use the IBMQX5 can sometimes timeout. 

Next, the program creates two quantum circuits to 

represent each deck. Each circuit contains six qubits. All six 

qubits have an H gate applied to them to induce a state of 

superposition represented in Figure 2. This will allow all six 

qubits to potentially represent any of the 52 cards in the deck. 

The program now contains two quantum circuits, each of 

which represents a deck of 52 playing cards. 

Figure 2 - Bloch Sphere representing H gate rotation around the 

X + Z axis. The qubit, represented by the orange arrow, begins 

with a state of |0⟩. After the H gate performs the rotation, the 

qubit is in a state of superposition. The value of the qubit is a 

linear combination of both |0⟩ and |1⟩ [9]. 

Next, the battle between players begins. Player One's 

quantum circuit is measured. This represents drawing a card 

from the top of the deck. Then, player Two's quantum circuit 

is measured. The measurement returns the probability of 

drawing any one of the fifty-two cards from the top of the 

deck. The card drawn is determined by the measurement 

taken of the state of the qubits.  

The six qubits representing each deck are measured 1024 

times. One measurement is referred to as a “shot”. In a single 

shot, the probability that a qubit is equal to |0⟩ or |1⟩ is 

measured and recorded. After all 1024 shots, a dictionary is 

returned that contains the number of times all sixty-four 

combinations of the six qubits were measured. The value 

between 000000 and 110011 that is measured with the highest 

frequency corresponds to the card that the player drew. The 

drawn card is then removed from the deck and cannot be 

drawn again. Finally, python logic compares the two cards 

and determines a winner for the battle. 

The program then presents the players with the cards that 

they drew and the likelihood that the qubits represented that 

card at the time of measurement. The likelihood is calculated 

by dividing the number of times the value was measured by 
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the total number of shots and represented as a percentage in 

the output. Sample output is presented in Figure 3.   

Figure 3 - Sample output of the Quantum War program. Player 

1 drew the 3 of Clubs. This draw was measured in 2.73% of 

shots.  Player 2 drew the 6 of Spades which was measured in 

2.34% of the shots. 

The program is successfully able to simulate a truly 

random event. In classical computing, random functions are 

usually pseudorandom. The functions must be seeded with the 

date and time or other information to produce a result that 

seems random but is not actually random. In contrast, the 

behavior of the qubits is truly unpredictable. Thus, when 

measuring qubits to represent a real world activity, such as 

drawing a card from a shuffled deck, the result is truly 

random. The card game simulation employs qubits in a 

practical situation that requires truly random results. 

VI. PROGRAM II - RANDOM PASSWORD

GENERATOR 

The second programming example is the quantum 

version of a random password generator. This program 

demonstrates how to use superposition to generate ASCII 

characters. It also shows how a small number of qubits can do 

the work of many classical bits and uses a practical example 

to increase user engagement. It also shows how to use a single 

measurement to get multiple results and illustrates how to 

account for noise when measuring a quantum circuit.  

This program uses a quantum circuit to create a truly 

random password using English ASCII characters. The 

program uses an 8 qubit quantum circuit to generate a variable 

length random password. A single ASCII character, 

represented on a classical computer, uses 8 bits. In the 

classical implementation, 8 bits represents a single character, 

and only that character. In order for the classical machine to 

represent a different character, the value of one or more bits 

must be changed or more bits must be used. The quantum 

implementation can utilize superposition to create multiple 

characters using only 8 qubits by measuring each qubit 

multiple times. Thus, the quantum circuit represents all ASCII 

characters simultaneously when in a state of superposition. 

The quantum computer has two advantages over the 

classical computer when it comes to password generation. 

The first advantage is that because quantum computers use 

qubits with superposition, they can generate longer passwords 

in less time than a classical computer. The second advantage 

is that the quantum computer is capable of generating a truly 

random password while the classical computer is not. While 

the classical computer utilizes pseudorandom functions to 

produce results that seem random, only qubits can produce 

truly random results. As with the Quantum War program, the 

motion of quantum particles is unpredictable. Thus, using 

qubits can produce a password that is truly random and thus 

stronger than a random password generated on a classical 

computer. 

The program begins by creating an 8 qubit quantum 

circuit. Next, the program uses gates to set the qubits to the 

proper states for execution. All English ASCII characters 

begin with the leading bits 01. The following six bits are 

variable and can be set to either 0 or 1 depending on the 

character being represented. Thus, to represent an ASCII 

character with qubits, the leading two qubits, qubits 7 and 6, 

must be set to 0 and 1 respectively. These values must not 

change during the execution of the program or non-English 

characters will appear in the results. The program achieves 

this by leaving qubit 7 in its initialized state of 0 and using an 

X gate to set qubit 6 to 1. Next, qubits 0 through 5 are put into 

a state of superposition using H gates.  

When all eight qubits are set to the correct values, the 

program measures the quantum circuit. This determines the 

characters that are used to generate the password. By 

measuring the qubits, the program can determine the 

probability that they represent a particular character at the 

time of measurement. The eight qubits representing a single 

character are measured in 1024 shots. Each shot is a single 

measurement that represents a single character. After all 1024 

shots occur, QISKit returns a dictionary that contains the 

frequency that each character was measured. Figure 4 shows 

the dictionary representation of the measurement results. 

Figure 4 - An excerpt from the dictionary representing the 

frequency that each character was measured during each of the 

1024 shots. On the left, is the binary representation of the 

character and on the right the number of shots which the 8 

qubits represented that character. The first character in the 

dictionary ‘01101110’ is the character ‘n’ and it was measured 

in 13 of the 1024 shots. 

Because Quantum measurements can be noisy, the 

program must also account for noise in the measurement. 

Noise is unintended environmental interference that may 
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distort the results of a measurement. To account for this, the 

program eliminates all results that were measured in less than 

2% of shots. The 2% noise threshold is recommended in 

several QISKit examples. The program assumes that any 

character which appears in greater than 2% of shots is a 

legitimate qubit value and not noise. In Figure 4, the results 

of 1024 shots are displayed. The character ‘01101110’, the 

character ‘n’, was measured in 13 shots. To determine if the 

character ‘n’ was actually measured or is the result of noise, 

the program divides 13 by 1024 which equals 0.0127. Since 

the character ‘n’ only appeared in 1.2% of shots, it is 

indistinguishable from noise and thus is not included in the 

password. This noise threshold check is performed for each 

measured character. All characters that the program measures 

in more than 2% of shots are added to the password.  

Because the program accounts for noise, the final length 

of the password is variable. Generally the password is 

between six to eight characters but may be longer or shorter. 

This is due to the random nature of qubits and the fact that 

noise can distort measurements. Sometimes the measurement 

frequency of a few characters rises above the noise threshold. 

Other times, ten or more characters may be measured over 2% 

of the time. Figure 5 shows three sample passwords generated 

by the quantum program. Each column represents a single 

password. On the left, is the character and on the right the 

percentage of shots that it was measured in. Running the 

program multiple times will predictably produce varied 

results. 

Figure 5 - Three output examples of the Quantum Random 

Password Generator. Each character of the password is 

displayed vertically with the probability that the character was 

measured displayed across from it. The passwords are variable 

length depending on how many characters were measured more 

than 2% of the time to account for noise. 

This program can create randomized passwords that 

meet acceptable password guidelines. The passwords are truly 

random, use upper and lowercase English characters and most 

commonly used special characters. Similar to the last 

program, it illustrates the concepts of superposition and uses 

qubits to represent multiple outcomes simultaneously. In 

addition to having real world application, the combination 

program can also help students understand intermediate 

quantum concepts like noise, H gates and X gates.  

VII. RESULTS

This study successfully developed two working quantum 

programming examples that return valid output. Both 

programs illustrate the quantum concepts of superposition and 

how to utilize gates to perform operations on qubits. The 

programs also demonstrate the efficiency of performing 

calculations using qubits rather than using classical bits. 

The first program, Quantum War, shows how qubits can 

simulate a tangible activity such as drawing from a deck of 

cards. The program runs on the local simulator as well as the 

16 qubit IBMQX5 machine available over the internet. The 

program is more economical in its representation of cards than 

a classical machine and each card drawn is truly randomized. 

Figure 3 represents a single output example showing a single 

battle in which each player has drawn a card from a 

randomized quantum deck. 

The second program, Quantum Random Password 

Generator, successfully produces truly random passwords. It 

uses all English ASCII characters, both uppercase and 

lowercase, and commonly used special characters. In 98% of 

attempts the program generates a password of 7 to 14 

characters in length, which will satisfy most password 

requirements. The program runs on the local simulator as well 

as the IBMQX5 quantum machine. Figure 5 represents three 

output examples from the Quantum Random Password 

Generator. 

This study utilized various IBM Q Experience tutorials 

and the QISKit software development kit to create a 

development environment using Python 3.5, Conda, and 

Jupyter Notebook. The IBM tutorials were student friendly, 

however the difficulty increased significantly after 

introduction to the basics. The IBM QISKit tutorials require 

more intermediate level examples that illustrate simple 

operations using quantum gates with less abstract 

functionality. This study offers two such practical examples, 

Quantum War and Quantum Random Password Generator, to 

the growing body of literature. This study also produced 

Jupyter Notebook pages that accompany each program and 

document how the program operates. Jupyter Notebook is an 

integrated development environment (IDE) that allows 

developers to create a document that contains runnable code 

and formatted narrative text tutorials. The notebook pages that 

accompany each program were written to match the style and 

substance of existing IBM QISKit tutorials.  

The notebooks will serve two purposes. First, they 

organize the code into understandable blocks and explain how 

each block functions. This approach is preferable to in-line 

comments because they are clearer, more visually appealing, 

easier to understand, and can contain explanations of concepts 

not normally found in in-line comments. Figure 6 shows an 

example notebook page. 
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Figure 6 - An excerpt from a Jupyter Notebook page. This 

excerpt is from the Quantum War program and shows how to 

create and initialize a quantum circuit. At the top of the figure 

is the narrative explanation and below a neatly separated block 

of code that can be run from within Jupyter Notebook. 

Overall, this study found that Jupyter Notebook pages are 

better for the student learning experience than parsing in-line 

comments or reading documentation and code in separate 

documents. The second purpose of the notebooks is to serve 

as a tutorial for students interested in quantum computing who 

have read and understood basic quantum programming 

examples, but are not ready for more advanced material. This 

study found that more intermediate material of this nature was 

needed. As mentioned in the last paragraph, there is a large 

gap between introductory material and advanced material. 

This study provides two working intermediate programming 

examples that can help students bridge the gap from basic 

quantum programming to understanding advanced examples. 

Overall, the student quantum experience was a positive 

one. IBM’s tutorials and visual aids to familiarize users with 

both the programming environment and underlying physical 

principles are well-crafted and understandable. IBM has 

clearly documented the functionality of the QISKit on the Q 

Experience website. IBM’s choice to write the QISKit in 

Python is advantageous because Python’s easily readable 

syntax clearly demonstrates quantum concepts such as 

initializing a quantum circuit, applying gates to qubits, and 

printing the results in a classical format. The only negative of 

note is that it can be difficult to find clear explanations that 

bridge the gap between intermediate and advanced quantum 

topics such as QRAC (Quantum Random Access Code) and 

Phase Gates. This study has contributed two intermediate 

quantum programming examples for students interested in 

advancing their quantum programming knowledge. 

VIII. CONCLUSIONS

The two examples presented in this paper are available to 

the researchers at IBM for use in the QISKit tutorial materials. 

These concrete and familiar examples - a card game and 

random password generator - have the potential to enrich a 

student’s introduction to quantum programming and can 

assist in filling the gaps between beginner and advanced 

learning materials. 

The future for quantum computing is bright. However, 

there are still hurdles that must be cleared. High cost, poor 

error correction, limited access to existing quantum machines 

for learning and experimentation, and untrained personnel 

still stymie development and adoption. While there is a wealth 

of introductory material available on the web from various 

publications, news outlets, and educational institutions that 

covers the background information of quantum computing 

and quantum mechanics, little content exists outside of IBM 

QISKit that clearly explains programming for quantum 

computers. For instance, currently there are none or few 

tutorials for quantum programming found on popular 

programming learning sites like Udemy, Udacity, Coursera, 

and Youtube.  As companies such as IBM, Google, and 

Microsoft scale up their quantum computing research, there 

will certainly be a need for more quantum programmers.  

As argued by R. Van Meter and S. J. Devitt, affordability 

and scalability of quantum implementations will increase 

their usefulness in a broad range of fields, including 

biophysics and security [13]. As the usefulness of quantum 

computers increases, their availability will increase. As their 

availability increases, the need for trained quantum 

programmers will also increase. This study offers simple, 

high-yield student-to-student teaching examples for 

introductory courses in quantum computing. Helping students 

develop literacy in programming for quantum computers will 

depend on educators who can create clear, applicable, and 

engaging teaching materials that will attract motivated 

programmers to the field and help usher in the next revolution 

in computing.  
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Abstract—There is little research or information on how best
to train students on the important ideas of quantum computing.
This is a startling observation, as quantum computing is a
revolution in information processing whose discoveries are being
made at a rapid pace. Hundreds of millions of dollars are being
invested in quantum computers by nation-states and by compa-
nies. To innovate, develop, operate and maintain these quantum
computers takes a well educated workforce that understands
what is happening and what the objectives are. In an effort to
achieve with quantum computing the point at which the quantum
computer is more efficient than a classical computer at some
tasks, intense efforts are underway in multiple global locations,
where, for example, microwave engineers are added to the
quantum computing team, or software engineers, programmers,
heating and cooling engineers or computer engineers. Where
are they getting their quick and intense training to introduce
them to the team? On site, presumably. Who is training and
teaching them? Is it expected of the hard pressed researchers,
never trained in the best way to teach, themselves, to be taken
away from their priority time to familiarize the newcomers?
We are two PhD Computer Science candidates, experiencing the
learning of quantum computing for the first time, and we wish to
share our experiences and best discoveries to help others shorten
their time to understanding. It is our belief that the best time
to introduce quantum computing now is in a honors level high
school course, or as an undergraduate. A high school student
approaches quantum computing from an unbiased perspective,
with an attitude that is positive about their future and the role
of quantum computing in it. We present that it is possible to
teach high school students in such a way that the mathematics
and physics of quantum computing feels more natural to learn
than classical computing.

Keywords—Quantum Information Systems, Quantum Comput-
ing, Pedagogy

I. INTRODUCTION

There is very little research or information on how best to
train students on the important ideas of quantum computing.
Challenged by our Quantum Computing course for PhD stu-
dents of Computer Science, we searched extensively for better
materials than our heavily cited textbook[1] and our professors’
lecture slides [2] and our search turned up dry.

Physics is making quantum computing possible, however
the driver for the massive investment in the field is computer
science, with hundreds of millions of dollars being invested in
quantum computers by nation-states and by companies.

Quantum computing development has been ongoing for
several decades. Something recently has changed. The sudden
demand for qualified quantum computing personnel is because
of the recent leap forward in technology with successful
quantum computers in 2016 when IBM put a small quantum
computer on the cloud. According to one of the authors of
our primary textbook[1] in this course, Isaac Chuang, MIT

Professor, ”...quantum computing is actually real. It is no
longer a physicist’s dream – it is an engineer’s nightmare.[3]”

When Google in 2018 announced its latest 72-qubit quan-
tum computer[4], named Bristlecone, it said that Bristlecone
will achieve Quantum supremacy. This quantum supremacy
is the prize that all quantum computing efforts are reaching
for - it is the point at which the Quantum computer is
better at computations than the best classical computer (in
the mind of Google, that means supercomputers) can be [5].
Quantum supremacy is not universal - there will always be
some tasks that classical computers will do better than quantum
computers. The IBM and Google quantum computers are
built in similar ways. Microsoft, DWave, Intel and IonQ have
quantum computer ventures, with different designs.

Teaching information technology and computer science
subjects is done in a different manner than the teaching of
physics. We recommend using flashcards[6], that use a time
sensitive algorithm to enhance memory formation. Flashcards
are helpful for memorizing essential details that will speed
up comprehension of quantum computing, similar to how a
person learning computer programming must memorize some
commands, methods and steps in order to get to the business
of learning programming.

Additionally, we propose a free short interactive online
course, that can be reached by either mobile phone or com-
puter.

Our project is to teach quantum computing and show by
example how it can be taught better than it is now.

In this study, we present the key fundamental ideas to learn
in order to program quantum computers.

II. LITERATURE REVIEW

Kaye, Laflamme and Mosca’s[7] introduction to quantum
computing quickly covers the basics, and then launches with
ever increasing complexity into the quantum algorithms that
are the centerpiece of the book, with a crescendo reached
in the quantum error correction chapter. The problems of
error correction are vital to the eventual success of quantum
computing, so this book is right to focus on them.

Kitaev, Yu and Vyalyi’s[8] book on classical and quantum
computing starts as its foundation for Part 1 the logic of
classical computing, ending on probability and games in the
classical sense, and then in Part 2 draws the reader into
quantum computing, drawing similarities and differences to
illustrate. In Part 3, the authors have written out 57 pages
containing all solutions to every problem in the book, with
careful detail that completely explains the answers.

Marinescu and Marinescu[9] approach quantum computing
as a mathematical abstraction, which most quantum computing
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works do, but with the pessimistic idea that useful quantum
computers are decades away. The authors start their textbook
discussion in physics, and discuss light waves and photons
at length in the first chapter as contrasted to Kitaev, et al,
who start their text with classical computing. Interestingly, the
Marinescus only need tensor product and vectors throughout
the book to explain all of the quantum ideas. The Walsh-
Hadamard Transform, Fast Hadamard Transform, Modular
Arithmetic, Abstract Algebra, Chinese Remainder Theorem,
and Fourier Transform are separated out as math that is too
difficult, and these subjects are all put in the appendix.

Nielsen and Chuang[1] have written the most fundamental
book on the subject of Quantum Computing. It has, at this
writing, according to Google Scholar, been cited by other
researchers 30,762 times in less than 10 years. However, it has
many flaws. The text is peppered with engaging exercises and
problems, but no solutions. It makes several assumptions in the
mathematical formulas, assumptions that would be natural to
a mathematician or a physicist, but not natural to a computer
scientist. These assumptions make the steps hard to follow.
It explains some ideas long after the reader needed them to
understand a concept. It could be that it is cited so much
because it was one of the first textbooks published on the topic
of quantum computing, and not because it is terribly good.

Reiffel and Polak[10], in their gentle introduction, place
their emphasis on definitions, and making definitions between
different but similar ideas more clear. They also feel it nec-
essary to explain the entanglement of multiple qubits, this
confusing area, that is beyond the purposeful entanglement of
a pair of qubits. Their book is theoretical, yet they take pains
to explain decoherence, fault tolerance, and error correction
- all of which are part of the actual quantum computing
environment.

III. PROJECT REQUIREMENTS

Classical computing uses bits, the smallest piece of data,
of 1 or 0, off or on. All of its logic gates are built on this
principle. The qubit or quantum bit, the smallest piece of data
in quantum computing, can be 0 or 1 or any value in between
and not just on a one dimensional line but in 3 dimensional
space.

The Bloch Sphere is used to visualize a single qubit. The
North pole is the zero ket, the South pole is the one ket,
and the other vectors on the sphere are representations of the
superpositions.

The value of a qubit is represented by the equation

α |0〉+ β |1〉 . (1)

|0〉 and |1〉 are examples of a physics notation, called kets, and
they represent vectors. α and β represent complex numbers
which fall inclusively between 0 and 1. The values of α and
β are limited because they must satisfy the equation α2 + β2

= 1. α2 is the probability that the value of the qubit is 0 and
β2 is the probability that the value is 1. The initial value of
of the qubit is |0〉, in Equation 1, where the α = 1 and the
β = 0.

The operators on the qubits are called gates and are
analogous to the logic gates (and, or, and not) in classical

Fig. 1. Bloch Sphere [11]

computing. These gates are represented as matrices. A gate
that operates on a single qubit is represented by a 2x2 matrix.
Gates that operate on more the one qubit are correspondingly
larger.

A. Linear Algebra

Because the qubit is represented by a vector and the
operations on the qubit or multiple qubits is done by matrix
manipulation, some knowledge of linear algebra is required.
Don’t worry, the amount you need is only a small part of
linear algebra and also the easier part.
The essentials[12]

Scalar is a number which can be complex, eg. a +
bi

Vector A vector has a magnitude and a direction. A
column vector is a n x 1 matrix, while a row vector is a 1 x
n matrix. Each element of a vector is a scalar and represents
a dimension.

• Vector is a mathematical concept.

• Ket - |ϕ〉 - is a physics concept and is a vector in
Hilbert space and is a column vector.

• Bra - 〈ϕ| - is the conjugate transpose of a ket and is
a row vector.

|ϕ〉 =
[
a
b

]
(2)

〈ϕ| = [ a b ] (3)

Matrix A matrix is n x m and every element is a scalar. Below
is a 3 x 4 matrix.[

a00 a01 a02 a03
a10 a11 a12 a13
a20 a21 a22 a23

]
(4)

Vector and Matrix Addition To do vector or matrix addition,
simply add the corresponding element.

[
a0
a1
a2

]
+

[
b0
b1
b2

]
=

[
a0 + b0
a1 + b1
a2 + b2

]
(5)
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[
a00 a01

a10 a11

]
+

[
b00 b01
b10 b11

]
=

[
a00 + b00 a01 + b01
a10 + b10 a11 + b11

]
(6)

Multiplication by a scalar To multiply by a scalar, simply
multiply each element by the scalar.

s

[
v1
v2

]
=

[
sv1
sv2

]
(7)

s

[
a1 b1
a2 b2

]
=

[
sa1 sb1
sa2 sb2

]
(8)

Transpose The superscript T identifies the transpose operation.
The transpose is done by swapping the top right element with
the bottom left element and similarly swapping each element
on one side of the diagonal with the corresponding element
on the other side of the diagonal. The diagonal itself is not
changed.[

a00 a01 a02
a10 a11 a12
a20 a21 a22

]T
=

[
a00 a10 a20
a01 a11 a21
a02 a12 a22

]
(9)

Taking the transpose of a column vector gives a row vector
and the transpose of a row vector is a column vector.[

a
b

]T
= [ a b ] (10)

[ a b ]
T
=

[
a
b

]
(11)

Conjugate The superscript * identifies the conjugate operation.
The conjugate is taken by changing the sign of the imaginary
part of each element. Minus (-) to plus (+) and plus to minus.
If the vector or matrix has no imaginary part, then there is no
change.[

a+ bi c− di
m+ ni s+ ti

]∗
=

[
a− bi c+ di
m− ni s− ti

]
(12)

Conjugate Transpose The superscript dagger (†) indicates the
conjugate transpose operation. First the conjugate of the vector
or matrix is taken and then the transpose.[

a+ bi c− di
m+ ni s+ ti

]†
=

[
a− bi m− ni
c+ di s− ti

]
(13)

Product of a vector and a matrix The result of this operation
is vector with the size and shape of the original vector. The
size of the vector can be 1xn or nx1 and the size of the matrix
must be nxn. [

a b
c d

] [
e
f

]
=

[
ae+ bf
ce+ df

]
(14)

[ a b ]

[
e g
f h

]
= [ ae+ bf ag + bh ] (15)

Inner product The inner product of two vectors is a scalar. The

inner product of two matrices of size n x m and m x p is a
matrix of size n x p. Both are represented by 〈A | B〉.

[ a b ]

[
c
d

]
= ac+ bd (16)

[
a b
c d

] [
e g
f h

]
=

[
ae+ bf ag + bh
ce+ df cg + dh

]
(17)

Tensor product

|A〉 ⊗ |B〉 = |A〉 |B〉 = |AB〉 (18)

A =

[
a b
c d

]
, B =

[
e g
f h

]
(19)

|AB〉 =
[
a b
c d

]
⊗
[
e g
f h

]

=

 a

[
e g
f h

]
b

[
e g
f h

]
c

[
e g
f h

]
d

[
e g
f h

]
 (20)

=

 ae ag be bg
af ah bf bh
ce cg de dg
cf ch df dg


Standard Gates

Identity = I =

[
1 0
0 1

]
(21)

Pauli−X = X =

[
0 1
1 0

]
(22)

Pauli− Y = Y =

[
0 −i
i 0

]
(23)

Pauli− Z = Z =

[
1 0
0 −1

]
(24)

Hadamard = H =
1√
2

[
1 1
1 −1

]
(25)

That’s it. This is all the linear algebra you need for quantum
computing.

B. Other Algebra

There are powerful algorithms that one would want to know
in order to do higher level quantum computing programming
to achieve cryptography goals, factor prime numbers, perform
search or sort.

However, these are at the theoretical level, because the
quantum computers available today are not capable of execut-
ing them. This challenge will not be solved in the near future,
because of the necessity of staging the qubits in preparation
to calculating on them with these powerful algorithms. Qubit
readiness is perishable, and if it takes too long to get them all
set up, their readiness expires. However, these algorithms offer
great promise for the future, especially the Quantum Fourier
Transform.
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1) Quantum Fourier Transform: The Quantum Fourier
Transform, proposed first in 1998[13], is a building block for
several other quantum algorithms. Quantum Fourier Transform
is actually a Discrete Fourier Transform modified for Quantum.
It can be written as a formula:

The discrete Fourier transform acts on a quantum state
(note the x)

N−1∑
i=0

xi |i〉 (26)

and maps it to a quantum state (note the y):
N−1∑
i=0

y |i〉 (27)

However the simplest way to use the Quantum Fourier Trans-
form in quantum computing is as a matrix. One takes the
complex vector needing to be understood and multiplies it
by the Quantum Fourier Transform matrix, and the result is
a simplified vector that is more useful.

Fig. 2. Fourier Transform Matrix [14]

IV. REPRESENTING QUBITS:

The ket |0〉 is the vector [
1
0

]
and the ket |1〉 is the vector [

0
1

]
.
A system of two qubits has the base values |00〉 , |01〉 , |10〉,
and |11〉. Similarly to equation 1, the full description of a two
qubit state is

α00 |00〉+ α01 |01〉+ α10 |10〉+ α11 |11〉 . (28)

The values of α00, α01, α10, α11 a11 must satisfy the equation

α2
00 + α2

01 + α2
10 + α2

11 = 1. (29)

The vector representation of a two qubit ket is the tensor
product of the two individual qubits. e.g.

|00〉 =
[
1
0

]
⊗
[
1
0

]
=

100
0

 . (30)

An important two qubit stat is the Bell State, also called
the EPR Pair.

V. GATE OPERATIONS

The initial state of a qubit is |0〉. This represents the vector[
1
0

]
. Applying the Identity gate (I) to |0〉 gives[

1 0
0 1

] [
1
0

]
=

[
1
0

]
= |0〉 (31)

Applying the Pauli - X gate (X) gives[
0 1
1 0

] [
1
0

]
=

[
0
1

]
= |1〉 (32)

Applying the Pauli-Y gate (Y) gives[
0 −i
i 0

] [
1
0

]
=

[
0
i

]
= i |1〉 (33)

Applying the Pauli-Z gate (Z) gives[
1 0
0 −1

] [
1
0

]
=

[
1
0

]
= |0〉 (34)

Applying the Hadamard gate (H) gives

1√
2

[
1 1
1 −1

] [
1
0

]
=

1√
2

[
1
1

]
=

1√
2
|0〉+ 1√

2
|1〉 (35)

After applying the X gate to |0〉 give |1〉 in equation 32.
Applying the gates to |1〉 gives the following results

I |1〉 = |1〉 (36)

X |1〉 = |0〉 (37)

Y |1〉 = −i |1〉 (38)

Z |1〉 = − |1〉 (39)

H |1〉 = 1√
2
|0〉 − 1√

2
|1〉 (40)

It is important to note here that all of the gate operations
except the Hadamard gate result in the value being either
0 or 1 with 100% probability if the original qubit is in a
state that has 100% probability. If the original qubit is in a
superposition state then it remains in a superposition state. All
these functions can be done with classical logic operations.

Now it starts to get interesting. The Hadamard gate intro-
duces superposition to the qubit. This means that it has a value
of 0 with the probability of |α|2 and 1 with the probability of
|β|2. If the Hadamard gate operates on a pure state, i.e. |0〉
or |1〉, the values of α and β are 1√

2
and the probabilities are(

1√
2

)2
or 1

2 .
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Fig. 3. Bloch Sphere showing basis states and applied Hadamard [15]

VI. MULTIPLE QUBIT GATES

[12] In general a multiple qubit gate is an operation where
one qubit controls the gate on another qubit. The value of the
control qubit determines if the the action of the target qubit’s
gate is active or not. If the value of control qubit is 0 then
nothing happens to the target qubit. However if the value of
the control qubit is 1 then the target qubit’s gate operates on
the target qubit.

The first of these gates that we will look at is the control
not or CNOT gate. The target qubit has an X (not) gate that is
controlled by another qubit. The depiction of the CNOT gate
is shown in Figure 4.

Fig. 4. Two representations of the CNot Gate [1]

Let the control qubit be a and the target qubit b

a = α |0〉+ β |1〉 = α

[
1
0

]
+ β

[
0
1

]
=

[
α
β

]
(41)

b = γ |0〉+ δ |1〉 = γ

[
1
0

]
+ δ

[
0
1

]
=

[
γ
δ

]
(42)

If the control qubit is 0, basis state |0〉, then the target qubit
is not affected, but if the control qubit is 1, basis state |1〉, then
the target qubit is flipped.

This is all straight forward, but if the control qubit started
as a 0 and has been operated on by a Hadamard gate, then its
state will be

1√
2
|0〉+ 1√

2
|1〉 (43)

. This says that the control bit will be 0 half the time and 1 the
other half and that the target bit will be flipped half the time.
Now both qubits are in superposition and they are entangled.
Entanglement is beyond the scope of this paper.

Superposition and entanglement are what separate quantum
computing from classical computing where a bit can have

a value of only 0 or 1. These features allow the quantum
system to be in multiple states at the same time and are only
resolved when the state is measured. The catch is that the
quantum program must be run many times, usually starting at
a minimum of 1024 executions, and the results tabulated to
get the solution.

VII. MEASUREMENT

There is one other operation that is important. It is the
measurement operation. When a measurement is taken of a
qubit, it will return 0 or 1 and the state of the qubit is lost. It
can no longer be used for quantum processing.

Since each qubit can have a probabilistic value and the
measurement can only return 0 or 1, one execution of the
program will not give a reliable result. The probability that
it will return 0 is determined by α and 1 by β. One run of
the quantum program will give a probabilistic answer. To get
around this problem, the program is run multiple times. The
result is the plot of how many times each result occurred.
1024 executions is considered the fewest executions to give
a realistic answer but several thousand executions may be
required for programs that have complex processes.

VIII. EXAMPLES

The simplest way to try a quantum computer program is to
use the free service by IBM Q Experience. For example, the
Pauli X gate is known as a bit flip gate, because if you start
with a |0〉 and apply the Pauli X gate, and then measurement
gate, you will receive a |1〉 as a result.

Figure 5 shows what that quantum computing program (five
Pauli X gates on five |0〉s then measurement) looks like in the
Composer, a graphic user interface:

Fig. 5. Pauli X flips the bits in Composer

In Figure 6 we see what that same quantum computing
program (Pauli X gate then measurement) looks like in the
Quantum Assembly Language:
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Fig. 6. Pauli X flips the bits in QASM

What that QASM code is saying is: prepare a quantum
register of 5 qubits, and a classical register of 5 qubits. Then
do a Pauli X gate operation on each qubit. After the Pauli
X, measure only qubit 0, and put the results in the classical
register. The result of our program is 00001.

Note that the qubits are labeled 0 through 4, instead of 1
through 5, and that the 0 qubit is on top and the high order
qubit is on the bottom. When the results are displayed the 0
qubit is on the right and the high order qubits are to the left
in ascending order.

A. Basis States[16]

The first example we will look at is the basis states for a
qubit, which are |0〉 for the ground state and |1〉 for the excited
state. When the qubit is created it is in the ground state and
can be put in the excited state by passing the qubit through an
Pauli-X (X) gate.

The first section of code creates a quantum register (qr)
and a classical register (cr). Each with size 1.

# Creating registers
qr = Q program.create quantum register(’qr’, 1)
cr = Q program.create classical register(’cr’, 1)

The next section creates the quantum circuit (ground)
using the quantum register qr and the classical register cr. It
then measure qr and places the result in cr.

# Quantum circuit ground
qc ground = Q program.create circuit(’ground’, [qr], [cr])
qc ground.measure(qr[0], cr[0])

This section creates another quantum circuit (excited)
using qr and cr. After qr has been created, it is passed through
an X gate and then measured with the result being placed in cr.

# Quantum circuit excited
qc excited = Q program.create circuit(’excited’, [qr], [cr])
qc excited.x(qr)
qc excited.measure(qr[0], cr[0])

The two circuits, ground and excited, are translated from

Python into QASM, the Quantum ASseMbly language.

circuits = [’ground’, ’excited’]

Q program.get qasms(circuits)
The resulting QASM code represents two programs that
create and measure the state of the qubit. The first creates and
measures the ground state and the second creates a ground
state qubit, converts it into the excited state using an X gate,
and then measurers it.

OPENQASM 2.0;
include ”qelib1.inc”;
qreg qr[1];
creg cr[1];
measure qr[0] -> cr[0];

OPENQASM 2.0;
include ”qelib1.inc”;
qreg qr[1];
creg cr[1];
x qr[0];
measure qr[0] -> cr[0];

The execute command runs the program runs the program

result = Q program.execute(circuits,
backend=’ibmqx hpc qasm simulator’, shots=1024,
max credits=3, wait=10, timeout=240)

The histograms are created using the commands

plot histogram(result.get counts(’ground’))
plot histogram(result.get counts(’excited’))

The ground state histogram Figure 7 shows that the
value 0 has a probability of 100% and the excited state
histogram Figure 8 has 100% probability of being 1.

Fig. 7. Ground State Histogram

B. Superposition[16]

To explore superposition we create the quantum register,
qr, and the classical register, cr, both with size 1, as we did
in basis state example,
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Fig. 8. Excited State Histogram

# Creating registers
qr = Q program.create quantum register(’qr’, 1)
cr = Q program.create classical register(’cr’, 1)

Then we create the quantum circuit superposition using
the registers qr and cr with the qubit originally being in the
basis state |0〉. We impose superposition on the qubit by
passing it through a Hadamard (H) gate. This puts the qubit
in the superposition state, 1√

2
|00〉 + 1√

2
|11〉. Finally we

measure the result.

# Quantum circuit superposition
qc superposition = Q program.create circuit(’superposition’,
[qr], [cr])
qc superposition.h(qr)
qc superposition.measure(qr[0], cr[0])

The program is run and the histogram created.

result = Q program.execute(circuits, backend=backend,
shots=shots, max credits=3, wait=10, timeout=240)

#plot histogram(result.get counts(’superposition’))

The resulting QASM code creates the quantum and classical
registers, applies the H gate to the qubit, and measures the
qubit.

OPENQASM 2.0;
include ”qelib1.inc”;
qreg qr[1];
creg cr[1];
h qr[0];
measure qr[0] -> cr[0];

The histogram Figure 9 shows that the results are
approximately 50/50 between 0 and 1. Note that this
was run on the simulator. When the program is run a real
quantum computer, the values for all four possible states,
equation 28, are listed. Figure 10

Fig. 9. Entangled State Histogram run on the simulator

Fig. 10. Entangled State Histogram run on a quantum computer

IX. METHODOLOGY

Research by instructors of a massively open online course
(MOOC) recently has shown the advantages of using the learn-
ing concept of chunking when teaching math and science.[17].
Chunking assumes that when the learning mind is confronted
with more information that it knows how to process, it does
not learn quickly. So Chunking is an approach to solve this
bottleneck. The student masters a small bit of information
that is closest to them, conceptually. The student memorizes
bits of information. Each small bit of information, each small
chunk, that is mastered or memorized or both, frees up that
space in the mind that it formerly occupied when it was
a mystery. That open space is now free for the student to
make associations, creative insights, and leap forward with new
conclusions and thought that were not possible before when
they were overwhelmed with the subject.

We propose chunking as an approach to how the infor-
mation to be learned in Quantum Computing is delivered
to the students, in two ways: using the flashcard system to
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remember key concepts, and in using an online course, that
we have started working with, on Udemy. An online course,
free, makes it easy for a student to revisit material until they
are confident. Also, we mean to use as contributors other
students who are learning quantum computing for the first
time, so that we capture their fresh insights that are a part
of learning an engaging and challenging topic such as this
one, and incorporate them into the online course.

Fig. 11. Udemy Course

X. CONCLUSION AND FUTURE WORK

In this paper we have identified the most fundamental ideas
about quantum computing that are necessary to understand it,
and we have pruned a lot of unnecessary information. The
reason for the large amount of highly technical information
in quantum computing textbooks is that they were written for
and by mathematicians and physicists. As such they expound,
at length, on the implementation of quantum circuits. This
information is important for developing quantum computers,
but is not necessary for writing quantum applications. Most
references of the subject of quantum computing were published
when the topic was mostly theoretical. It has only very recently
become practical and of use to computer scientists.

We have set out here all the necessary knowledge that
needs to be understood in order for a high school student
or college undergraduate to start writing and running simple
quantum computer programs. We are building a draft course
with supporting draft flashcards to use for teaching the ideas of
quantum computing to that audience that we have found to be
essential. Our future work is to complete our teaching course
and flashcards, and then use them. We will test our students’
knowledge before and after our program of instruction, and
observe them, to see if they can write quantum programs with
confidence as a result of our instruction.
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How to Compensate for Traffic Congestions in Big 

Cities by Optimizing the Path Vehicles Take  

Istvan Barabasi 

Seidenberg School of CSIS, Pleasantville, New York

Abstract - Quantum computers are more 

powerful and efficient in solving complex 

combinatorial problems than conventional 

digital supercomputers. They were built 

based on the laws of physics and quantum 

mechanics, that describe the behavior of 

systems on a subatomic level. This enables 

quantum computers to encode 

information in more complex ways than 

the binary "0s" and "1s" of conventional 

computers, which allows them perform 

calculations faster. 

Scientists believe quantum computing will 

have substantial applicability in 

autonomous driving, machine learning of 

traffic patterns, and artificial intelligence 

for mobility solutions. 

I. BACKROUND 

Many large older cities around the world, like 

New York City, London, Beijing, Bangalore 

and others were not designed for cars. In 

general, these cities were not architected to 

support massive population growth of 10 to 

20 million people. As a result, in these cities 

the roads are simply not big enough and they 

are facing though challenges in optimizing 

and controlling their traffic patterns. When 

we add taxi services and ride-sharing 

transportation enabled by Uber, Lyft and 

others, the situation drastically worsens. 

Some cities like London already introduced 

congestion charges, others like New York 

City, are actively considering it. Many 

organizations and companies are looking 

towards solutions provided by Artificial 

intelligence (AI), machine learning (ML) and 

Quantum Computing (QC) to find ways to 

optimize driving path people take to reach 

from point A to point B in these large cities, 

while efficiently compensating for traffic 

route complexity and traffic jams along these 

routes at the same time. 

Figure 1:  Traffic Congestion in Beijing 

New York city for example is the third most 

traffic congested city in the world, according 

to INRIX Global Traffic Scorecard 

(http://inrix.com/scorecard ). Based on a 

2017 analysis, in New York City drivers 

spent in average 91 hours in peak traffic 

during  this year; as result the state is 

considering introducing congestion pricing. 

II. WHY QUANTUM COMPUTING?

 Quantum computing leverages the 

advantage given by the laws of physics, 

where  subatomic particles can exist in more 

than one state at any time. Due to the way 

atomic particles behave, quantum 

computation can be done much faster and use 

less energy than classical computers. 

Proceedings of Student-Faculty Research Day, CSIS, Pace University, May 4th, 2018
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A. Bits in Classical Computers 

Within classical computers, a logical bit is 

represented by binary logic based on either 

logical high and logical low. Logical high 

corresponds to binary '1' and logical low 

corresponds to binary '0' respectively.  

B. QuBits in Quantum Computers 

Quantum computing uses “qubits”, which 

are the short form of quantum bits. A bit of 

data is represented by single atom which has 

one of the two states of  |0> or  |1>.  

Unlike a usual bit, qubits can store much 

more information than just 1 or 0, because 

they can exist in any superposition of these 

values.  

C. Why are Quantum Computers faster? 

A quantum bit can represent both 0 and 1 

simultaneously. For example, with 3 qubits 

of data, the Quantum Computer is able to 

store all the 8 possible combinations of 0 

and 1 simultaneously. As a result a three 

Qubit Quantum computer can perform 

calculations 8 times faster compare to 3-bit 

conventional computer.  Generalizing this, 

quantum computers can solve combinatorial 

problems of 2n more efficiently in N 

operations, assuming we are able to find 

underpinning quantum computing algorithm 

for actual problems we intend to solve. 

III. QUANTUM COMPUTING AND

FOR REAL-WORLD PROBLEMS

According to an article published on 

www.ciodive.com, four real-world quantum 

computing applications have emerged with 

focus on addressing critical problems within 

our society. 

https://www.ciodive.com/news/4-early-real-

world-quantum-computing-

applications/520675/ 

These four problems are the following: 

 Traffic optimization in large cities;

Volkswagen and D-Wave Systems

teamed to develop optimization for it.

 Election modeling; study indicates using

quantum machine learning for modeling

the 2016 presidential election.

 Marketing and advertising; Japan based

company using Quantum Computing to

study and model recruit communications

 Optimizing autonomous driving; Denso

and Toyota partnered to implement a

Quantum Computing project related.

D. Quantum Algorithms Considered 

I have reviewed and considered several 

Quantum Computing algorithms, including 

the following: 

 Variational-Quantum-Eigensolver

(VQE) algorithm to solve the Traveling

Salesman Problem (TSP).  VQE is a

quantum/classical hybrid algorithm used

to find eigenvalues of a large) matrix H,

where H is the Hamiltonian of some

system. Within the VQE algorithm a

quantum subroutine is run inside of a

classical optimization loop.

 Grover’s search algorithm, that solves the

problem of unstructured search using

quantum computation in  O(sqrtN) steps

vs. N steps on traditional computers;

where ‘O’ represents the expected output.

 Generalized quantum heuristic search,

extending Grover’s algorithm to solve the

TSP problem, proposed by Jeongho Bang

at, see reference [6].

IV. LITERATURE REVIEW

Alberto Peruzzi at al, within “A variational 

eigenvalue solver on a quantum processor” 

article suggest the use of a  re-configurable 

quantum processing unit (QPU) to 

efficiently calculate the expectation values 

of a Hamiltonian H, achieving exponential 
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speedup vs. conventional methods.  The 

authors combine QPU with an optimization 

algorithm run on a classical processing unit 

(CPU), to variationally compute the 

eigenvalues and eigenvectors of H. 

Figure 2: Hybrid Quantum and Classical 

VQE Algorithm to compute H Eigenvalues 

Within Figure 2, the solution combines two 

algorithms towards implementing a 

Variational Quantum Eigensolver (QVE): 

 Algorithm 1: Quantum  states  that  have

been  previously prepared,  are fed into

the quantum modules which compute Hi,

where Hi is a term in the sum defining H

 Algorithm 2:  Classical minimization

algorithm, run on the CPU, calculates  H

as sum of Hi and  determines the new

state parameters, which are then fed

back to the QPU.

Within his algorithm, Grover defines a 

black-box function, called “Oracle” and 

associate with it a repetitive set of (sqrt N) 

unitary operations, after which  will measure 

the resulting state, where N is the number of 

possible states we search a solution within. 

The algorithm at high level can be 

represented using the following diagram: 

Figure 3: Grover’s search algorithm 

The G unitary function calculations will be 

repeated O(sqrtN) times, which provides a 

quadratic speed up compared to traditional 

methods.  

     G= HZHO     (G= Grover’s operator) 

(operations performed from right to left) 

 O= Applying the Oracle Function

 H=Applying Hadamard transformations

 Z=Applying zero state phase shift

 H=Applying Hadamard transformations

The entire algorithms works as follows: 

 Initiate superposition of all elements

 Apply the G unitary functions repeated

 Repeat G calculation O(sqrt N) times

 Measure the results.

The oracle function is a simple operation of  

Where f(x)=1 if x is a solution and  f(x)=0 if 

x is not a solution. If x is solution, the oracle 

qubit is flipped, otherwise no change 

happens (the oracle does nothing). 

Figure 4: Amplitude inversion within 

Grover’s algorithm performed by “oracle” 

An inversion about average operation is 

applied to a superposition where all but one 

of the components are initially identical and 

of magnitude O(sqrt N). At the end of 

iterations, we will measure the solution with 

the amplified amplitude.  Generalized 
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versions of Grover’s algorithms are also 

called Amplitude Amplification Algorithms. 

According to Jeongho, within reference [6], 

many TSP algorithms  become extremely 

difficult to be implemented as increasing the 

size of a quantum computing system and 

when attempting to apply them for number 

or large size of cities with increased number 

of targets. This affects the performance of 

quantum annealing solutions. For such 

situations a generalized Grover type of 

quantum search algorithm becomes more 

appealing and more practical to implement. 

The team proposed generalizing Grover’s 

data search and applying it to amplify the 

probability for approximate solutions. They 

introduced the generalized Grover operator: 

 were they defined as the cost 

of Grover’s operator: 

and  is the oracle. Their 

assumption was a Quantum register of N 

dimension with basis state of T qubits. 

Florian Neukart and team  within referebce 

[3] proposed an annealing algorithm for 

traffic flow optimization,  targeting potential 

implementation on D-Wave Systems using 

their open sourced Qbsolv SDK, available at 

https://github.com/dwavesystems/qbsolv. 

The algorithm is the following: 

 For each car i determine current route.

 For each car i’s current route map the

source and destination to their nearest

nodes in the road graph.

 For each with source/destination pair:

o Determine all simple paths from

source to destination.

o Find two alternative paths that

are maximally dissimilar to the

original route and to each other.

 For each car i, define the set of possible

routes; define matrix Q with variables qij

This algorithms is trying to address all 

possible solutions, as such Jeongho at al. 

was correct related to performance and 

scaling issues as number or routes get large. 

V. Computation Complexity: NP 

In computational complexity theory, NP (for 

non-deterministic polynomial type) is a 

complexity class describing certain types of 

decision problems. Polynomial time refers to 

the increasing number of machine 

operations needed by an algorithm relative 

to the size of the problem. Polynomial time 

is a measure of efficiency of an algorithm. 

Decision problems are commonly 

categorized into complexity classes (such as 

NP) based on the fastest known machine 

algorithms. This class may change if a faster 

algorithm is discovered.  

NP is defined as the set of decision problems 

that can be solved in polynomial time on a 

non-deterministic Turing machine (NTM).  

A Turing machine is imagined to be a 

simple computer that reads and writes 

symbols following a set of rules.  For an 

NTM), the set of rules may prescribe 

multiple action for any given situation. 

VI. Weighted Max-Cut problems

Max-Cut as polynomial algorithm is 

categorized as NP-Complete. NP-Complete 

decision problem is one belonging to both 

the NP and the NP-Hard complexity classes. 

NP-complete problems are in NP, the set of 

all decision problems whose solutions can 

be verified in polynomial time, but there are 

no known efficient (fast) ways to find 

solutions to NP-complete problems.  

The traveling salesman that goes from city 

to city to sell merchandise. The objective is 

to find the shortest path that would enable 

the salesman to visit all the cities and return. 

It is a weighted MaxCut problem and can be 

abstracted in terms of graphs. The TSP on 

the nodes of a graph asks for the 
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shortest Hamiltonian cycle that can be taken 

through each of the nodes. 

VII. Traffic Optimization using Quantum

Approximate Optimization Algorithm 

The Traffic Optimization Problem (TOP) we 

try to resolve can be defined as a modified 

TSP problem, where the driver of the car 

must traverse the shortest set of segments 

(streets or blocks in a city), which have the 

lightest traffic to get to the destination. It 

can be considered as a modified MaxCut 

problem as well.  

We are looking for an algorithm is to 

converges fast and require minimum set of 

operations, in order to be able to perform the 

optimization in real-time many times for 

each driver. Such an algorithm could be 

implemented as part of Navigator Apps and 

launched from devices available within cars. 

To implement a MaxCut problem of this 

type, we need to use the Ising Model, 

created by physicist Erns Ising and optimize 

a Hamiltonian function describing the 

function we need to minimize, which is the 

number of segments and the difficulty of 

these segments (difficulty represents volume 

of traffic on a segment). Practically, we 

would be implementing Quantum 

Approximate Optimization Algorithm for 

the Hamiltonian function, described by 

Farhi, Goldstone, Gutman in Reference [9]. 

VIII. Traffic Optimization using enhanced

Quantum Search Algorithm 

Debabrata Goswami at al. in Reference [1] 

proposed an approach for extending and 

using Grover’s algorithm to solve the TSP.  

According to them, any search algorithm to 

solve Approximate TSP will fail, unless it 

uses additional contextual information about 

the search space, which actually is the city 

map and traffic volume (segment difficulty). 

They proposes a new encoding scheme for 

TSP permutations which can be recursively 

generated.  According to their proposal, the 

new oracle function for Grover’s search is: 

where r 

represent the segments, r-length is their 

length (proportional with difficulty),  t is 

number of iterations and  is the number of 

possible segments (city streets or blocks). 

IX. Prototype Implementation

We have implemented a Quantum 

Approximation Algorithm based on the 

weighted MaxCut model using iPython data 

science notebook, implemented and tested 

on JupyterHub/JupyterLab type environment 

running in a cloud environment as part of 

CS837 Quantum Computing class activities.  

We have tested our algorithm at a small 

scale using a 16 qubit real computer ibmqx5.  

In addition, we have implemented IBM 

provided quantum simulator within the 

cloud, where we could potentially scale it up 

to 32-34 qubits.  

Figure 5: Quantum Simulator scaling matrix 

We used IBM QISKIT (github.com/qiskit), 

Quantum Information Software Kit, based 

on which we have implemented both our 

simulator and our modified TSP/TOP 

algorithm for Quantum Approximation 

using weighted MaxCut: 
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 Quantum Computer Simulator:

github.com/QISKit/qiskit-sdk-

py/tree/master/src/qasm-simulator-cpp

 Approximate Quantum Optimization for

four segments, using four qubits.

https://github.com/QISKit/qiskit-

tutorial/blob/old_tutorial_format/4_appli

cations/classical_optimization.ipynb

We obtained the result showing within 

the figure below, with best order from 

quantum optimization is = [0, 2, 3, 1] 

with total distance = 13.1882368444 

Figure 6: Plotted Quantum Optimization 

Results, algorithm executed on ibmqx5 

X. SUMMARY 

We can use Quantum Approximation 

algorithms, either as a MaxCut type VQE 

optimization, either as an enhanced 

Quantum Search algorithm to help optimize 

traffic patterns within a traffic congested 

city. If we think of New York City, specific 

Manhattan, getting from Midtown to 

downtown can take about 50 segments or 

blocks. We can use IBM Quantum 

Computers or IBM Quantum simulators to 

solve such type of optimization already. At 

the present time would be difficult to get 

access to the 50 qubit quantum computer, 

but we can solve a simplified version of 

these algorithms using a 34 qubit computer 

or equivalent Quantum Simulator. 
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Abstract— The geriatric population is continuing to grow 

worldwide. This age group is vulnerable to malnutrition 

and other illnesses that could be prevented with proper 

nutrition. They often need help with understanding how to 

make healthy choices and getting motivation to maintain a 

balanced diet. An iOS application was designed based off 

the concept of Bingo, a popular game in community centers, 

with an added twist of a nutrition theme. Players would be 

familiar with the concept, but they will be encouraged to 

learn about making good food choices in order to earn 

maximum points. The hope is that this will eventually lead 

to elderly people having a better quality of life because of 

their healthier routines. Currently, few applications 

encourage and teach elderly people how to include 

nutritious foods in their diets. Most of the apps that exist 

only teach users about choices they have already made, but 

do not educate them on the smarter options that are 

available. Traditional Bingo was seen as a widely played 

game by senior citizens. Therefore, the team, with the help 

of NYU Medical Center, came up with the idea of NuBingo, 

which adds a nutritional twist for aging adults.  

Index Terms— Applications, Bingo for Nutrition, Diet, 

Elderly, Food Groups, Game Playing, Geriatric, iOS 

Applications, Malnutrition, Nutrition 

I. INTRODUCTION 

Amid the many factors in providing for the health and 

well-being of the elderly population, nutrition is often 

neglected. Carol I. Mitchell, PhD-RD, author of 

"Geriatric Nutrition" states that even healthcare 

professionals will often overlook nutrition as an 

important factor in maintaining good health throughout a 

lifetime. Therefore, a slight decline in a person’s 

nutritional health may not be recognized and added to 

their record for future observation [11]. 

Diagnosing malnutrition can be difficult because many 

of the symptoms can be mistaken with the common 

effects of aging. Those adults with milder cases may not 

show obvious signs, leaving only those with severe cases 

to be the ones who are actually identified. 

Most adults in the United States age sixty-five and 

older consider themselves to be in good health. However, 

over 75 percent of this group, who are not 

institutionalized, have one or more chronic health 

problems that could be improved with the practice of 

proper nutrition [8]. 

Nutritionists believe the prevalence of malnutrition 

among seniors is not just from diminished cognitive 

function that comes with age, but also from the lack of 

access to financial support, affordable wholesome food, 

nutritional healthcare, and education. Seniors of all 

socioeconomic statuses are impacted, but it is even more 

acute among poor and minority populations [1]. 

Unfortunately, most government programs and resources 

are aimed at improving nutrition among the younger 

generation — teens, adolescents, infants, and expectant 

mothers. 

The good news, however, is that the health, nutrition, 

and medical professions have begun the dialog to 

improve the nutritional health of the elderly in the U.S. 

and raise it to optimal standards in order to reduce the 

effects of age-related chronic diseases that can be costly 

and debilitating. In 2017, The New York Medical Center 

turned to technology as a potentially effective way to 

address the problem. 

The development of an application was targeted for 

elderly with less severe deficiencies who did not need 

intervention such as enteral or parenteral nutrients to treat 

or prevent malnutrition. It focuses on tapping into the 

recreational activities of elderly as a way of trying to 

prevent a descent into severe malnutrition. Recent data 

from the Entertainment Software Association has shown 

that the number of people age fifty and over who play 

video games is increasing, particularly in card, tile, and 

puzzle games [6]. Bingo is still a popular game, with 

more than 100 million users taking part in the online 

version [9]. 

  A team at Pace University’s Seidenberg School of 

Computer Science and Information Systems have 

developed an interactive bingo game, called NuBingo, 

Nutrition Awareness in Geriatric Population
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Jeannette Beasley, Joshua Chodosh, and Danielle Vargas 
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that promote the concepts of food proportionality, 

serving sizes, and the essential food groups. The

development consisted of an application for iOS 

platforms playable on mobile devices, iPads, and other 

tablets. It was designed specifically for seniors by 

repurposing the traditional bingo board with a food 

themed board and some twists on the rules to encourage 

healthy proportions.

II. LITERARY REVIEW

A. Digital Games 

Digital games have been a growing form of 

entertainment for the elderly as the age range expands for

technology users. As older adults are becoming more 

comfortable with technology, applications are being

developed as a method to improve their quality of life.

However, the older age group lacks interest in present 

applications that are focused more on taking care of their 

lifestyle. The entertainment element is missing from 

these applications, so the elderly are not committed to 

using them and therefore not benefitting from what they 

have to offer. They may benefit, however, if the 

application promotes healthy living and can be presented 

in the form of a relaxing activity. 

Previous research has shown that older adults will be 

more likely to show positive interest in technology if they 

have had a previous similar experience [15]. Since most 

of our target audience shows a great interest in playing 

Bingo, the thought is that they will enjoy NuBingo, as it 

is a twist on their favorite social activity. The same study 

identified that elderly users are more likely to play the 

game consistently if it involved user interaction as well.

This was the greatest factor in determining how long a 

user will continue to play the game [15]. NuBingo not 

only keeps score against the computer player, but it 

involves constant interaction with the announcement of 

each food icon that simulates interaction by a dealer.  

Game narrative is another factor of digital games that 

was found to positively influence the user’s experience. 

Those who were tested stated that they connected much

more with a game that had a meaningful narrative [15]. 

This finding feeds the conclusion that elderly users will 

benefit greatly from the interaction and nutritional 

education they would be receiving while playing 

NuBingo. 

B. In-Home Intervention 

Another study was done to evaluate the effects of an 

in-home intervention for malnourished adults. The target 

of this study was older adults whose malnourishment has 

left them too frail to often leave their home. It divided the 

participants into two groups; those who will receive 

physical training and a nutritional intervention program

(PTN group) and those who receive social support 

intervention (SoSu group), both over a period of twelve

weeks [10]. 

The PTN group received nutritional education from a 

volunteer who would teach them about healthy food 

pairing and recipes. They also practiced physical fitness 

exercises that focused on strength training and

developing a program that the individual could continue 

on their own in their home.

The SoSu group was also visited twice a week for 

twelve weeks, but their sessions focused on social

interaction. During a visit, they would just talk about

interests, get out of the house, and even practice cognitive 

thinking.

The study results showed the PTN method to be 

slightly more effective than the SoSu. The results still 

were very similar at almost exact percentages. The 

nutritional status of participants increased while their 

level of frailty decreased [10]. This proves that while 

nutritional education and physical activity are extremely 

important, social interactions are just as beneficial for 

elderly people to maintain a healthy lifestyle. NuBingo 

aims to incorporate all three of these elements with an 

educational, interactive game that gets adults moving 

towards a healthier lifestyle.

C. Motivation to Play 

Most digital games today have a target audience of 

teens and young adults. However, the number of users 

over the age of fifty have grown from 9% in 1999 to 26% 

in 2008 [12]. Research has been done to understand what 

is needed to keep the elderly population interested in 

continuing to play games on their smartphones and 

tablets.

A person’s behavior can be led by their motivation to 

achieve a certain goal. Motivation is guided by either a 

reward or a punishment system. With the point system of 

our application being designed around proportionality in 

a nutritional diet, motivation is created to learn about

nutrition in order to strategize how to gain the most 

points. 

Research also shows that the game itself should be 

designed so that it keeps an elderly person motivated to 

start and continue playing. The design should focus on 

usability for the target player’s age range, in this case 60 

and older, by emphasizing the following motivational 

elements:

B1-2



 Visible screen size, color contrasts, and 

clear and large pictures 

 Obvious benefits and clear and simple rules 

of the game 

 Fun and cognitively challenging experience

to build confidence

 Varying degrees of difficulty and tasks with 

no expiration  

 Interesting narrative with inspiring

messages after reaching goals [12] 

III. SPECIFICATIONS

The fundamental purpose of the application was to 

help the elderly population aged sixty and above to learn 

about nutrition, and to assist them with improving their 

dietary habits. Since our target audience had various

levels of comfort and experience with technology, 

simplicity is one of the major keys that was considered. 

Large fonts, big buttons, and clear pictures throughout 

the application are some of the visual features that will 

aid in its usability.

This effort has been done in collaboration with New 

York University Medical Center. They provided us with 

their expectations and the necessary requirements to 

develop the app. The Pace team brainstormed and 

translated the request into a user-friendly format,

implemented to help our target audience learn about

nutrition. 

Initially, the desire was to build and launch this app on 

multiple major platforms. Several factors had to be 

considered in this decision. Due to time and resource

limitations, it was agreed to focus on the development of 

only the iOS version of the app at this time. 

A. iOS vs Android 

A key difference between developing applications for 

iOS versus other mobile devices is that iOS developers

use XCode and Swift, and Android developers use 

Android Studio and Java. iOS developers may consider 

XCode simple to use because it can provide a lot of 

functionality for building templates, as well as an easy to 

use user interface. Complications may be easier to debug

which would also allow for an overall faster 

development.

In contrast, Android Studio is a newer development 

platform, and it still needs some time before it reaches the 

same level of maturity as XCode. One columnist for 

TechCrunch even claimed that Android Studio is an 

embarrassment compared to XCode [7]. Due to the 

prestigious client involved in this research, it was decided 

to use the more highly approved tools.

B. Speed 

Some mobile developers suggest that building

Android applications takes a lot more time than 

developing iOS applications. Research shows in one 

case, an engineer tested the time that it takes to build the

same app on XCode versus Android Studio [3]. He states

that on average, approximately 40% more code was 

written on Android Studio than on XCode in the studied 

projects. It was also found that mobile developers had 

spent around 30% more time working on Android than 

on iOS projects [3]. Given the semester time constraint 

of roughly three months, the most productive method was 

needed. This was determined to be XCode.

C. Accessibility 

Since the target audience had different levels of 

experience with technology, accessing the application 

should not be made difficult for them. Avoiding 

compatibility issues was also important since some users 

may be utilizing older versions of the operating system.

The version of the operating system that the app would 

be developed on had to be decided. It was important to 

consider what version would be on the devices of most 

users. Since the majority of devices are using either the 

current or the previous version of iOS [5], our application 

would need to be built to match. Therefore, it was 

decided to develop this application for iOS 10 and 11 in 

order to be compatible with most users, as well as make 

use of the newest features released to the public. If 

compatibility issues can be avoided, it will provide a 

more positive experience for both developers and

players.

IV. PROJECT REQUIREMENTS 

The first technical requirement was to acquire the tools 

for iOS app development. This would include a 

MacBook, iPhone, iPad, and Xcode. Once the application 

is launched, a player shall not need any device other than 

an iPhone or iOS tablet to run the application for playing 

the game. 

The nutritional information has been provided by 

NYU Medical Center and their references. Nutrition 

focused bingo boards will cover five of the major food 

groups. Recommended portion sizes are referenced from

the 2015-2020 Dietary Guidelines, which provided for 

the point system and educational design. 

V. METHODOLOGY

Two model ideas for the design of the nutrition app 

were created and presented to the customer. They are

both based loosely on the traditional game of Bingo and 

aimed to enforce the importance of nutrition through

healthy eating choices. The target user group is elderly 

people over sixty years old who spend time in adult
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community centers. The application must be functional 

on mobile devices and tablets that are accessible outside 

of the home.  

The application will be introduced to a pilot group of 

members who are invited to stay during an after lunch 

seminar in a New York adult community center. 

A. Model 1 

Model 1 is based on a traditional Bingo game. The 

template of the game is a standard 5x5 board. The 

difference is that instead of the letters "B-I-N-G-O" 

heading each column, there are food groups going across 

the top of the board with the following column titles: 

 Fruit

 Vegetables

 Grain

 Protein

 Dairy

The rest of the board is randomly populated with 

corresponding icons of food items under their respective 

columns. Instead of each space being occupied by a 

number, some examples would include a picture of a 

watermelon under Fruit, milk under Dairy, and chicken 

under Protein. The twist is that a ‘Bingo’ in each column 

represents different amounts of points. This is how the 

design of the game will teach the concept of 

proportionality.  

The game would proceed as follows: 

 User starts the game with a single randomly

generated board filled with food icons in the

column of their respective food group

 Computer continuously calls out a specific food

item across the top of the screen in a

randomized order

o Each new food picture is called out in

30 second intervals to allow the player

time to search their board for a match

 User will tap the box on their board that holds

the same item that is being called (this action

would change the color of the selected box to

represent the 'daub’ action in live bingo)

 User will continue this action until they have

selected all of the boxes in a complete straight

line

o A winning line can be in the form of

vertical, horizontal, or diagonal

 Press the ‘BINGO’ button to complete that

round

Substituting pictures of foods for numbers will get the 

player familiar with healthy eating choices. Instead of 

searching for a letter/number combination, the player is 

constantly observing healthy food options and the genre 

in which they belong. The design of the point system will 

instill the importance of healthy choices. 

1) Point System:  As desired by the clients at NYU

Medical Center, NuBingo’s point system is developed 

around the 2015-2020 Dietary Guidelines published by 

the U.S. Department of Agriculture. Recommendations 

are based off assessing a daily calorie intake of 1,600 for 

females aged 51 years and over and 2,000 calories for 

males aged 51 years and older [14]. With these calorie 

levels, we then referred to the daily-recommended 

amounts of food for the five target food groups. Since we 

are working with two different calorie levels, we will 

develop the point system by assessing the ranges, as seen 

below in Figure 1, which have an overall higher 

recommendation. When a player gets a Bingo in a 

vertical column, the amount of points they are awarded 

will vary depending on the recommended portion size of 

that food group. The more you should consume, the more 

points you will get. The following quantities [13] and 

their corresponding points given in the game can 

summarize this:  

 Fruit: 1½-2 cup-equivalent / 1 point

 Vegetables: 2-2½ cup-equivalent / 2 points

 Grain: 5-6 ounce-equivalent / 4 points

 Protein: 5-5½ ounce-equivalent / 4 points

 Dairy: 3 cup-equivalent / 3 points

Fig. 1.  USDA 2015-2020 Dietary Guidelines [13]  

The highest amount of points are awarded when a 

player enters Bingo with a horizontal or diagonal line. 
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This will represent the optimal balanced diet, as it 

requires a match in each of the five featured food groups. 

A counter on the side of the board will keep the scores 

of the player and the computer player. The highest 

cumulative score at the end of ten games will declare the 

winner.  

B. Model 2 

The second proposed model adds an additional twist to 

a game based very loosely off traditional Bingo. The 

design begins with the same 5x5 grid and includes the 

food group titles instead of B-I-N-G-O. The rest of the 

board, however, will start completely blank except for the 

titles of Fruits-Veggies-Grain-Protein-Dairy listed across 

the top. The rules are as follows: 

 User starts the game with a blank board

except food group column titles

 At random, the computer continuously calls

out a single icon across the top of the screen

in 30 second intervals

 As a food is called, the player will drag and

drop or simply tap a box in the column under

the corresponding food group on the grid

 If they put the food under the wrong food

group, a penalty is applied. The penalty can

be simply losing points or a system where

the game starts a user with five chances

which decrease with each wrong answer

until eventually they have a "game over".

 ‘Bingo’ would be achieved once the user

fills a full column under a single category.

C. NuBingo Chosen Model Design 

Both of the proposals were sent to the customers at 

NYU Medical Center for feedback on whether either 

model would positively reflect the expectations of this 

mission. Although the creativity of Model 2 was 

appreciated, the preferred design to move forward with 

was Model 1.  

Model 2 offered a completely new concept. While the 

objective was the same, users would not be able to relate 

to the game immediately. This poses the risk that they 

will not continue to use it due to a low comfort level or 

confusion. To achieve optimal results, the plan is to build 

on a design that is already accepted and enjoyed by the 

audience we are attempting to reach. 

Due to the age of our target audience, the thought was 

that sticking with a game more aligned with traditional 

Bingo, like Model 1, would end up being more 

successful. The simplicity and familiarity of the rules of 

are positive features for elderly users with varying 

experience with technology. Most of the users are already 

comfortable with the layout of the game and will 

therefore be more inclined to enjoy and continue to use 

it. Without having to learn a brand new game, the 

objective is for the focus to be on learning concepts 

within the game. Since most users already know how to 

play, the emphasis will then be on becoming accustomed 

to new food choices and how to build a healthy diet. The 

customer also felt that Model 1 has the potential to be 

scalable for future enhancements. Right now, we are 

working with single food items within five select food 

groups, but future versions may be able to incorporate 

vitamin groups as well. 

A snapshot of the NuBingo application is shown 

below. Figure 2 is a direct portrayal of the application on 

an iPhone 8 Plus. Figure 3 represents NuBingo as seen 

on an iPad Pro in landscape orientation and figure 4 

shows the iPad Pro in portrait orientation. As indicated in 

the description of Model 1, NuBingo features a 5x5 board 

filled with colorful pictures representing fruit, vegetable, 

grain, protein, and dairy. The top row shows the 

randomly generated icons that will be matched to the 

corresponding columns. The column all the way to the 

right shows three rounds that will display the player’s 

score after each round. A large red BINGO button is also 

displayed for a user to click to indicate the end of the 

round. 

Fig. 2.  M. Tolani, 2017. NuBingo application as seen on an iPhone 8 

Plus.  

Fig. 3.  M. Tolani, 2017. NuBingo application as seen on an iPad Pro in 

landscape orientation. 
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Fig. 4.  M. Tolani, 2017. NuBingo application as seen on an iPad Pro in 

portrait orientation. 

VI. RELEVANCE

A. Malnourishment 

The aging process in older adults can be affected by 

their overall level of health and nutrition. Those in older 

age groups should fulfill their nutritional needs in order 

to help them maintain good health, functionality, and a 

good quality of life. Malnutrition occurs when a person’s 

body is negatively affected by their disproportion of 

energy and nutrients. It is a problem that becomes 

increasingly more prevalent in the older populations. 

Currently 16% of adults over the age of sixty-five and 2% 

of those older than eighty-five have been classified as 

malnourished [2]. 

The target user group of the NuBingo app falls into this 

bracket of aging adults who are more susceptible to 

becoming malnourished. The main objective of this 

application is to decrease some of the major elements that 

can be associated with malnutrition. The contributing 

factors that the game addresses include a decline in 

functional status, decrease in cognitive function, 

depression, and social isolation [2].  

While NuBingo itself is not a physically exerting 

game, a user will have to get up and down to retrieve their 

mobile device or tablet when they decide they want to 

play. Those in adult centers will also have to walk to 

some sort of a community game room or maybe even 

travel from their home to the facility when it is time to 

play. The transportation alone, just to play this game, will 

have older adults moving around and essentially 

exercising when they don’t even realize it. An individual, 

who may have previously just sat in their chair at home, 

may be more inclined to increase their functionality if it 

means that they are moving for something they enjoy. 

This leads to the next element that will be affected 

which is social isolation. Following a similar concept, an 

elderly person who tends to be alone in their room at the 

community center, or alone in their home, might be more 

likely to join others and form a bond over their common 

interest of playing NuBingo. Even if they are unable to 

physically join others, the concept of playing against the 

computer with an evolving score counter, can take away 

the feeling of being isolated despite possibly being alone 

in a room playing the game by themselves. Watching the 

scores change after every round can create the illusion of 

playing with a teammate or against a competitor, 

therefore creating a feeling of social interaction and over 

time, hopefully reducing the feeling of isolation. 

Just by taking part in playing the NuBingo app, a 

user’s cognitive function should be enhanced. The design 

of the point system allows a player to do well if they use 

a strategic method. The game also displays different food 

items at a moderate pace, so the mind of a user is 

constantly working to identify the food and look for a 

match on their board before the next item is displayed. 

Finally, just seeing the different food items and learning 

the point schemes in which their respective food group 

accounts for, will keep a player’s mind working, 

learning, and hopefully staying strong as opposed to if 

they were not taking part in such a game. 

Depression is another factor linked to malnourishment 

that aims to be reduced by the positive effects of this app. 

The positive effects of the previously mentioned issues 

could all attribute to reducing depression in an older 

person. We hope that their emotional state will be lifted 

if they start to function better physically, engage in social 

interactions, and stimulate and challenge their mind. 

This, combined with the fact that NuBingo will have a 

familiar and fun undertone, aims to reduce depression 

and ultimately decrease a user’s risk of malnourishment. 

By addressing some of the factors that are associated with 

malnourishment, along with educating users about 

nutrition choices, NuBingo shows how valuable this 

game could be to the health of the aging members of the 

population. 

B. App Availability 

Writers for www.Health.com consulted with 
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Registered Dieticians to find out what they thought the 

five best nutrition apps are. None of the designs were 

anything like the concept of NuBingo. One such app, 

MyFitnessPal, is a food diary that counts calories. Users 

will log the foods they have eaten each day, and the app 

analyzes the nutritional content of their current diet. 

However, it does not teach them about healthier options 

if they are not already making those choices [4]. 

Another app that the dieticians selected is Food 

Tripping. This app will tell you the healthy restaurants or 

markets in a given area [4]. This is great if you need to 

eat out, but the older population that we are targeting will 

not make much use of this due to financial, health, or 

mobility issues. Fooducate is another app that was 

chosen, but again, you are only learning about foods that 

you are already choosing. This app provides nutritional 

content by scanning a product, but it does not educate 

users on healthy options unless they have scanned them 

[4]. One app that helps people who have specific food 

allergies or diet plans is Ingredient1. This app will locate 

foods in nearby stores that meet your requirements [4]. 

This could be helpful, but not for the elderly who may be 

eating all of their meals in an adult community center. 

The last of the five recommended nutrition apps is 

EWG’s Food Scores. This app uses a rating system for 

foods based on levels of nutrition, ingredients, and 

processing levels [4]. However, again the user is not 

being told what is healthy unless they ask. They have to 

choose a product in order to see its rating. If the consumer 

does not know what healthy products to choose, they may 

never see what the better options are. 

While all of these applications focus on nutrition, they 

are unlike what NuBingo offers our specific target group. 

None of these apps use the concept of a game in order to 

entertain the user and have them come back for more. The 

objective is to have elderly people continue to use the app 

so they continue to remember to make healthy choices 

and avoid the risk of malnutrition. With the design of the 

above recommended apps, elderly people would have to 

actively want to make better choices with their food 

selections. With NuBingo, users can just decide to play a 

game and with that, comes an education of the food 

groups and proportionality. The above apps are also not 

as suitable for an age group that may have difficulties 

being mobile enough to go food shopping whenever they 

want. Finally, they do not bring in the social elements that 

can lift the spirits of an older person who may be lonely 

or unstimulated. NuBingo offers benefits of targeting 

nutritional education, entertainment, social interaction, 

and cognitive thinking, which make it a unique and 

valuable selection for the older population. 

VII. FUTURE WORKS

The design and development of the NuBingo app was 

approved by the team at NYU School of Medicine, but 

due to the lack of development time, testing was not 

possible. When testing commences, feedback from our 

target population would be valuable to ensuring that a 

successful product was implemented.  

With additional development time in the future, the 

game would also be customizable for each patient by 

expanding on the individual nutrition goals and the game 

level settings. Food groups could also be expanded to 

include additional requirements and a caption for each 

food to avoid confusion. The simplicity and familiarity 

of the rules are positive features to attract elderly users. 

For future work, the finished design would appear similar 

to Figure 5, which shows the ideal model characteristics. 

This is the ultimate design that we would hope to achieve 

if there were no semester time constraints. 

Fig. 5.  J. Barrera, 2017. Ideal NuBingo design created in Photoshop. 

VIII. CONCLUSION

With the many ailments and common effects of aging, 

basic nutrition in the geriatric population can be 

overlooked. Malnourishment is a concern because minor 

cases that do not require intervention may go unnoticed. 

Making healthy food choices cannot only lower the risks 

of becoming malnourished, but some chronic health 

issues can be improved as well [8]. An iOS application 

called NuBingo was developed in order to provide an 

entertaining and educational method of teaching the 

geriatric population about healthy food options. After 

proposing two different models to the clients at NYU 

Medical Center, it was decided to move forward with the 

design that was more closely aligned with the traditional 

Bingo game. 

 NuBingo follows the same concept of Bingo, except 

players are seeing pictures of healthy food options that 

are to be matched under their corresponding food group. 

Introducing these food items along with the varying point 

system based on recommended portion sizes will teach 

players about proportionality. Research has shown that 

older adults will be more likely to use technology if there 
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is some familiarity [15]. Basing this application on a 

popular game for the target age group poses a strong 

chance that playing NuBingo can become a part of their 

routine. 

 Not only does this app promote education of healthy 

choices, but also it can help to minimize some common 

features of malnourishment. Any mobility needed to play 

the game can help increase functionality. In addition, 

since the app is being piloted in an adult community 

center, players will be together in a social setting when 

they are introduced to it. Even if they are alone when they 

continue use, the idea of playing against a computer still 

may help decrease feelings of social isolation. The 

strategy and speed of the game also allows a user to 

strengthen their cognitive functions. If the app helps to 

make improvements in an individual’s physical and 

emotional state, this may be able to help alleviate feelings 

of depression as well [2]. 

 Research has shown that elderly people are more likely 

to continue playing games if they are familiar, that they 

benefit from social interaction, and that there is a lack of 

fun and educational nutrition apps that target the older 

generation. For these reasons, the team is confident that 

the developed app, NuBingo, will improve the quality of 

life of our geriatric population. 
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Abstract—With  the  massive  growth  of  the  population  world- 
wide,  it  is  more  important  than  ever  for  elderly  people  to  have 
diet awareness. With proper diet, the malnutrition and different 
kind  of  illness  along  with  the  dependency  to  medicine  can  be 
greatly reduced. But the challenge remains how to educate people 
to  choose  a  balanced  diet  without  an  explicit  form  of  education 
that involves effort and cost. Using the concept of Fruit Ninja, a 
popular game, an iOS app was developed with a twist of nutrition 
theme.  Players  will  play  the  game  for  fun  but  the  architecture 
of  the  game  will  also  make  them  aware  of  the  nutrition  facts  
of the  foods.  This game was developed in collaborating with NYU 
Medical Center. 

Keywords—Applications,  Nutrition  Swipe,  NuSwipe,  Diet,  
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I.    INTRODUCTION

In  an  effort  to  combat  malnutrition  in  older  adults,  this 
team  will  create  an  application  that  will  provide  strategies 
to  improve  nutrition  through  an  interactive  game.  The  appli- 
cation  will  incentivize  accumulating  proper  eating  habits  by 
rewarding  maximum  points  for  making  good  food  choices. 
As  older  adults  become  more  comfortable  with  technology, 
applications  can  provide  useful  resources  to  help  improve 
their  quality  of  life[1].  However,  it  is  important  to  maintain 
their  interest  to  insure  they  get  the  best  possible  experience, 
so  a  familiar  game  will  help  provide  ease  of  use  with  an 
added twist for entertainment. ”The nutritional information has 
been provided by NYU Medical Center and their references. 
Nutrition focused game will cover five of the major food groups.  
Recommended portion sizes are referenced from the 
2015-2020  Dietary  Guidelines,  which  provided  for  the  
point system and educational design”[1] . 

Users will be able to play by themselves against the 
interactive program. The application is intended to help older 
adults  prevent  serious  health  problems,  including  infection, 
pneumonia,  and  falls  through  an  interactive  experience  that 
is  both  fun  and  entertaining.  Initially this group sought out to 
create Bingo based game that would incorporate nutritional 
information but soon found that the format of Bingo to be too 
limited. To address these concerns, the game idea has changes 
and  is  based  off  of  the  popular  fruit  ninja  mobile  game  
that will provide more variables to create and incorporate 
incentives and nutritional information into the app while still 
keeping it simple to learn and play. 

A.  Project Requirements 

The goal is to develop an iOS application that will run on an 
iPad and can eventually be cross-platform. The application 

Should be both educational (nutrition) and enjoyable. Program 
logic  should allow  users to  achieve  points in  the game  while 
also teach them daily recommended portions of the important 
food  groups.  The  requirements  of  the  group  are  to  build an  
iOS  application  using  Unity  that  will  run  on  an  iPad and  
other  iOS  devices.  Create an application that is both interactive 
and fun.  Use  the  data  provided  by  the  customer as  well  as  
nutritional  data  from  reputable  sight  to  implement an 
educational experience into the game play. Test the app with a 
pilot group and then use the feedback to make revisions and 
improve the product.  Conduct further research into geriatric 
learning to continue making improvements. 

B.  Literature Review 

A. Digital Games 

Digital games have been a growing form of entertainment for 
the elderly as the age range expands for technology users.  As  
older  adults  are  becoming  more  comfortable  with technology,  
applications  are  being  developed  as  a  method  to improve  
their  quality  of  life.  However,  the  older  age  group lacks  
interest  in  present  applications  that  are  focused  more on 
taking care of their lifestyle. The entertainment element is 
missing from these applications, so the elderly people are not 
committed  to  using  them  and  therefore  not  benefiting  from 
what  they  have  to  offer.  They  may  benefit,  however,  if  the 
application  promotes  healthy  living  and  can  be  presented  in 
the form of a relaxing activity. 

Previous research has shown that older adults will be more 
likely to show positive interest in technology if they have had a 
previous similar experience [2].  Since  most  of  the  target 
audience shows a great interest in playing games, the thought 
was  that  they  would  enjoy  a  NuSwipe  as  it  is  a  twist  on a  
popular  game-Fruit  Ninja.  The  same  study  identified  that 
elderly  users  are  more  likely  to  play  the  game  consistently 
if  it  involved  user  interaction  as  well.  This was the greatest 
factor in determining how long a user will continue to play the 
game [2]. Game narrative is another factor of digital games that 
was found to positively influence the user’s experience. Those 
who  were  tested  stated  that  they  connected  much  more  with 
a game that had a meaningful narrative.[2] This finding feeds the 
conclusion that elderly users will benefit greatly from the 
interaction  and  nutritional  education  they  would  be  receiving 
while playing NuSwipe[2]. 

B. In-Home Intervention 

Another  study  was  done  to  evaluate  the  effects  of  an  
in- home intervention for malnourished adults. The target of this 
study was older adults whose malnourishment has left them
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Too frail to often leave their home. It divided the participants 
into two groups; those who will receive physical training and a 
nutritional intervention program (PTN group) and those who 
receive social support intervention (SoSu group), both over a 
period of twelve weeks [3]. 

However, the   PTN   group   received   nutritional   education 
from  a  volunteer  who  would  teach  them  about  healthy  food 
pairing  and  recipes.  They  also  practiced  physical  fitness  ex- 
ercises that  focused  on  strength  training  and  developing  a 
program  that  the  individual  could  continue  on  their  own in  
their  home.  The  SoSu  group  was  also  visited  twice  a week  
for  twelve  weeks,  but  their  sessions  focused  on  social 
interaction. During a visit, they would just talk about interests, 
get out of the house, and even practice cognitive thinking. The 
study results showed the PTN method to be slightly more 
effective than the SoSu. The results still were very similar at 
almost exact percentages. The nutritional status of participants 
increased while their level of frailty decreased [3]. This proves 
that  while  nutritional  education  and  physical  activity  are  ex- 
tremely important, social interactions are just as beneficial for 
elderly  people  to  maintain  a  healthy  lifestyle.  Nuswipe aims 
to incorporate all three of these elements with an educational, 
interactive game that gets adults moving towards a healthier 
lifestyle. 

C. Motivation to Play 

Most digital games today have a target audience of teens and 
young adults. However, the number of users over the age of  fifty  
have  grown  from  9  percent  in  1999  to  26  percent  in 
2008[4]. 

Research  has  been  done  to  understand  what  is  needed  
to keep  the  elderly  population  interested  in  continuing  to  
play games on their smart-phones and tablets. 

A person’s behavior can be led by their motivation to 
achieve a certain goal. Motivation is guided by either a reward 
or a punishment system in gamely fashion.  With the point 
system of our application being designed around proportion- 
laity in a nutritional diet, motivation is created to learn about 
nutrition in order to strategize how to gain the most points. 

Research  also  shows  that  the  game  itself  should  be  de- 
signed  so  that  it  keeps  an  elderly  person  motivated  to  start 
and  continue  playing.  The  design  should  focus  on  usability 
for  the  target  player’s  age  range,  in  this  case  60  and  older, 
by  emphasizing  the  following  motivational  elements  includ- 
ing:  Visible  screen  size,  color  contrasts,  and  clear  and  large 
pictures,  obvious  benefits  and  clear  and  simple  rules  of  the 
game,  fun  and  cognitively  challenging  experience  to  build 
confidence,  varying  degrees  of  difficulty  and  tasks  with  no 
expiration,  Interesting  narrative  with  inspiring  messages  after 
reaching goals[4]. 

D. Need for Nutrition 

In a study of four thousand five hundred seven people with a 
mean age of 82.3, 46.2 percent of the population were classified 
as “at risk” for malnutrition [5]. Mobile apps offer older adults  
a  connection  to  information  and  the  ability  to  interact with  
others[6].  Findings in different studies indicate that a relatively 
low-intensity lifestyle intervention can effectively be 
implemented for community-dwelling older adults [7]. Through 

mobile  apps,  older  adults  can  change  their  eating  habits  and 
avoid malnutrition. 

Many older persons tend to continue eating the same amount 
of energy that they did when they were younger and/or more 
active, which tends to cause exponential weight gain over time 
and contributes to the obesity epidemic. We should all be 
conscious of the need to reduce our energy intake over time as 
we get older. On contrary, many older people tend to eat too little 
food and have a serious energy deficiency which can lead to 
emaciation and a variety of problems such as a suppressed 
immune system.  The  trick  is  to  consume  enough  energy  to 
maintain  a  healthy  weight  throughout  life  and  to  moderately 
reduce  energy  intake  as  we  grow  older  without  reducing  
our nutrient intake. 

E. Healthy Eating 

According to the Dietary Guidelines for Americans - Key 
Recommendations for Older Adults (US Dept. of Agriculture, 
2010), healthy eating throughout life should include: limiting our  
intake  of  sodium  limiting  our  intake  of  solid  fats  (as opposed 
to the intake of liquid fats such as oils) limiting our intake  of  
added  sugar,  particularly  liquid  sugar  in  the  form of  
sweetened  cold  drinks  and  undiluted  fruit  juices  limiting our  
intake  of  refined  grains  increasing  physical  activity  and 
spending less time doing sedentary activities 

F. Protein requirements 

Mahan et al (2011) recommend that up to 1.2 g of protein per  
kg  body  weight  can  be  used  by  adults  over  the  age  of 
65 years.  Unless  seniors  have  problems  with  their  kidneys 
or  diabetes  where  0,8  g  of  protein/day  is  regarded  as  more 
appropriate, the slightly higher protein DRI should help active, 
healthy seniors to maintain lean muscle mass and their immune 
function. 

The  American  Heart  Association  recommends  a  healthy 
dietary  pattern  that  includes  fruits,  vegetables,  whole  grains, 
beans,  legumes,  fish,  skinless  poultry,  nuts,  and  fat-free/low- 
fat  dairy  products,  and  limits  sodium,  saturated  fat,  red  meat 
and  added  sugars.  This table shows the suggested number of 
servings from each food group based on a daily intake of 1,600 
or 2,000 calories. 

G. Nutrient-dense foods 

The  most  vital  message  of  the  Dietary  Guidelines  for 
Americans  -  Key  Recommendations  for  Older  Adults  (US 
Dept.  of  Agriculture,  2010),  is  that  older  persons  must  focus 
on  eating  nutrient-dense  foods  and  drinking  nutrient-dense 
beverages. The recommendations are as follows: Select fat-free 
or low-fat milk and milk products (yogurt, cottage cheese) to 
boost calcium intake to maintain healthy bones and prevent 
osteoporosis.  Eat  seafood,  lean  meats,  poultry  and  eggs,  to 
boost  the  intake  of  high  quality  protein,  vitamin  B12,  iron 
and  trace  minerals  such  as  zinc,  selenium  and  iodine  to 
prevent  anemias,  suppressed  immune  function  and  thyroid 
problems  Include  dry  beans,  peas,  lentils  and  soy  products 
as  an  excellent  source  of  dietary  fiber,  vitamins,  minerals 
and  plant  protein,  without  added  cholesterol  or  saturated  fat. 
The correct preparation of such legumes is important to make 
things  easier  for  older  people  who  may  have  problems  with 
chewing  and  digestion.  Concentrate on including vegetables
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Fig. 1.    Food type, calories and example of one serving 

as  often  as  possible,  particularly  dark  green  or  dark  yellow 
vegetables  which  are  rich  in  beta-carotene  (e.g.  spinach,  but- 
ternut,  pumpkin,  sweet  potatoes,  peas)  Try  to  eat  at  least  
50 percent of all grains as whole grains (i.e. high-fiber breakfast 
cereals  or  porridges,  wholegrain  breads,  rolls  and  biscuits). 
Seniors  who  have  problems  with  chewing  high-fiber  cereals 
and  grains,  may  benefit  from  eating  cooked  porridges,  high- 
fiber Pro-Nutro and low-GI products that contain plant protein 
as a source of dietary fiber. Seniors should, whenever possible, 
eat actual foods rather than liquid meal supplements, although 
the  latter  have  a  role  to  play  whenever  an  older  adult  has 
problems  with  eating  or  needs  to  gain  weight.  Select  whole 
foods that contain added vitamins, iron and other minerals to 
obtain  as  many  nutrients  as  possible  from  a  given  food.  
Use alcohol  in  moderation  -  only  one  drink  per  day  for  
women and two drinks a day for men - and not necessarily every 
day. Alcohol should never take the place of nutrient-dense foods 
and drinks such as milk. 

The  Pew  Research  Center  found  that  a  record  46  million 
seniors  live  in  the  United  States  today  and  that  those  age  
65 and  older  now  account  for  15  percent  of  the  overall  U.S. 
population.  These numbers are expected to increase and by 
2050, 22 percent of Americans will be 65 and older, according 
to U.S. Census Bureau projections. The study also found that 
42 percent adults ages 65 and older now report owning smart 
phones, up from just 18 percent in 2013 and that internet use 

and  home  broadband  adoption  among  this  group  have  also 
risen substantially[8]. 

Clinical Nutrition found older adults and patients in need of 
nutritional support. Res archers identified 37 factors affecting 
nutritional  intake  were  identified  and  divided  in  three  cate- 
gories;  those  related  to  the  environment,  the  person,  and  the 
food[9].  ”For  older  adults  in  nursing  homes,  encouragement 
by  carers  and  an  appropriate  ambiance  seem  particularly  im- 
portant. Meal fortification, offering variety, providing frequent 
small meals, snacks and particularly Oral Nutritional Supple- 
ments (ONS) between meals are other possibilities for this 
group. Product factors that stimulate intake include palatability, 
high energy density, low volume, and liquid format [9].” 

The Korean Journal of Community Nutrition conducted a 
study  on  the  Needs  for  Nutrition  Management  Program  for 
Elderly  Who  use  Welfare  Facilities  and  found  regarding  the 
level of practice to keep the dietary life, respondents answered 
more  than  ’average’  for  most  of  items  but  answered  less 
than  ’average’  for  lot  of  salt  intake,  drinking,  exercise.  For 
the  experience  of  nutrition dietary  life  education,  only  19.8 
percent  answered  ’Yes’  and  the  service  for  nutrition dietary 
life management showed the highest score in the demand for 
’provide nutritious food’ [10]. 

Fig. 2.    Food groups Breakdown 

National Health Interview Survey 2006-2014 entitled ”Re- 
lationships  between  adult  emotional  states  and  indicators  of 
health  care  utilization”  found  adults  feeling  unable  to  make 
efforts were more likely to seek health care in the last 6 months 
and at least ten times in the last twelve months[11]. In addition 
the study found Adults feeling hopeless were less likely to be 
heavy health care utilizers. As  a  result  Educating  health  care 
providers  about  the  emotional  states  motivating  health  care 
seeking, and integrating mental health care into primary care, 
may  improve  the  health  of  adults  with  serious  psychological 
distress[11]. 

II. BUILDING THE GAME

The game consists of various user interface (UI) and actions 
scripts  which  include  the  spawned,  the  blade,  and  the  food 
scripts. The UI script takes whatever the user inputs and stores 
it.  The  spawned  script  creates  objects  that  appear  in  various 
points  on  the  screen.  In order to do this the spawner accepts 
the objects into an array and the projects onto screen whatever is 
put into the array to objects spawn continuously. The blade script  
is  designed  to  track  and  respond  to  the  players  finger 
moments  and  making  a  trail  created  by  the  player’s  swipe. 
The  script  takes  the  first  position  and  the  second  position  
of the users finger and creates the swipe motion between the two
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Points. The food script passes in the food object to the game 
object creating a new object which is then displayed across the 
screen when the user’s finger swipes the ball, the initiating the 
object and make the desired game image. Each object that is 
created is counted towards the user’s score 

III. THE SCRIPTS

The game consists of various user interface (UI) and actions 
scripts  which  include  the  spawner,  the  blade,  and  the  food 
scripts. The UI script takes whatever the user inputs and stores 
it.  The  spawner  script  creates  objects  that  appear  in  various 
points  on  the  screen.  In order to do this the spawner accepts 
the objects into an array and the projects onto screen whatever is 
put into the array to objects spawn continuously. The blade script  
is  designed  to  track  and  respond  to  the  players  finger 
moments  and  making  a  trail  created  by  the  player’s  swipe. 
The  script  takes  the  first  position  and  the  second  position  
of the users finger and creates the swipe motion between the two 
points. The food script passes in the food object to the game 
object creating a new object which is then displayed across the 
screen when the user’s finger swipes the ball, the initiating the 
object and make the desired game image. Each object that is 
created is counted towards the user’s score 

IV. CHALLENGES

Downloading  the  correct  inputs  to  work  with  unity  on 
the  iOS  platform.  Some of the challenges of the code is the 
necessity to focus on more advanced and efficient algorithms to 
keep the game running smoothly without compromising on 
content. 

V.    SPECIFICATION

NuSwipe is being built as a multi-level game that teaches 
nutrition to users based on their sex and age. For the first itera- 
tion of the app the team is focusing on the first level. The data 
structures used will be scalable to allow growth so that more 
users can play the game. For the first iteration the app will be 
geared towards Male or Female users ages 60   65. In order to 
store the data that will be used throughout the app we plan to use 
a three dimensional array. The array will be built similar to the 
following: nudataarray [Age60−65] [Male] [5, 4, 3, 2, and 1]. 
The array will be a 3 dimensional array with the first dimension 
being the age range, the second being male or female and the 
third being the optimal servings for that age and sex of user. In 
the application the third dimension elements as set so they are 
the same throughout the app, for example element 0 is grain, 
element 1 is meat, etc. The scoring data structure will also be an  
array  that  looks  like  the  following: scorearray  [  counter for 
grain,   counter for meat, counter for veggies,   counter for dairy,  
counter for fruits,  counter for total score].The elements 
innudataarrayandscorearray will correspond to each other. For  
example  nudataarray[60 − 65][Male][0]  /would  return the  
number  of  daily  grain  servings  for  a  male  who  is  60 
65  and  /scorearray[0]/  will  return  the  number  of  times the  
user  has  sliced  a  grain.  Subtracting/nudataarray[60 − 
65] [Male] [0] from scorearray [0]/is how the application keeps
score for display and total score purposes. 

Because the arrays can be easily added onto the game can 
grow with little effort. By adding another element to the first 
dimension, say Age 50   60, and adding the daily servings for 

this age group to the third dimension. We can add a whole new 
set of users to expand the population that can benefit from the 
game. In Unity, levels are also known as a scene. Developers can  
re-use  the  base  scene  or  level  and  simply  add  different logic 
that would signify the completion of a level. 

VI. IN GAME EXPERIENCE

As  soon  as  the  game  begins  a  user  will  see  the  name  
of the  game  and  a  three  button  menu  with  that  reads  ”Start”, 
”Options”, and”Quit”. If the user selects options they will be 
shown  two  volume  bars  to  control  the  volume  of  the  music 
and to control the volume of the special effects. The user will 
also have a back button to return to the main menu. 

Fig. 3.    Welcome Screen 

If the user selects start they will be prompted to enter their 
name, age, height, weight and dietary restrictions. The user will 
then be see the instructions illustrating their desired nutritional 
values and how that translates to in game objects.  Ex:”Your goal 
is to eat 1 protein, two vegetables and one fruit. Be sure to avoid 
bad carbohydrates”.  The user will then see a series of 
instructional screens explaining the game. 

Fig. 4.    User Input Screen: Name
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The user will then see a prompt telling them their goal is to 
swipe the colored balls on their screen and that each ball will turn  
into  a  food  group  item  to  be  added  to  their  score.  They 
will also see an”OK” button. Once clicked, the user will then see 
a screen explaining how the counter will work and how it will 
add each food group swiped to increment the user’s goal. The  
screen  also  contains  an  ”OK”  button  leading  to  the  next 
screen. 

Fig. 5.    Screen defining game objectives 

Fig. 6.    Displaying in game counter 

The following screen prompts the user to play to win and 
instructs  them  to  collect  the  proper  amount  of  food  in  each 
group  to  win.  The  user  will  also  see  six  food  groups  which 
are, bread, vegetable, meat, cheese, fruit, and junk food. These 
food group images will remain on the far left side of the screen 
stacked vertically where they will later be used to display the 
users’ score they will also see another OK button. 

Once  clicked  the  user  will  see  a  screen  instructing  them 
to  be  mindful  of  their  score  as  they  swipe  the  different  
balls while playing the game. This is the final instructional 
screen. This screen has a large button that says “Play” which will 
send the user to the gaming stage. 

Upon  clicking  The  user  will  then  be  sent  to  the  gaming 
stage. Various objects representing each food group will appear 
across the screen. The user attempts to make a swiping motion 
across  the  desired  fruit  and  will  play  until  they  have  either 
reached  the  maximum  number  of  fails  which,  in  which  the 
user  swipes  too  many  of  the  wrong  fruit  at  which  point  
they will be prompted to try again. 

Fig. 7.    Different food groups available 

As  a  user  swipes  a  ball  representing  each  food  group  
the value  of  the  swipe  is  displayed  in  the  top  right  corner  
and  a tally is added to the fruit group on the left column. Users 
must be  careful  not  to  swipe  unhealthy  nutritional  objects  
such  as burgers which will result in a loss of points 

Fig. 8.    Example of Improper nutritional choice 

If  the  user  is  able  to  achieve  their  desired  goal  then  
they will  move  to  the  next  level  where  they  will  have  a  
new more  challenging  goal  and  the  process  will  repeat  itself.  
The game will become increasingly more realistic in target food 
requirements as the game progresses to simulate an appropriate 
breakfast, lunch and dinner. 

Ultimately, through playing this game repeatedly, users will 
learn the recommended amount of servings per food group and 
incorporate the gained knowledge into their dietary habits and 
eat healthier, holistic meals. 

VII. CONCLUSION

The test of this study is to see if an app based on the designs 
and  plans  of  the  previous  group  will  incentivize  older  adults 
to  live  a  healthier  life  by  changing  nutritional  choices.  This 
group’s focus was a minimalistic game application that serves 
both as a fun application and educational tool. The design of the 
game in this first iteration has only one level with a fixed speed. 
Possible revisions to the game can include but are not limited to 
different speed options, additional ”negative points” food  
groups,  friendly  ”match”  games  with  friends,  and  use
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of 3-dimentional objects to add more aesthetically pleasing 
effects. 

. 
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Abstract— most if not all of us have become familiar with the 

charts and graphs offered in our favorite software packages as well 

as the value they can add to our presentations and reports. 

However, in recent years Data Visualization has become more of a 

necessity than a frill. Due to the large quantities of data being 

produced, stored, and analyzed in an ever growing variety of 

human endeavors a greater need for making sense of this 

information easily has arisen. By its very nature Data 

Visualization offers a solution for satisfying this requirement. This 

study explores the intersection of the topics that have given rise to 

this solution as well as Data Visualization itself. As its starting 

point this study will build off an existing data collection system 

that uses a programmable logic unit with attached temperature 

sensors and the capability of pushing data at regular intervals to a 

database. The end result will be an accessible web –based tool that 

allows the user to view the data in various visual forms and gain 

an understanding of the data from their experience. 

Index Terms— Asynchronous, Big Data, Big Data Analytics, 

Continuous Delivery, Data Visualization, data-store, event-

driven, ExpressJS,  JSON, mean, median, Model-View-

Controller, NodeJS, Platform-as-a-Service, rasterized, raw data, 

real-time data transfer, Reanalysis, scalable-vector-graphics 

I. INTRODUCTION 

During the spring of 2017 a study [1] was carried out by a 

team of Computer Science students at Pace University. The 

study developed a sensor platform using a microcontroller, the 

AdaFruit Feather Mo, to collect air temperature data and water 

temperature data from Choate Pond at Pace University. The 

collected data was sent over a Wi-Fi connection and stored in a 

database. In addition the study managed to present real-time 

data in simple chart format. In Section IV of their report, they 

mention “The next major development in this project is 

visualization of data in a controlled consistent environment”. 

That statement is now the aim of this study’s work.  
Attempting to remain consistent with the previous study this 

one will integrate with the existing system that is hosted on 

IBM’s Cloud Platform. A platform-as-a-Service (PaaS). This 

application will also use the existing systems Database 

Management System (DBMS), a Cloudant Database offered as 

a service on IBM Cloud. With the database configured to 

receive inputs from four different temperature sensors and each 

sensor sending data to the database in 10-20 minute intervals 

for an indeterminate amount of time, the goal is to build a web-

based tool capable of presenting the data in real-time as well as 

offering the user options on how they’d like to visualize, 

analyze, and explore the data.  

With this goal in mind several challenges have come to the 

fore. Perhaps the most obvious is the realization that, over time, 

the sensors will be collecting very large amounts of data, and 

therefore the management of “Big Data” must be taken into 

consideration. Another challenge, perhaps the most salient in 

relation to this project, is the visualization of the data. Related 

to both of the above are considerations related to analyzing the 

data in such a way as to provide answers to questions that users 

may want to ask of it. Intending to remain consistent with the 

notion of scalability mentioned by [1], additional challenges 

arise when considering how best to develop software that can 

allow for the implementation of features not yet imagined.  
The second section of this paper presents the research related 

to addressing the above challenges. Section III of this paper 

describes the web application under construction. Section IV 

will offer some suggestions on additional features that may be 

added to the web application and the final section is a summary 

and conclusion based on the work mentioned throughout.  

II. RESEARCH

A. Big Data 

Today, systems like the one retrieving and storing data from 

Choate Pond are becoming more prevalent, popular, and 

accessible. The capacity to accomplish this kind of task is due 

in part to the increase of storage capacities coupled with the 

increase of processing power [9]. In fact, over the past 20 years, 

data storage has become more cost effective than paper for 

storing everything from documents, numbers, and diagrams to 

audio and more [7].  The result of this is “Big Data” and lots of 

it. 

As the IT research from Gartner defines “Big Data”, it 

consists of three V’s, all prefixed with “high”. There is high-

Volume, high-Velocity, and high-Variety [22]. To extend this a 

step further a fourth V, Veracity is added by Dr. Arvind Sathi 

in [20]. What makes it important is not so much its size, it is 

what we do with it [19]. 
Considering that statement while taking a closer look at 

Gartner one sees that the definition does not stop with the three 

V’s. It contains these keywords; insight, enable, and decision. 

Yes these V’s matter but let’s not forget what may be the most 

important potential buried within “Big Data”. It is what all those 

“V’s” ought to result in “enabling enhanced insight and 

decision making” [22].  For this study those keywords are 

important to keep in mind moving forward. 

B. Data Management System 

  This project’s intention is to remain consistent with the 

existing system. There is no intention and at this time no need 

to alter the existing system architecture. What this means in 

relation to database management is that this study will connect 

to the existing Database Management System ( DBMS ) and 

use the responses received in this phase of developing a the web 

Web Application for Environmental Sensing 

Siddhesh Andari, Mark Caruso, Matt Ganis, Christopher B. Robbins, Christion Whit, and AJ Zada, 

Seidemberg School of CSIS, Pace University, Pleasantville, New York 

Proceedings of Student-Faculty Research Day, CSIS, Pace University, May 4th, 2018
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application. Currently the data to work with is temperature data 

sent to the DBMS from four remote sensors. One sensor 

recorded temperature on land while the other three were placed 

in the water at Choate Pond. 

The previous study outlines its criteria and reasoning for 

selecting a DBMS for their study [1 Section II E.]. While 

analyzing the existing code base it was discovered that the 

DBMS in use is Cloudant. Cloudant is a NoSQL database-as-a-

service offered on IBM Bluemix. This is an implementation of 

IBM's Open Cloud Architecture based on Cloud Foundry, an 

open source Platform-as-a-Service (PaaS) [12].  
Cloudant is built on the Apache database 

CouchDB.   CouchDB is an open source JavaScript Object 

Notation (JSON) document store. As such, a user of this IBM 

service puts and gets data in JSON format. The manner in which 

this team’s application will communicate with the existing 

database is through the Cloudant HTTP API [10 Http API]. 

C. Data Analytics 

The data being collected, and the data we have access to, is 

known as “raw” data. It is simply a collection of temperatures 

taken at a specific time on a particular date at a specific depth 

in a particular pond located at a specific place. This in and of 

itself might be useful. For instance, perhaps you wanted to 

know the water temperature in Choate Pond on October 25th, 

2016 at 4 feet. That however, does not tell you anything about 

how that piece of data relates to, for instance, one of the other 

sensors at a different depth, the air temperature above the pond, 

or the temperature of the water at the same depth but half way 

round the world. “In order for patterns and trends to be seen, 

data must be analyzed and interpreted first” [16]. Though it may 

be sufficient in this iteration of the web application to simply 

present the “raw” data. It is worth considering some possible 

methods for gaining insight into it. 

Analytics provides these methods. In this projects case where 

the data occurs in a series, a set of temperatures over time, it is 

common to “look at anomalies, or differences from a predefined 

reference value” [16]. Some ways of doing this might be to use 

the mean as a reference value and compare current temperatures 

with the mean within a certain time frame as described by Egger 

et al. in “Data Analysis and Interpretation” [16]. Another 

reference value to consider is the median within a particular 

data range. Are far more ambitious approach to consider would 

be an application known as Reanalysis described by Dee, 

Fasullo et al [6].  Whatever the method chosen for data analysis, 

in the development of this application we are confronted with 

this classic question, “how to turn a collection of measurements 

into a useful dataset through processing and analysis?” [16].  

D. Data Visualization 

From the previous section we learn that “Big Data” and “Big 

Data Analytics” can be a very powerful tool for gaining insight 

into very large sets of data, “But without the right framework 

for understanding it, much of that knowledge may go 

unrecognized” [3]. What then is the “right” framework? Ms. 

Clark goes on to say that “it’s data visualization that allows Big 

Data to unleash its impact”. One reason for this choice is that it 

helps the non-technical professional comprehend, gain insight, 

and support their decisions. It is quick, easy [13]. At its best, 

“you can take the concept a step further by using technology to 

drill down into charts and graphs for more detail, interactively 

changing what data you see and how it’s processed“[13].  The 

general concept and its purpose as defined by SaS is this: 

“Data visualization is the presentation of data in a 

pictorial or graphical format. It enables decision makers 

to see analytics presented visually, so they can grasp 

difficult concepts or identify new patterns. “[19] 

At its core data visualization is really nothing new. It is the 

graphical representation of information.  In Michael Friendly’s 

book “A Brief History of Data Visualization” he places the 

roots of the “graphical portrayal of quantitative information” 

before the 17th century with early maps and diagrams [7]. 

What’s new is the manner in which we go about visualizing 

data. We’re no longer using just the paper and pen but have 

managed, through computer technologies, to achieve the same 

goal in a different way. One more suited to the needs of our 

time.  
By now we’re all accustomed to the weather map and our 

favorite meteorologists tracking weather regionally, nationally 

and worldwide.  These examples demonstrate the visualization 

of “Big Data”. They also demonstrate that for the human brain 

“using charts or graphs to visualize large amounts of complex 

data is easier than pouring over spreadsheets or reports” [19]. 

Data visualizations are a quicker, easier, and more universal 

approach for humans to grasp the meaning, implications, and 

concepts within the data sets.  
Yes, data visualization can be very beautiful but the real 

advantage is the insight into complex data it can help us grasp. 

Through data visualization one can more easily detect patterns, 

trends and correlations that might go undetected in text-based 

data [14]. The old saying stands, “A picture is worth a thousand 

words”. Moving forward in this study we’ll be using data 

visualization as a means of presenting the temperature data 

from Choate Pond. We’ll do this by including data visualization 

libraries into the application code. There are many to choose 

from and they are very friendly to the development of web 

applications. 

III. THE APPLICATION

A. Functional Requirements 

1. A default graph based on the most current data

received by the system will be presented to the user

upon entering the site.

2. The user will be able to select a date range for viewing

returned sensor data.

3. The user will be able to select one chart/graph type

from a list of chart/graph type options.

4. The user will be able to select the number of sensors

they’d like to see represented in a graph.  The

minimum is 1, the maximum is 3.

5. The user will be able to select which database they’d

like to query from a list of available databases.

6. The user must submit their selections in order for any

of their selections to have an effect on the client view.
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B. Non-Functional Requirements 

1. The application will not require login authentication.

2. The application will be based on the model-view-

controller architecture.

3. The application should be functional on any device

capable of running the following web browsers IE9+,

Firefox 38+, Chrome 44+, and Safar 7+

4. The application must be deployed on a server that

supports NodeJS.

C. The Application Environment 

The EnviroSensor web application is deployed on IBM 

Bluemix as a web application. IBM Bluemix, is a Platform-as-

a-Service (PaaS) and among the large catalog of services the 

platform provides are several open-source runtime 

environments, and developer tools such as continuous delivery 

[11].  In an effort to maintain consistency with the previous 

work, this study’s web application architecture utilizes many of 

the features offered by this platform. Fig.1 below illustrates the 

various services invoked once a user issues a request. In this 

web application step 5 is of particular interest. It is here that the 

application servers return a resource based on the invocation 

made by the web server software. Also of interest in this 

application are steps 9 and 10. If a request for data, such as data 

from the sensors, is made step 9 is the phase where connectivity 

to the database is made and step 10 is where the database is 

queried to generate the requested response. 

Fig. 1 EnviroSensor web app architecture based on IBM web Application 

Architecture [12] 

In step 4 and step 5 of Fig 1 the phase where our chosen 

runtime environment is invoked.  This study elected to use a 

NodeJS runtime environment with ExpressJS.  NodeJS is a 

JavaScript runtime environment and is built on top of Google 

Chromes open-source V8 JavaScript Engine [18]. The NodeJS 

architecture is built on an event-driven asynchronous I/O 

model. This kind of design optimizes throughput and scalability 

in Web Applications. It allows for many input/output operations 

and is therefore well suited to high traffic and real-time web 

applications [26]. This study is particularly interested in the 

benefits such an architecture provides for real-time data transfer 

as one of our requirements is to provide this feature to our 

client.  

Within the model-view-controller (MVC) paradigm the 

application enforces, ExpressJS will take on the Controller role. 

It will handle request routes from the client View, manage the 

web server, and handle request/response calls to the Model, in 

this case the database containing sensor data. This study’s MVC 

model is illustrated in the Fig. 2. Note that it includes the 

communication between the Controller and the View. In a 

stricter implementation of MVC, the View would always 

receive its updates from the Model.  

Fig. 2 EnviroSensor MVC Architecture 

D. The Application View 

Rounding out the applications MVC architecture is the View. 

This is handled by ExpresJS and includes the serving of 

standard web technologies such as HTML for the View 

structure, CSS for styling the View, and JavaScript (JS) for 

managing interactivity. The Particular front-end JS libraries this 

application will incorporate are JQuery and a data visualization 

API from Google known as Google Charts. Fig 3 Illustrates the 

application server with the NodeJS runtime and the ExpressJS 

application. It also depicts the View exposed in the client’s 

browser. 
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Fig 3. EnviroSensor System 

E. Transforming the Data 

There are two cases where the application will need to 

request data from the sensor data-store. The first case occurs 

whenever a user requests the application’s URL within a 

browser. This case returns to the view the most recent 10 minute 

interval of real-time data from the database. The second is 

initiated by the user submitting a request with parameters. The 

optional parameters include a date range and sensor 

preferences. There are also parameters for a graph type 

selection (line, bar, etc.). Fig. 3 illustrates the request/response 

sequence that occurs in the second case. 

Fig. 3. User Input Request/Response Sequence 

In either case the request for sensor data queries the Cloudant 

Database. It responds by returning a JavaScript Object in 

JavaScript object notation (JSON) format. A small sample of 

the returned data in JSON format is depicted in Fig. 4. In this 

example a request was made for all the data in the database. 

Note that the object is made up of a set of key/value pairs. If for 

example the key was “total rows” and had a value of 165. It 

would mean that the returned dataset contained 165 rows.  

The initial key in Fig. 4 is “payload”. This key contains an 

object with keys for location (loc), time stamp (ts), “name” for 

the name of the device and sensors (s). The data important for 

this study is the “ts” key/value with time in milliseconds and 

the “s” key/value. The “s” key is an array of objects and each 

object contains the “id” of the sensor and the temperature 

(“temp”) in Fahrenheit. It is this data from each payload object 

that the study needs to extract and then transform.  

Fig. 4. Sample sensor data from the data store 

F. Data Visualization Tools 

The goal here is to present the sensor data in graph/chart 

format. In order to achieve this the application must be able to 

take the retrieved data, returned as a JSON object, parse it in 

such a way as to extract the time and sensor data we are 

interested in, and then manipulate it using some web based data 

visualization software.  

Visualizing data on the web using the web coding ecosystem 

of HTML5, CSS, and JavaScript came into its own when the 

major browsers began adopting the majority of the HTML5 

specification features around 20111[16].  
Currently there are many options for web developers to 

choose from in order to achieve this goal. This study considered 

3 of the top 14 open-source choices reported by “The Next 

Web” [22]. They include Data-Driven-Documents (D3.js), 

Charts.js, and Google Charts. Both Charts.js and Google Charts 

offer galleries of predefined chart types that can handle events 

making them highly interactive with very little coding required. 

Each also offers some measure of customization available to the 

developer. Google Charts is delivered through the Google 

Visualization API, and is exposed through JavaScript. The 

charts are rendered through the HTML5/SVG technology 

providing cross-browser support including VML for older 

version of IE as well as cross-platform portability for iPhones, 

iPads, and Android devices [9]. On the other hand Charts.js is a 

JavaScript library accessible through various methods 

including npm installation and a GitHub repository [5 

installation]. It offers a smaller set of chart types and is similar 

to Google Charts in that the charts include some event handling 

such as tooltips out-of-the-box. It differs however in its 

rendering method. Charts.js leverages the HTML5/Canvas 

element along with JavaScript rather than HTML5/SVG [4 

usage]. The <canvas> element in HTML5 defines a space 

where one can create and manipulate rasterized images pixel by 

pixel. It is a resolution-dependent surface. Scalable-vector –

graphics (SVG) on the other hand is an XML file format 

designed to create vector graphics [19]. Unlike a resolution-

"payload": { 
"loc": "PACE", 
"ts": 1503678432789, 
"name": "feather-f8f05f730f1", 
"s": [ 
{ 
"id": "0", 
"temp": -196.6 
}, 
{ 
"id": "1", 
"temp": 76.78 
}, 
] 
}//End of Payload 
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dependent bitmap graphic where there is a risk of losing quality 

when the graphic is enlarged or displayed on a retina screen, an 

SVG graphic maintains its crispness when increased or 

decreased.  

Table 1 

Comparison of the 3 data visualization tools considered 

Unlike the Google Charts or Charts.js, D3 offers no predefined 

chart gallery. It encourages the developer to build visualizations 

from the ground up. Like Charts.js this is a JavaScript library 

available through CDN, npm installation, or on GitHub [6]. D3 

is based entirely on the familiar web coding ecosystem of 

HTML5/SVG, CSS, and JavaScript. This option offers the least 

amount of visualization restrictions on the developer and was 

designed with maximum expressiveness in mind [3].  

Table 1 compares the visualization tools considered for this 

study. In this application iteration the developers have selected 

to implement the Google Visualization API for its use of 

HTML5/SVG, its out-of-the-box readiness and variety of charts 

as well as its cross-browser and platform capabilities.  

G. About the EnviroSensor Water Monitoring Analyzer 

The EnviroSenor Water Monitoring Analyzer presents the user 

with a very simple user-interface (UI) divided into three key 

sections. The header which contains the title, a top window 

section which contains the dashboard and a bottom window 

which presents the chart. The key component is the dashboard 

which allows the user to select the following option for system 

inputs; date range, databases, sensors, and chart types. By 

default all sensors are selected and database 2 is selected. Fig. 

5 shows the initial view presented to the user after requesting 

the site URL.   

Fig. 5 Initial View of the Application 

By clicking into the “From Date” and “To Date" fields the 

user is presented with a jQuery date picker and by selecting 

dates from this component the user can set their desired date 

range. Screenshot 1A in the Appendix presents this view.  

Once a user sets their options they submit their inputs to the 

system by clicking the “Submit” button. This action sends the 

selected inputs to a JavaScript function that first initializes the 

date range values, if they exist, and converts them to standard 

time through a JavaScript Date object. The code snippet below 

illustrates this process. Code sample A2 in the Appendix 

illustrates the process in more detail.  

After the date range variables are determined the drawChart() 

function  is called.  This function call can be seen at the bottom 

of Code Sample A2 in the Appendix and is the function that 

utilizes the Google Charts API. For a line chart a new 

google.visualization.DataTable() object is instantiated and 

assigned to a variable. In this case it is “var data”.  

Using methods provided by this object the developer can 

begin to build the chart. The first step in this process is to add 

columns which will be used in the charts legend.  

In this application another set of checks needs to take place 

in order to find out which sensors have been selected. Code 

sample A3 in the Appendix illustrates this.  

The important work takes place when the function iterates 

through all the rows of the sensor data, testing that the 

timestamp of each row is within the range the user selected. 

This step selects only the data from the selected sensors and 

Library Chart 
Types 

Interactivity 
Events 

Customization 
Expressivity 

Rendering 
Method 

D3.js  
Data-
Driven-
Docume
nts 

No 
charts 
out-
of-the 
box 

Defined by 
developer on 
selected 
elements 
using JS 
event 
handling  
functions 

All aspects are 
customizable 
by developer 
using library 
methods, CSS,  
and pure 
JavaScript 

JavaScript, 
CSS & 
HTM5/SVG 

Google 
Charts 
API 

12 
core 
chart 
types 
plus 
16 
more 

Out-of-box 
tooltips with 
additional 
event 
handling 
through JS 
event 
handling   
functions 

Ready to use 
out-of-the-box. 
Customizations 
available 
through an 
options object. 
Some specific 
to each chart, 
others generic  

JavaScript, 
HTML5/SVG, 
VML for 
older IE 
browsers 
such as IE8  

Charts.js  9 
core 
chart 
types  

out-of-the-
box tooltips 
and standard  
JS  events 
passed into 
an options 
object as a 
string[]  

Customization 
available on 
major  chart 
components 
such as colors, 
fonts, layout, 
legend, and 
ToolTips 

JavaScript 
HTML5/ 
Canvas 

 $('#myButton').click(function(){ 

  var dateInput1 = 

document.getElementById('date1').value

; 

   if (dateInput1 != '') 

   userLowTS = new 

Date(dateInput1).getTime(); 

data.addRow(tempArray); 

var data = new 
google.visualization.DataTable(); 
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stores the time and temperature into a temporary array.  This 

array is then added to the Google API DataTable object and sets 

up the rows for a table. In this application a count variable is 

incremented with each loop iteration. This variable will then be 

used to display the number of records returned. Code sample 

A4 in the Appendix presents this code.  

At this point in the process options such as chart title, subtitle, 

height, and background color can be defined in a JavaScript 

object. For a detailed view of the options object see code sample 

A5 in the Appendix.  

Now  a new chart object can be instantiated using the Google 

Chart API and a hook to the html page can be obtained by 

passing in a standard JavaScript function “getElementById()” 

on the html document.  

Calling the draw method on the chart object and passing in 

the data object along with the options object as parameters to 

this method will then draw the chart to the screen.  

A sample chart returned with a date range of July 27, 20017 

through August 12, 2017 and sensor 2 selected can be seen in 

Fig 7. The legend on the right shows that the outside 

temperature will be displayed in blue and the orange color will 

represent the temperatures returned from sensor 2.  Note that 

the number under the ‘Records Returned’ line has been updated 

to reflect the total records in the data-set. Also note that the x-

axis represents time in days and the y-axis represents 

temperature. The sharp decline in the outside temperature 

indicates that the sensor was disabled. The flat sensor 2 line 

indicates that the sensor was not in use during this time frame. 

Fig. 7 also demonstrates that when hovering over a data point 

the chart displays a tooltip with the date formatted and time in 

hours, minutes, and seconds. The tooltip also displays the 

temperature at that point in degrees Fahrenheit.  

Fig. 7 line chart returned after submitting inputs 

IV. NEXT STEPS

The current state of the application can receive a date range 

from July 20th 2017 through August 14th 2017 and present data 

within this range as a line graph through the Google Charts API. 
This is due in part to the fact that the application is currently not 

connected to the database and is thus using mock-data for 

testing and development purposes. Though additional chart 

options are available on the user interface, they are not yet 

active. Similarly, options exist on the interface that allow the 

user to select data from a collection of databases which contain 

previous experiments carried out by the client. Likewise these 

options are not yet active.  Therefore, one immediate next step 

is to make these user interface options live by connecting them 

to the associated database and Google Charts. Another next step 

is to test the application with a live connection to the database 

while the device has been running for an extended periods of 

time. This situation will raise questions regarding latency and 

maximum limits on the amount of data the application can 

reasonably consume.  

Beyond the immediate steps to round out this iteration, there 

are two additional features that may be taken under 

consideration for any further development. One feature would 

include user options for viewing the mean of sensor data within 

a time frame. The second feature as suggested by our client, Dr. 

Matthew Ganis, would allow the user to compare and combine 

the data received from the device with existing weather data 

sources such as weather.com, or the APIXU Weather API. 

V. CONCLUSION 

The project does demonstrate that it is possible to build a 

single-paged web-based tool that incorporates responsive 

design and provides an easy to use solution for visualizing large 

data sets. In doing so it does meet the key requirement set by 

the client. To demonstrate the value of such a tool consider that 

the current application can display up to 779 records. Those are 

all the sensor and time data within the entire data set that the 

study is working with. It is less than one month’s worth of 

readings. Viewing even this amount of information in tabular 

format would, no doubt, present a challenge when trying to 

compare the various data points. Now imagine the difficulties 

of viewing three, six, or twelve months of readings in a table. 

The charts clearly make it easier for a user to study variations 

between temperatures and to draw conclusions from them. In 

this way, the application supports the notion that when it comes 

to gaining insight into big data, data visualization is the way to 

go [19].  

Finally, this application does reinforce the case for pursing a 

goal briefly mentioned to the team by Dr. Ganis. That goal is to 

offer the device as well as a visualization tool to educators 

interested in exploring “The Internet of Things” with their 

students.  

Var chart =new 
google.charts.Line(document.getElementById(
‘chart’); 

  chart.draw(data, 

google.charts.Line.convertOptions(options)); 
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Appendix 

Screenshot A1. User selected the ‘From Date’ input field 

Code Sample A2. Obtaining values of submitted dates 

and converting them to time 

Code Sample A3. Adding columns to the data table 

Code Sample A4. Obtaining temp data from data. 

Code sample A5. Defining chart options 

$('#myButton').click(function(){ 

var dateInput1 = 

document.getElementById('date1').value; 

var dateInput2 = 

document.getElementById('date2').value; 

if(dateInput1 != '') 

userLowTS = new Date(dateInput1).getTime(); 

if(dateInput2 != '') 

userHighTS = new Date(dateInput2).getTime(); 

drawChart(); 

}); 

 var data =  
new google.visualization.DataTable(); 

 data.addColumn('datetime', 'Day'); 

   data.addColumn('number', 'Outside Temp'); 

 if(document.getElementById("sen1").checked) 

 data.addColumn('number', 'Sensor 1'); 

 if(document.getElementById("sen2").checked) 

   data.addColumn('number', 'Sensor 2'); 

 if(document.getElementById("sen3").checked) 

data.addColumn('number', 'Sensor 3');

 for(i; i < testDat.rows.length; i++){ 

   if(testDat.rows[i].doc.payload.ts >= userLowTS 

&& testDat.rows[i].doc.payload.ts <= userHighTS) 

 { 

  var tempArray = new Array(); 

   tempArray[0] = new   

Date(testDat.rows[i].doc.payload.ts); 

tempArray[1] = 

testDat.rows[i].doc.payload.s[0].temp; 

 if(document.getElementById("sen1").checked) 

   tempArray.push(testDat.rows[i].doc.paylo

ad.s[1].temp); 

  if(document.getElementById("sen2").checked) 

   tempArray.push(testDat.rows[i].doc.payl

oad.s[2].temp); 

if(document.getElementById("sen3").checked) 

  tempArray.push(testDat.rows[i].doc.payload.s[3]

.temp);   

  data.addRow(tempArray); 

 count++; 

  } 

}

 var options = { 

  chart: { 

 title: 'Choate Pond Temperature 

Sensor', 

 subtitle: 'in degrees Fahrenheit' 

 }, 

  height: 500, 

  backgroundColor: '#F9F9F7' 

  }; 
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Abstract— The advent of increased storage capacity and 

computer processing power has made the collection of large 

amounts of data within a diverse array of fields not only possible 

but something of a necessity. In conjunction with this has been 

the increase and  and affordability of, collecting data from the 

world around us by connecting sensors with data storage. To 

unleash the potential within this “Bid Data” emerges the field of 

Data Science. The intersection of data, analysis, domain specific 

knowledge, and presentation. A key component of making the 

data and analytics accessible is the presentation, or Data 

Visualization. Within the field of Environmental Science, much 

raw data is being collected as well as shared on the Web. 

However, there are few examples where the data is being 

analyzed and visualized for the consumer. This study addresses 

that issue by investigating the topics mentioned above and by 

developing a web application with the capacity to visualize and 

analyze water temperature data with the intent of making it 

usefule for the scientific community and accessible for the casual 

user.  

Index Terms— Asynchronous, Big Data, Data Analytics,

Continuous Delivery, Data Smoothing, Data Visualization, data-

store, degree days, event-driven, ExpressJS, JSON, , mean, 

median, Model-View-Controller, moving average, NodeJS, 

Platform-as-a-Service,  rasterized, raw data, real-time data 

transfer, scalable-vector-graphics, statistics, time-series 

I. INTRODUCTION 

During the spring of 2017 a study [1] was carried out by a 

team of Computer Science students at Pace University. The 

study developed a temperature monitoring device using a 

microcontroller with attached sensors to collect air temperature 

and water temperature data from Choate Pond at Pace 

University. The collected data was sent over a Wi-Fi connection 

and stored in a database. In addition the study managed to 

present real-time data in simple chart format. In Section IV of 

their report, they mention “The next major development in this 

project is visualization of data in a controlled consistent 

environment”. That statement was adopted by another team of 

computer science students as their goal. 
In the fall of 2017 study [3] began to work on that “next 

major development” by integrating with the original system’s 

Database Management System (DBMS), a Cloudant Database 

[17] offered as a service on IBM’s Cloud Platform [19]. A 

platform-as-a-Service (PaaS). With the database configured to 

receive inputs from four different temperature sensors and each 

sensor  

sending data to the database in 10-20 minute intervals for an 

indeterminate amount of time, the goal of study [3] was to build 

a web-based tool capable of presenting the data in real-time as 

well as offering the user options on how they’d like to visualize, 

analyze, and explore the data.  

At the start of this study the framework for the web application 

has been built along with an interface that allows the user to 

select a date range, one or more sensors, and a graph type. The 

application is currently using locally stored data as its source 

and is limited to presenting the data as a line graph. The aim of 

this study is to build on the existing application by expanding 

the available data-set. Using the existing DBMS the team will 

create a database instance that will simulate a situation where 

data has been taken from a temperature sensor over the course 

of several years. Using this data the team will focus the web 

application so that it will populate a line graph based on selected 

metrics offered in the application interface.  

With this goal in mind this study faces similar challenges to 

those mentioned by study [3]. Perhaps the most obvious is the 

realization that, over time, sensors collect very large amounts 

of data, and therefore the management of “Big Data” must be 

taken into consideration. Another challenge is the visualization 

of the data. Related to both of the above this study will have to 

consider the type of data analytics that can provide relevant 

insight into the data. Intending to remain consistent with the 

notion of scalability mentioned by [1], additional challenges 

arise when considering how best to develop software that can 

allow for the implementation of features not yet imagined.  

II. RESEARCH

A. Big Data 

Today, systems like the one retrieving and storing data 

mentioned in study [1] are becoming more prevalent, popular, 

and accessible. As an example and on a very, very large scale 

IBM has joined forces with Rensselaer Polytechnic Institute 

(RPI) and the Fund for Lake George on the Jefferson Project at 

Lake George. Since 2013 the teams working on this project 

have managed to build the world’s most advanced 

environmental monitoring system [19]. These teams are using 

a sensor network that gathers more than nine terabytes of 

chemical and physical data annually from 41 instruments and 

36 locations around the lake. The instruments are collecting 

approximately 20 different indicators including water quality, 

water circulation and weather data [18]. 

The capacity to accomplish this kind of task is due in part to 

the increase of computer storage capacity coupled with the 
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increase of computer processing power [9]. In fact, over the past 

20 years, data storage has become more cost effective than 

paper for storing everything from documents, numbers, and 

diagrams to audio and more [9].  The result of this is lots of 

“Big Data”. 

As the IT research from Gartner defines “Big Data”, it 

consists of three V’s, all prefixed with “high”. There is high-

Volume, high-Velocity, and high-Variety [26]. To extend this a 

step further a fourth V, Veracity was added by Dr. Arvind Sathi 

in [25]. What makes it important is not so much its size, it is 

what we do with it [24]. 
Considering that statement, while taking a closer look at 

Gartner, one sees that the definition does not stop with the V’s. 

It also contains these keywords; insight, enable, and decision. 

Yes these V’s matter but let’s not forget what may be the most 

important potential buried within “Big Data”. It is what all those 

“V’s” ought to result in “enabling enhanced insight and 

decision making” [26].  Those keywords are particularly 

important to keep in mind when consider data analytics.  

B. Data Management System 

Study [1 Section II E] outlined its criteria and reasoning for 

selecting a DBMS for their work. While analyzing that code 

base it was discovered that the DBMS in use is Cloudant. This 

database is a NoSQL database-as-a-service offered on IBM 

Bluemix. This is an implementation of IBM's Open Cloud 

Architecture based on Cloud Foundry, an open source Platform-

as-a-Service (PaaS) [17].  
Cloudant is built on the Apache database CouchDB which is 

an open source JavaScript Object Notation (JSON) document 

store. As such, a user of this IBM service puts and gets data in 

JSON format. A developer communicates with this DBMS 

through the Cloudant HTTP API [17].  This team’s intention 

is to remain consistent with the existing system. In that sense 

there is no need to alter the system architecture. However, 

having connected to the existing databases and not being 

sufficiently satisfied with the amount or quality of the data, this 

team has decided to develop a database for simulation purposes. 

 What this means in relation to database management is that 

this study will connect to the existing DBMS but develop their 

own database within the system. The model for this database 

will be similar to those already developed by study [1]. It 

contains temperature data received from a body of water at a 

regular interval of one reading every 15 minutes. It contains 

date and time information as well. It differs in that this 

simulation database contains over 51,000 data points spanning 

2015-2017. The data this study has selected is freely provided 

by the Environmental Monitoring Program at the Cary Institute 

of Ecosystem Studies [4]. It was originally formatted in CSV. 

After the team reviewed and cleaned the data it was reformatted 

for this study into JSON objects or “documents” for uploading 

to the Cloudant simulation database.  

In an interview with Victoria Kelly [25] the team came to 

learn that the 15 minute interval between readings has become 

something of a standard within the Environmental Science 

community.  “Sticking to that standard allows newly collected 

data to be compared more easily to existing data sets. This 

simplifies greatly any attempt to combine datasets”. [25].  

C. Data Analytics 

The data that has been collected, and the data we will have 

access to, is known as “raw” data. It is simply a collection of 

temperatures taken at a specific time on a particular date at a 

specific depth in a particular body of water located at a specific 

place. This in and of itself might be useful if you wanted to 

know the water temperature in Choate Pond on October 25th, 

2016 at 4 feet. That however, does not tell you anything about 

how the various pieces of data relate. “In order for patterns and 

trends to be seen, data must be analyzed and interpreted first” 

[26]. An understanding of the potential within the data is also 

helpful for the analyses process. 

For this study understanding the kind of insight water 

temperature can provide is useful in determining the metrics to 

apply to the data. “Water temperature data can be used to 

monitor long-term changes in climate [25]. It can also be used 

“to predict biological and chemical activity in bodies of water” 

[25]. An example provided by Ms. Kelly [25] is this; 

ectothermic (cold-blooded) aquatic animals do not control their 

own body temperature. Their activity and wellness depends 

greatly on the temperature of the water they live in. 

Temperature extremes and severe changes in temperature over 

a short time period can imperil them. Ms. Kelly also mentioned 

that “water data, including temperature, may be used to judge 

the overall health of an ecosystem and real time temperature 

data allows scientists to predict when species will come out of 

hibernation, or begin their migration” [25]. Obtaining insight 

into questions about the overall health of an ecosystem, and the 

particular species that come out of hibernation, or the effect 

changes in temperature may have on aquatic life is where 

analytics can be applied.  

With this knowledge and the fact that the data occurs in a 

series of temperatures over time, it is common to “look at 

anomalies, or differences from a predefined reference value” 

[26]. Some ways of doing this might be to use the mean as a 

reference value and compare current temperatures with the 

mean within a certain time-frame as described by Legger et al. 

in “Data Analysis and Interpretation” [25]. Another reference 

value to consider is the median within a particular data range. 

A far more ambitious approach to consider would be an 

application known as Reanalysis described by Dee, Fasullo et 

al [8].   

This study has selected to use three metrics based on 

Max/Min and average temperatures since they allow scientists 

to obtain actual measurements of temperature. Daily 

Temperature Range (DTR) which is equal to Tmax – Tmin. 

This can be plotted as a line graph over the course of a month. 

This can be extended to obtaining the average DTR plotted 

over the course of a year.  This metric has implications for 

many aquatic animals who can only survive in water that has a 

consistent temperature. [5].  

Another metric provided by the application is Degree Days 

(DD). This metric uses a Tmax and Tmin for each day and a 

temperature T0 which is the temperature at which growth rate or 

development of a species occurs. The DD = (Tmax –Tmin)/2. 

In some cases, it has been found that when CDD (Cumulative 

Degree Days) reach a certain value, species come out of 

hibernation, or hatch, or perform some other cyclical event. For 

example when the cumulative degree days reaches 44 (degree 
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day base of 3 degrees C), assuming there is water for them to 

live in, the Spring Peepers will come out and start peeping. 

(Lovett 2013). Tracking which day that event occurs over 

several years, allows scientists to understand how the climate is 

changing and how that change is affecting species [5].  

Another technique used in many branches of science is 

known as Data Smoothing. The idea here is that meaningful 

messages or insights may be submerged in what otherwise 

appears to be confusing or noisy data. [15]. This can be 

achieved by plotting Tmax for each day in a month and plotting 

Tmin for each day in a month then plotting a moving average 

over a year’s worth of temperature data [15].    

Whatever the methods chosen for data analysis, one is 

confronted with this classic question, “how to turn a collection 

of measurements into a useful dataset through processing and 

analysis?” [26].  

D. Data Visualization 

From the previous section we learn that “Big Data” and “Big 

Data Analytics” can be a very powerful tool for gaining insight 
into very large sets of data, “But without the right framework 

for understanding it, much of that knowledge may go 

unrecognized” [6]. What then is the “right” framework? Ms. 

Clark asserts that “it’s data visualization that allows Big Data 

to unleash its impact”. One reason for this is that it helps the 

non-technical professional comprehend, gain insight, and 

support their decisions. It is quick, easy [13]. At its best, “you 

can take the concept a step further by using technology to drill 

down into charts and graphs for more detail, interactively 

changing what data you see and how it’s processed“[13].  The 

general concept and its purpose as defined by SaS is this: 

“Data visualization is the presentation of data in a 

pictorial or graphical format. It enables decision makers 

to see analytics presented visually, so they can grasp 

difficult concepts or identify new patterns. “[29] 

At its core data visualization is really nothing new. It is the 

graphical representation of information.  In Michael Friendly’s 

book “A Brief History of Data Visualization” he places the 

roots of the “graphical portrayal of quantitative information” 

before the 17th century with early maps and diagrams [11]. 

What’s new is the manner in which we go about visualizing 

data. We’re no longer using just the paper and pen but have 

managed, through computer technologies, to achieve the same 

goal in a different way. One more suited to the needs of our 

time.  
By now we’re all accustomed to the weather map and our 

favorite meteorologists tracking weather regionally, nationally 

and globally.  This is a familiar example that demonstrates the 

visualization of “Big Data”. Another example would be the 

computer models used in the Jefferson Project witch reveal in 

high-definition changes in physical functions such as weather, 

run-off, and water circulation in Lake George [21].  For the 

human brain “using charts or graphs to visualize large amounts 

of complex data is easier than pouring over spreadsheets or 

reports” [29]. Data visualizations are a quicker, easier, and 

more universal approach for humans to grasp the meaning, 

implications, and concepts within the data sets.  
Yes, data visualization can be very beautiful but the real 

advantage is the insight into complex data it can help us grasp. 

Through data visualization one can more easily detect patterns, 

trends and correlations that might go undetected in text-based 

data [29].  

Though there are many choices on how to visualize data, bar 

charts, histograms, and scatter plots to name a few, this study 

will follow the advice given by Ms. Victoria Kelly, “Line 

graphs are the standard method of displaying data over time. 

They allow trends over time to be easily visualized” [25].  The 

old saying still stands, “A picture is worth a thousand words”.  

III. THE APPLICATION

A. Functional Requirements 

1. A default graph based on the most current data

received by the system will be presented to the user

upon entering the site.

2. The user will be able to select a date range for viewing

returned sensor data.

3. The user will be able to select up to three sensor

locations that they’d like to see represented in a graph.

4. The user will be able to select a metric from a set of

options.

5. The interface will respond dynamically to user

selections.

6. The user will be able to download their data selection

in CSV format.

B. Non-Functional Requirements 

1. The application will not require login authentication.

2. The application will be based on the model-view-

controller architecture.

3. The application should be functional on any device

capable of running the following web browsers IE9+,

Firefox 38+, Chrome 44+, and Safar 7+

4. The application must be deployed on a server that

supports NodeJS.

C. The Application Environment 

The application is deployed on IBM Bluemix as a web 

application. IBM Bluemix, is a Platform-as-a-Service (PaaS) 

and among the large catalog of services the platform provides 

are several open-source runtime environments, and developer 

tools such as continuous delivery [19].  In an effort to maintain 

consistency with the previous work, this study’s web 

application architecture utilizes many of the features offered by 

this platform. Fig.1 below illustrates the various services 

invoked once a user issues a request. In this web application 

step 5 is of particular interest. It is here that the application 

servers return a resource based on the invocation made by the 

web server software. Also of interest in this application are 

steps 9 and 10. If a request for data, such as data from the 

sensors, is made step 9 is the phase where connectivity to the 

database is made and step 10 is where the database is queried to 

generate the requested response. 
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Fig. 1 Environmental Sensing web app architecture based on IBM web 

Application Architecture [18] 

In step 4 and step 5 of Fig 1 the phase where our chosen 

runtime environment is invoked.  This study elected to use a 

NodeJS runtime environment with ExpressJS.  NodeJS is a 

JavaScript runtime environment and is built on top of Google 

Chromes open-source V8 JavaScript Engine [27]. The NodeJS 

architecture is built on an event-driven asynchronous I/O 

model. This kind of design optimizes throughput and scalability 

in Web Applications. It allows for many input/output operations 

and is therefore well suited to high traffic and real-time web 

applications [27]. This study is particularly interested in the 

benefits such an architecture provides for real-time data transfer 

as one requirement is providing this feature to the client.  

Within the model-view-controller (MVC) paradigm this 

application enforces, ExpressJS will take on the Controller role. 

It will handle request routes from the client’s View, manage the 

web server, and handle request/response calls to the Model 

which in this case the database. This study’s MVC model is 

illustrated in the Fig. 2. Note that it includes the communication 

between the Controller and the View. In a strict implementation 

of MVC, the View would always receive its updates from the 

Model.  

Fig. 2 Environmental Sensing MVC Architecture 

D. The Application View 

Rounding out the application’s MVC architecture is the 

View. This is handled by ExpresJS and includes the serving of 

standard web technologies such as HTML for the View 

structure, CSS for styling the View, and JavaScript (JS) for 

managing interactivity. The Particular front-end JS libraries this 

application will incorporate are JQuery and a data visualization 

API from Google known as Google Charts. Fig 3 Illustrates the 

application server with the NodeJS runtime and the 

implementation of ExpressJS. It also depicts the View exposed 

in the client’s browser. 

Fig 3. Environmental Sensing Web Application System 

E. Transforming the Data 

There are two cases where the application will need to 

request data from the data-store. The first case occurs whenever 

a user requests the application’s URL within a browser. This 

case returns to the view the most recent 24 hours of data from 

the database. The second is initiated by the user submitting a 

request with parameters. The optional parameters include a date 

range and a metric from a drop-down list. Fig. 3 illustrates the 

request/response sequence that occurs in the second case. 

Fig. 3. User Input Request/Response Sequence 
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In either case the request for data queries the Cloudant 

Database. It responds by returning a JavaScript Object in 

JavaScript object notation (JSON) format. A small single 

“document” returned from the simulation database in JSON 

format is depicted in Fig. 4. Note that the object is made up of 

a set of key/value pairs. If for example the key was “total rows” 

and had a value of 165. It would mean that the returned dataset 

contained 165 rows.  

The initial key in Fig. 4 is “_id”. This key is auto-generated 

for each new “document” added to the database. The following 

key “_rev” is a revision number. This key is auto-incremented 

each time a chance is make to this documents. The following 

key/values are “date” of the reade, the” hou_min” the reading 

was taken, the “location” and the “temp” in degrees Celsius. 

The values important for this study are the “temp”, “date”, and 

“hour_min”. It is this data that the study needs to extract and 

then transform within its application. 

Fig. 4. Sample sensor data from the data store 

F. Data Visualization Tools 

 The goal here is to present the temperature data in 

graph/chart format. In order to achieve this the application must 

be able to take the retrieved data, returned as a JSON object, 

parse it in such a way as to extract the time and temperature data 

we are interested in, run it through a metric algorithm,  and then 

manipulate it using some web based data visualization software. 

Visualizing data on the web using the web coding ecosystem 

of HTML5, CSS, and JavaScript came into its own when the 

major browsers began adopting the majority of the HTML5 

specification features around 20111[24].  
Currently there are many options for web developers to 

choose from in order to achieve this goal. This study considered 

3 of the top 14 open-source choices reported by “The Next 

Web” [32]. They include Data-Driven-Documents (D3.js), 

Charts.js, and Google Charts. Both Charts.js and Google Charts 

offer galleries of predefined chart types that can handle events 

making them highly interactive with very little coding required. 

Each also offers some measure of customization available to the 

developer. Google Charts is delivered through the Google 

Visualization API, and is exposed through JavaScript. The 

charts are rendered through the HTML5/SVG technology 

providing cross-browser support including VML for older 

version of IE as well as cross-platform portability for iPhones, 

iPads, and Android devices [12]. On the other hand Charts.js is 

a JavaScript library accessible through various methods 

including NPM installation or a GitHub repository [9].  It offers 

a smaller set of chart types and is similar to Google Charts in 

that the charts include some event handling such as tooltips out-

of-the-box. It differs however in its rendering method. Charts.js 

leverages the HTML5/Canvas element along with JavaScript 

rather than HTML5/SVG [9]. The <canvas> element in 

HTML5 defines a space where one can create and manipulate 

rasterized images pixel by pixel. It is a resolution-dependent 

surface. Scalable-vector –graphics (SVG) on the other hand is 

an XML file format designed to create vector graphics [11]. 

Unlike a resolution- dependent bitmap graphic where there is a 

risk of losing quality when the graphic is enlarged or displayed 

on a retina screen, an SVG graphic maintains its crispness when 

increased or decreased.  

Unlike the Google Charts or Charts.js, D3 offers no 

predefined chart gallery. It encourages the developer to build 

visualizations from the ground up. Like Charts.js this is a 

JavaScript library available through a CDN, NPM installation, 

or on GitHub [7]. D3 is based entirely on the familiar web 

coding ecosystem of HTML5/SVG, CSS, and JavaScript. This 

option offers the least amount of visualization restrictions on 

the developer and was designed with maximum expressiveness 

in mind [7].  

Table 1 compares the visualization tools considered for this 

study. In this application iteration the developers have selected 

to implement the Google Visualization API for its use of 

HTML5/SVG, its out-of-the-box readiness and as well as its 

cross-browser and platform capabilities.  

Table 1 

Comparison of the 3 data visualization tools considered 

{ 

  "_id": 

"004a912de0ed04e28155729893000c47", 

  "_rev": "1-

e1dcda2fd66958d251e67a46fdffda80", 

  "date": "4/17/2016", 

  "hour_min": 615, 

  "locations": [ 

    { 

  "name": "New York", 

  "temp": "7.97" 

    } 

  ] 

} 

Library Chart 
Types 

Interactive 
Events 

Customization 
Expressivity 

Rendering 
Method 

D3.js 
Data-
Driven-
Docume
nts 

No 
charts 
out-of-
the box 

Defined by 
developer 
on selected 
elements 
using JS 
event 
handling  

All aspects are 
customizable 
by developer 
using library 
methods, CSS,  
and pure 
JavaScript 

JavaScript, 
CSS & 
HTM5/SVG 

Google 
Charts 
API 

12 core 
chart 
types 
plus 16 
more 

Out-of-box 
tooltips + 
additional 
event 
handling 
through JS 
event 
handling   
functions 

Out-of-box. 
Customizations 
available 
through an 
options object. 
Some specific 
to each chart, 
others generic  

JavaScript, 
HTML5/SVG, 
VML for 
older IE 
browsers 
such as IE8  

Charts.js 9 core 
chart 
types  

out-of-box 
tooltips + 
standard  
JS  events 
passed into 
an options 
object as a 
string[]  

Customizati
on available on 
major  chart 
components 
such as colors, 
fonts, layout, 
legend, and 
ToolTips 

JavaScrip
t HTML5/ 
Canvas 
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G. About the Water Monitoring Analyzer 

The Water Temperature Analyzer presents the user with a very 

simple user-interface (UI) divided into four key sections. The 

header which contains the title, a top window section which 

contains the dashboard, the main window which presents the 

graph, and a download button that offers the option to 

download the data in CSV format. The key component is the 

dashboard which allows the user to select date range and 

options for metrics. Fig. 5 shows the default view with the 

most recent 24 hour period displayed.  

Fig. 5 View of the Application 

Once a user sets their options their inputs to the system are 

dynamically submitted. This action sends the selected inputs to 

a JavaScript function that first initializes the date range values, 

and the sensor value.  A post request is then initiated which 

sends these values to the database and returns the data within 

the selected date range. The code snippet below illustrates this 

post request. 

This request is passed to the application server and the 

database is queried with the requested values in JavaScript 

object. The code snippet below demonstrates this step. The 

object name is sql.  

The data array is sorted and then if its length is > 0 it is passed 

as part of the response object. If not, a “Data not found” 

messages is passed into the response object.  

The next function to be called is a loadchart() function. The 

first thing this function does is determine which metric was 

selected and sets a variable to hold this value. A getData() 

function which takes a callback with the temperature data as a 

parameter is then called. Here Google Charts is set to a line 

graph using the google.charts.load() function. At this point the 

application determines which metric algorithm to call by way 

of a switch statement within a Google Charts setOnLoad 

.Callback() function. A detailed example of this process can be 

found as sample 1 in the Code Sample document that 

accompanies this study.  

Each algorithm takes the temperature data as a parameter, 

and performs the required calculations on the data.  The Daily 

Temperature Range and Max/Min Temperature functions can 

be seen in the Code Sample document accompanying this study. 

Once completed a data table object is obtained from the Google 

Charts API. As shown in the snippet below.  

The first step in the process of building the chart is to add 

columns which will be used in the charts legend. For example, 

The function iterates through the length of the data stored in 

‘td’ and adds the data to the Google Charts API data table. The 

code snippet below demonstrates this process and can be seen 

in context in the pltoMaxTemp() function in the Code Sample 

document.  

At this point in the process options such as chart title, subtitle, 

height, and background color can be defined in a JavaScript 

object and the chart can been drawn. In this application this is 

handled with a custom draw() function. The details of this can 

be seen in the draw() function of the Code Sample document.  

A sample chart returned showing daily max/min 

temperatures between 1/1/2016-3/1/2016 can be seen in Fig 6. 

The legend on the right gives the color coding for max temp in 

blue and min temp in red. Note that the number “Records 

Returned” has been updated to reflect the total records in the 

db.find(sql, function(err, result){ 

If (err) throw err;  

If ( result.doc.length > 0 ) { 

for( var i = 0; i < result.doc.length; i++){  

// iterate over each result run checks and send 

back a response to the client 

} 

} 

} 

If(data.length > 0 ){ 

 res.json({ data: data, msg: ‘ ‘ }) 

 }else{  

res.json({ data: data, msg: “Data not found”} ) 

} 

draw(dat, td.length, ‘Choate Pond Temperuature 

Daily Max/Min Temp’, ‘Day’);  

$.post(“/get-data”, {db:db, from:fromDate, to: toDate, 

function(data, status) { return _callback(data); }); 

data.addColumn(‘number’, ‘Daily max’); 

Var data = new google.visualization.DataTable(); 

for(var I = 0; I < td.length; i++) { 
Td[i][0] = new Data(td[i][0]); 
data.addRow(td[i]) 

}
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data-set and that the data returned is available in tabular format. 

Also note that the x-axis represents time in days and the y-axis 

represents temperature. Fig. 6 also demonstrates that when 

hovering over a data point the chart displays a tooltip with the 

date formatted and time in hours, minutes, and seconds. The 

tooltip also displays the temperature at that point in degrees 

Celsius.  

Fig 6 line chart returned after submitting inputs 

IV Next Steps 

The current state of the application is receiving mock-data 

between 2015 and 2017 and presenting the data as a line graph 

through the Google Charts API. It also offers the user several 

metrics with which to view the data. The use of the mock-data 

has been useful for testing the interface as well as the analytics 

algorithms applied. However, the application has yet to be 

connected to a database that is receiving real-time time data 

from the sensors. Clearly a next step is to make this connection 

and test how well the application integrates with the system 

when receiving live data. This situation will raise questions 

regarding latency and maximum limits on the amount of data 

the application can reasonably consume.  

Beyond the above mentioned step, there are three additional 

features that may be taken under consideration for further 

development. One feature would include additional metric 

options for viewing the data. The second feature would be an 

option for viewing similar data from various locations, and a 

third as suggested by our client, Dr. Matthew Ganis, would 

allow the user to compare and combine the data received from 

the device with other relevant data-sets. An example of this, 

suggested to the team by Victoria Kelly [24], would be 

integrating with Geographical Information System (GIS) data. 

As she mentioned “Bodies of water can be used to understand 

the landscape they exist in”. The water exists within an 

ecosystem. “Adding information about changes in the 

landscape (such as human development), to the water data, 

could provide interesting insight into an ecosystem”.  

IV. CONCLUSION

The project does demonstrate that it is possible to build a 

single-paged web-based tool that incorporates responsive 

design and provides an easy to use solution for visualizing large 

data sets. In doing so it does meet the key requirement set by 

the client. To demonstrate the value of such a tool consider that 

the current application can display up to one month’s worth of 

records. Viewing even this amount of information in tabular 

format would, no doubt, present a challenge when trying to 

compare the various data points. Now imagine the difficulties 

of viewing three, six, or twelve months of readings in a table. 

The charts clearly make it easier for a user to study variations 

between temperatures and to draw conclusions from them. In 

this way, the application supports the notion that when it comes 

to gaining insight into big data, data visualization is the way to 

go [19].  

Related to the above is something this study noticed while 

investigating other organization that provides temperature data 

and visualizations. The team reviewed three organizations 

Hudson River Environmental Conditions Observing System 

(HRECOS) [16], Global Lake Ecological Observatory 

Network (GLEON) [14], and Beacon Institute for Rivers and 

Estuaries (BIRE) [2] whose water temperature project is 

known as (REON).  None of these sites provides visualizations 

of any statistical analysis. In order to see that, the data must be 

downloaded and the analysis run. Allowing a user to view an 

analysis directly saves them much work and allows the public 

to see what kind of analyses are used and what information 

they provide without having to do days of research first. The 

leads us to believe that there is a need for the kind of web-

based tool under development. It could be useful to the public 

as well as the scientific community.  

Finally, this application does reinforce the case for pursing a 

goal briefly mentioned to the team by Dr. Ganis. That goal is to 

offer the device as well as a visualization tool to educators 

interested in exploring “The Internet of Things” with their 

students.  
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Abstract— Security breaches associated with identity theft, 

coupled with the rise of mobile and wearable computing devices 

creates the conditions for wearable biometric authentication to 

take the place of previous authentication methods. One such 

method is through a person’s electrocardiogram (ECG). However, 

will the data be able to be properly utilized in larger data sets? 

This project will attempt to determine how easily ECG data can 

be used in such an environment as well as if any of the existing big 

data tools would be compatible with ECG biometric data. The Big 

Data Value Chain framework, and other existing biometric big 

data frameworks will be used to help determine whether this is 

something that can be readily done. This study aims to help 

provide some insight as to whether wearable biometric 

authentication will be able to be used by society as a means to 

validate identity, grant access or authorize users. 

Index Terms— Biometric Authentication, Wearable Devices, 

Technology Acceptance Model, ECG, Big Data 

I. INTRODUCTION 

Mobile and wearable devices have been growing in 

prevalence and use since their introduction. With the rise of 

this form of technology comes a refinement of the tools and 

software associated with it. Apple Watches, Fitbits and other 

wearable devices are becoming increasingly recognizable and 

common in the world of fitness, health care and even everyday 

use. At the same time, there has been a significant increase of 

security breaches, especially those related to identity theft and 

financial theft. These ever-increasing security breaches are an 

indication of the flaws of previous authentication methods. 

This creates the need for a new, more secure form of identity 

protection. Biometric authentication could prove to be the 

answer to this problem and could take the place of traditional 

authentication methods.  

One such form of biometric authentication is through a 

person’s unique cardiac rhythm or electrocardiogram (ECG). 

The combination of wearable devices and ECG identification 

is currently new with the Nymi being the only device using 

this method that is nearing commercial deployment. However, 

how readily this form of technology is accepted by society 

could prove to be the biggest factor to its continued success. In 

addition to its acceptance, the feasibility of ECG data 

management in a big data setting has yet to be explored. This 

project will seek to determine how easily ECG data will 

translate to such an environment as well as attempt to see if 

any of the existing big data tools would be able to be 

compatible with said data. To do this, the Big Data Value 

Chain framework, and other existing biometric big data 

frameworks will be used to help determine the ease at which 

this can be done. This project will seek to provide some 

insight on if an individual’s ECG pattern provides a unique 

enough identifier for authentication on a global basis, and 

whether these devices are ready for adoption by society and 

used as a norm for preventing fraudulent activities, granting 

access or authorizing usage. 

II. LITERATURE REVIEW

The first successful wearable electronics was introduced to 

the public in 1977 in the form of a calculator watch. Before 

then, some research of wearable devices which had been 

developed and commercialized with limited success. 

According to Lee’s estimates in 2014, wearable sales will rise 

to 100 million units by 2020. According to a research in 

business insider website, the market for wearable devices has 

tripled in the period from 2013 to 2018[1]. The rapidly 

emerging technology has huge potential in both research and 

marketing. 

Besides wearable biometrics, physical keys like tokens or 

passwords are also popular today. However, the biggest 

advantage of biometric authentication is that the keys are body 

features that will never be lost or forgotten. Also, the 

recognition and sensor signals are usually continuous, which 

increases the security and stability of the devices. In 

traditional ways, the signature database is usually not 

controlled by the subject. But in a wearable way, the devices 

have their own management system and the templates are not 

shared with other parties. This paper will also attempt to 

discover more research on a better way that will connect cloud 

services to the database of the devices. By offering resistant 

observation of input strategies and a live update database, 

wearable biometrics will be at the forefront of authentication 

techniques [1]. 

Studies and research of wearable biometric devices have 

been carried out all over the world. In April 2004, a UK group 

conducted a survey of using facial, iris and fingerprint 

biometrics, including over 10,000 people. They estimated the 

customers reaction and discovered a high enrollment time. An 

ISL biometric assessment of UK bank shows that 91 percent 

of customers prefer to use user-name/password systems in 

their financial activities. In the USA, United banks tried to 

offer fingerprint methods for clients to access their accounts. 

Westpac bank also made an assessment of using biometric 

devices for online account. JBC of Japan conducted an 

experiment of fingerprint authentication in mobile 

applications.  
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III. BACKGROUND

Biometric authentication is the idea of utilizing a person’s 

unique biological characteristics to authenticate their identity; 

it clarifies what a person “is” as opposed to what they “know”, 

such as traditional passwords, passcodes and Personal 

Identification Numbers (PIN). Electronic or “automated” 

biometric means originated with the advent of computer 

systems, advancing due to the desire to upgrade from the 

typical username and password authentication process.  

Biometric Authentication comes in many forms, some of 

which are already widely used. Traditional or first generation 

biometric identification and authentication techniques, along 

with advantages and potential disadvantages include the 

following [2]: 

• Fingerprints- unique for every person, easy to measure,

but carries risk of being hacked or forged. 

• Hand- different physical characteristics or hand

geometry, fairly easy condition for utilizing, but the geometry 

is not unique and might be changed; not a stable method. 

• Iris- an individual’s unique iris characteristics are

scanned and analyzed with 200 points of comparison. Good 

individualism, can work in low light condition. However, it is 

hard to obtain, and can be fooled by photos of high quality of 

a person’s face.  

• Retina- the back of the eye typically provides a consistent

lifetime pattern of capillary blood vessels that are able to be 

scanned and analyzed for identification/authentication. It is 

unique throughout a person’s whole life, and hard to replicate. 

Commonly used in military and government installations. 

• Facial recognition- measure people’s facial

characteristics size, shape and relative distance. It is unique 

but difficult to automate for identification/authentication 

purposes. 

• Voice and speaker recognition- a person’s voice pitch,

tone, cadence and frequency. 100 unique characteristics can be 

involved when creating a voiceprint, including “pronunciation, 

emphasis, speed, accent and the influences of physical 

elements of a person's mouth and throat” [2]. Background 

noises that can distort a person’s voice, which might mislead 

the authentication. Might be forged by recorded voice. 

Besides these popular forms, there are also varieties of other 

possible future use biometric methods: 

• Finger Vein authentication- involves scanning the veins

inside a user’s finger and is considered impossible to spoof or 

hack.  

• Palm vein geometry- vein palm patterns are complex and

internal, lending to its high degree of authentication and low 

risk of vulnerability. The infrared beam used to identify the 

vein palm patterns is hygienic to the individual because it is a 

touchless identification/authentication system. 

• Brainwaves and DNA- two potential forms of

authentication due to the uniqueness among individuals; not 

currently easy to collect in mobile devices. 

• ECG- the method that is the focus in this paper.

Though the methods may be different, the primary goal of 

any biometric authentication system is to provide a security 

characteristic that is universal, easily measured, unique, 

permanent and difficult or impossible to duplicate. By 

utilizing these biometric patterns, authentication means 

become harder to forge and unforgettable by the user, 

providing a stronger form of authentication than that offered 

by traditional passwords. In addition, advancements in the 

field continue to make biometric authentication even more 

refined and accurate. Biometric authentication, including 

ECG, could prove to be the perfect solution to data protection 

as it seeks to utilize the very uniqueness of a person as the 

password itself. But just how accepted will a large-scale 

biometrics identification and authentication system be to 

consumers? This paper is going to answer the question 

through survey and analysis. 

IV. TECHNOLOGY ACCEPTANCE MODEL

The Technology Acceptance Model or TAM is a means to 

determine and estimate how easily a new technology will be 

accepted among society [3]; information systems or 

technologies acceptance by users is the driving force behind 

the TAM model. This model, originally developed by Fred 

Davis in 1986, is widely used as a means to determine 

technology acceptance and uses a variety of factors to do so; it 

is based off of The Theory of Reasonable Action (Fishbein 

and Ajzen, 1975). Several factors are considered when 

regarding whether new technology that is dynamic and 

advanced is accepted by consumers; those factors consist of 

technology availability, security, needs of consumers, 

convenience, among others; the primary two being Perceived 

Usefulness and Perceived Ease of Use. These are, 

respectively, how useful the user feels the device or 

technology will be to their work or everyday life, and how 

easy the user feels the device or technology will be to use. The 

TAM model’s External Variables are other technology factors 

that may influence a user’s beliefs about the new technology. 

Attitude Towards Using, Behavioral Intention To Use and 

Actual System Usage of new technology by users are a direct 

outcome of the previous three TAM model portions- External 

Variables, Perceived Usefulness and Perceived Ease Of Use. 

Other TAM models have since been proposed that have 

elaborated on the External Variables of the first original TAM 

by considering social influence, experience and other variables 

that may influence a user’s behavior toward the new 

technology usage. However, the original TAM Model has 

been the standard of determining user’s acceptance, or non-

acceptance, of a given technology. 

Essentially, the more a user believes a technology will help 

them and the more they believe it will be easy to use, the more 

likely for a technology or device to be accepted. While this is 

by no means a perfect way of determining how accepted a 

device or technology will be, it provides valuable insight to 

the levels of which it will be. By extending this model to the 

field of wearable biometric authentication, this paper will 

attempt to understand how easily this device can be 

incorporated into society. Any positive technology usage as 

well as additional user concerns with both biometric and big 

data methods will be addressed and highlighted as the study 

progresses. The data implications for ECG and other methods 

of biometric authentication will also be better understood. 
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Figure 1 TAM model 

To emphasize the TAM model and in order to discover the 

public’s interest and intention in using wearable biometrics, a 

survey of 108 people was conducted including different 

genders, ages and professions.  
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Chart 7 

Chart 8 

    According to the charts, biometric authentication is already 

widely used in the daily life of those surveyed. Popular 

identification means like fingerprint and facial authentication 

are accepted by smart phone users. Nearly 90% of people 

believe that biometric authentication increases security in 

general, which corresponds with the Perceived Usefulness of 

TAM model. Although 72% of respondents have never heard 

of ECG biometrics, most are willing to try after a brief 

understanding of this technology. The Perceived Ease of Use 

is also strongly accepted because people don’t believe that it is 

difficult to use and are not resistant to using wearable devices 

for biometric authentication as the survey shows. However, 

over 80% do not want to pay too much (over 50 dollars) for a 

wearable device. This statistic tends to be a marketing 

problem. The Nymi band has a price tag of 149 dollars which 

seems a little bit expensive for most people; it would be far 

more likely for a ECG wearable device to actually be worn if 

the cost can be reduced to increase its attractiveness to people. 

ECG wearable devices almost have the two essential external 

variables for practical utilization. The primary estimation 

shows the potential of this technology, but large-scale 

investigation queries are still needed. Subsequently, this study 

will attempt to discuss the possibility of implementing this 

technology.   

V. EARLY ECG BIOMETRICS 

Traditional or first-gen biometric 
identification/authentication methods have proven to be 
either unreliable, vulnerable or just plain inconvenient. 
Because of this, next-gen biometric 

identification/authentication methods are being researched 
and deployed.  ECG biometrics is on the forefront of the 
next-gen interest. An individual’s heart structure and 
resulting ECG has a unique internal signature similar to a 
fingerprint. Military Technical and Medical research began 
the interest in ECG biometrics in 1977, when it was 
discovered that P-Q and R-P segments were different in 
various interval measurements in human test subjects. 
Studies have determined that each individual’s heartbeat 
ECG trace is unique and a dataset of complete cardiac cycle 
fragment descriptors was developed- the most important 
being the QRS complex, the P wave and the T wave as most 
of the cardiac cycle activity information is contained there. 
Four possible” informative fragments”: QRS, P-QRS, QRS-
T, and P-QRS-T are processed to extract an individual’s 
biometric identification [4]. 

Figure 2 Information Fragments 

P, R, and T wave amplitudes, the duration of the QRS 
complex, other segment slope information, along with the 
wave boundaries temporal distance make up the ECG 
structure. Fiducial and Non-Fiducial based methods are used 
for ECG biometric recognition- in fiducial methods, specific 
temporal and amplitude ECG heartbeat characteristics are 
extracted. Non-fiducial methods are based on statistical 
characteristics and not on the ECG curve itself. Advantages 
include internal, liveness detection, much less susceptible to 
ambient environments, implementation via various 
conductive materials instead of dedicated electronics and 
system designs will not need any major changes to integrate 
ECG algorithms, and much more amenable to Continuous 
Authentication [5]. In addition to ECG, other emerging 
cardiovascular biometrics include Phonocardiogram (PCG) 
(cardiac cycle heart sounds), and Photoplethysmogram 
(PPG) (a device used to optically obtain a volumetric 
measurement of the heart; however, ECG signals are unique 
enough, difficult to duplicate and can be obtained with 
inexpensive devices [6]. ECG Biometric Authentication 
addresses the issues of universality (human liveness 
detection), uniqueness (ECG signal authentication), 
measurability (proper devices can easily acquire ECG 
signals), performance (accurate performance of ECG 
modality), acceptability (of ECG biometrics) and 
circumvention (of faking or spoofing due to internality). 
However, physical activity, stress and other mental states, 
age, illness, etc. can change the pattern of an individuals’ 
unique ECG signature. Until ECG based encryption 
algorithms can be modified and improved to account for the 
different influences and variabilities of heartbeat patterns, 
ECG authentication can only be used as a secondary or 
multimodal form of identification to the traditional forms of 
biometrics. 
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However, several researchers have proposed algorithms 
and schemes to address the ever-growing ECG biometric 
authentication field [7]. They have discovered that ECG 
authentication systems widely use measuring methods of 
correlating coefficients; two variables linear relationship 
reflects a statistical indicator. Different features for ECG 
authentication has been uncovered: 

• The R-peak position contains the feature of the fixed-
length heartbeat; the authentication process is then
obtained using the threshold techniques of Wavelet
coefficients

• Fourier Transform (FT) which consists of signal slope,
the number of harmonics, the gap in magnitude, and the
ratio of magnitude frequency energy to the total energy
is used to extract the ECG signal frequency-domain
features for a human identification scheme
representation An ECG based biometric system
authentication method is based on a classification
process where “the RR intervals are processed using the
discrete bi-orthogonal Wavelet in the coefficient
structure, where the non-informative coefficient is
excluded to reduce its structure, and then fed to the
radial basis Neural Network (NN)” [7]

• Wearable device verification algorithms use
authentication and registration system identifications
from cross correlation templates

• An ECG mobile biometric authentication algorithm
should be based on an unknown individuals’ 4 second
identification signal acquisition

• Combined ECG and pulse biometric signals contributed
to a prototype design

• A Discrete Cosine Transform (DCT) is an application
data processing scheme that only needs a few
coefficients for a precise sequence rebuild; a cross-
correlation technique of three consecutive ECG RR
intervals are compared to an initial interval that is saved
in a local or remote server SQLite database- authorized
access is granted when a 10 second or less duration
with a greater than 95 % correlated result is achieved

With the use of the proposed algorithms, authentication 
and security methods can be incorporated inexpensively into 
existing mobile health monitor devices because the heartbeat 
data that is being monitored is already collected (Perceived 
Usefulness and Perceived Ease of Use of the TAM model). 
Wearable computing devices is growing in popularity. These 
can come in many forms but most typically come in the form 
of a bracelet or wristwatch with smart watch sales currently 
making up around 52 % of the global wearable market. With 
continued growth of the wearable technology market, as well 
as many business analysts forecasting a continued expansion 
of the market, there is strong evidence that the field of 
wearable technology will continue to grow and become a 
larger part of everyday life. 

VI. CURRENT ECG BIOMETRICS

As mentioned, a persons’ ECG is universal to all, unique 
and permanent. This method has been the subject to many 
recent research projects and the process to obtain and verify 
a persons’ ECG are becoming more refined in accuracy of 
identification. While some forms of biometric authentication 
may be of higher uniqueness, such as Iris scanning, ECG is 
something that can potentially be incorporated into a 
wearable device rather easily, as mobile health monitoring 
devices typically are already able to collect similar data. 
ECG biometrics are also considered to be much more secure 
because they are internal to an individual and live, requiring 
that individual to be physically present for authentication; 
much less prone to vulnerabilities and possible identity theft 
than traditional biometrics [8]. By using this pattern, based 
on heart location and physiology of the user, devices can 
potentially provide an inexpensive, convenient, and reliable 
source of biometric authentication (Perceived Usefulness and 
Perceived Ease of Use of the TAM model). Wearable data 
gathering technology could become more affordable to the 
consumer with the future use of advanced motion sensors 
called buck paper that consists of seven-micron thin sheets of 
pure, durable carbon nanotubes; it may allow more 
consumers to be able to purchase wearable tech, driving 
costs down and sales up (Attitude Towards Using and 
Behavioral Intention To Use of the TAM Model). 
Researchers also created the GNF Pad- a graphene nano-
flakes (GNF) infused rubber-like adhesive pad sensor that 
can not only detect a heartbeat and other human motions but 
also retain its accurate mechanical and electrical properties 
while still remaining small, stretchable and flexible. It is 
predicted to be inexpensive to manufacture and cost effective 
for wearable devices [9]. However, current mass market 
wearable devices, while integrating some forms of biometric 
identification, have not yet been utilized as a medium for 
biometric authentication. The ability to measure some heart 
rate data by many wearable devices, coupled with the rise of 
a persons’ ECG as a strong biometric characteristic, creates a 
unique opportunity for a device to take advantage of. One 
device, called the Nymi, is currently the only device that is 
nearing completion to utilize ECG biometric authentication. 
The Nymi band does this through the user’s unique ECG and 
have claimed to have created an algorithm that is robust to 
many common concerns of heartbeat analysis such as 
increased physical activity or heightened stress levels [10]; 
concerns that can be categorized in the Behavioral Intention 
to Use of the TAM Model. The Nymi authentication is a 
local event. The user’s ECG pattern is determined and then 
compared against that same pattern with the use of Bluetooth 
and NFC antennas, not through any cloud services or 
databases. Nymi’s biometric authentication methods known 
as HeartID and Always On Authentication allows users 
secure access to data and applications by the use of Evidian 
Enterprise SSO or Single Sign-on solution. The process 
being a one-time enrollment event, the user verifies their 
identity using their Nymi band and unique ECG and the 
device then acts as an authentication means to access data, 
interact with apps, or a variety of others functions on a 
Continuous Authentication (CA) basis. 

The possibilities present by a device such as this are large 
indeed, as it can be used for entry into restricted areas or can 
keep track of time and attendance in school or work. The 
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process is also convenient as it takes advantage of the 
already large and growing wearables market, and uses a one-
time enrollment event, along with CA, for the entire day for 
as long as the user is wearing the band. Another company, B-
Secur, has developed a more secure and convenient user 
authentication method than username and passwords and 
first- generation biometrics in the form of ECG/EKG 
patterns. ECG biometrics are considered much more secure 
because they are internal to an individual and live, requiring 
that individual to be physically present for authentication; 
much less prone to vulnerabilities and possible identity theft 
than traditional biometrics; the Perceived Usefulness, 
Perceived Ease of Use and the Attitude Towards Using of the 
TAM model. The potentials of authentication, health and 
wellness for an individual can only be achieved by ECG 
biometrics. End user applications that include heartbeat 
algorithm portfolios drives the core technology of B-Secur’s 
next-gen authentication to gain Actual System Use of the 
TAM model. The stored profiles of users hold their unique 
PQRST complex information otherwise known as their 
heartbeat ECG electrical signal for authentication purposes. 
Many industries such as cybersecurity, medical, automotive, 
etc. can take advantage of the many uses of ECG biometrics 
identification and authentication that B-Secur offers due to 
the inexpensive conducive sensors for heartbeat signals. 
However, many end users are concerned about the sharing of 
medical and automotive information due to the wearable 
devices (which can be worn on any part of the body with a 
material that is conductive) ability to track the users well-
being metrics [11]; these concerns would fall under the 
Attitude Towards Using of the TAM model. Those end user 
concerns are not stopping other companies from throwing the 
hat into the ECG biometrics ring. Given the growth of the 
market and increase in security concerns, there is strong 
reason to believe that more will follow. The growing interest 
in the convenience, robustness, and security in ECG and 
other unique biometrics in wearable devices is apparent. The 
need to replace the system that is currently in place becomes 
more apparent upon further review of the rise of security 
breaches in recent times. Security breaches have become 
increasingly frequent in the form of identity theft. 
Multimodal (Multifactor) biometric authentication methods 
may just be the answer that security is looking for.  

VII. THE SECURITY METHODS OF BIOMETRIC

AUTHENTICATION 

IAM or Identification Access Management is a system that 
enables resource access to the correct users. Biometrics 
Identity Management (BIM) replaces first gen or traditional 
identification/authorization methods with biometrics 
methods; users biometric credentials are assigned for Identity 
and Access Management purposes in a system. Unimodal 
(single sign-on) access methods traditionally involved a user 
requesting resource access to only input one security 
measure such as one password, one biometric method, etc. 
Multimodal access methods take advantage of BIM by 
utilizing several different biometric methods to increase 
accuracy and security [12]. Two biometric identifications, 
such as fingerprints and retina scans, for example, are 
required for authentication in multimodal biometrics; much 
more secure and reliable than unimodal systems. Errors are 
significantly reduced with multimodal methods but a secure, 

centralized server with effective matching algorithms for 
both identification and authorization to store the biometrics 
is a must; extremely reliable acceptance and rejection rates 
must be deployed by biometric control applications. Design 
and implementation of multimodal biometric methods can be 
more challenging as opposed to deploying unimodal 
methods; however, companies can combine biometric 
sensors in devices, without increasing production costs 
substantially and still able to deploy multimodal biometrics 
for increased device sales. This in known as multimodal 
biometric fusion which combines trait matching 
identification algorithms using features, match scores and an 
ultimate decision benchmarks based on the combined 
algorithms for user authentication [13]. Multimodal 
authentication methods, including biometrics are predicted to 
be more deployed in industry and mass markets than 
unimodal methods due to the added security that multimodal 
offers. Unfortunately, users are less willing to record many 
biometric methods contributing to current limited consumer 
market interest for multimodal biometrics; the Attitude 
Toward Using TAM model section. Users should be made 
aware by system suppliers how their person biometric data 
will be stored and used; the FIDO (Fast Identification 
Online) Alliance suggests that to avoid a possible biometric 
data breach, a user’s device should securely store their 
biometric data as opposed to an external source. 

Other BIM security measures include a biometric hardware 
and software solution called BIO-key that associates a user’s 
sign on credentials with their biometric data with the use of 
the Active Directory of Microsoft OS; both biometric single 
sign on (unimodal) or multifactor (multimodal) authentication 
methods can be used [14]. Continuous ECG data streams are 
also being considered for Continuous Authentication (CA) for 
access control; ECG data streams are a part of body related 
signals known as bio signals. A one-time authentication is 
known as Non-Continuous Authentication (NCA) as CA 
requires the users continued presence to monitor bio signals. 
CA methods over time cannot be static and must be 
continuously enhanced as users’ bio signals can change over 
time. Data Stream Mining is effective for CA because its 
algorithms are useful in gathering changing bio signals over 
time for authentication datasets. ECG biometric 
authentication methods in wrist wearables, smart clothing and 
access control cards will allow organizations to control safety 
and security in the Identity and Access Management (IAM) 
area. These methods and their use would span all of the 
sections of the TAM Model. Big Data for ECG data 
management is a huge factor to the success in biometric 
authentication. 

VIII. BIG DATA AND THE INTERNET OF BIOMETRIC THINGS

Big Data is a term for extremely large data sets that need 
special tools to fully process due to their size. The five 
essential steps to big data, based on the value chain 
framework are acquisition, storage, analysis, curation and 
usage [15]. While these steps contain many elements, the 
overall process can be somewhat simplified. Acquisition is 
the collection of raw data that has yet to be processed. 
Analysis includes the extraction of value from the raw data; 
machine learning and other analysis methods typically 
complete this step. Curation is a multistep process that 
includes the verification and cleaning of the data. Storage is 
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the storage of said data with databases and other tools. 
Finally, usage is the goal of all big data, turning raw data into 
a tangible resource. This can be achieved by many different 
means, visualization and simulations are two examples. Big 
data frameworks are already, and have been, in existence for 
many different applications; one of the challenges of 
biometrics has been effectively applying big data ideas and 
methods to it due to the many elements and facets of 
biometric data. The Internet of Things (IoT) can include 
networked wireless devices such as wearables. The Internet 
of Biometric Things (IoBT), has been proposed where two 
phases should be used- an enrollment phase where biometric 
keys are generated when a biometric signal is registered by a 
user and an authentication phase where previously stored 
keys are compared with newly generated keys by data 
provided by user. Cloud based biometric authentication 
framework solutions are being more and more utilized for 
IoBT data storage and usage due to low cost, high speed and 
success rates, while able to positively lend itself to all the 
TAM model sections. Journals and research papers have 
been written in favor of cloud based biometric query and 
storage solutions. One such cloud-based solution called 
BAMCloud enables a “scalable, accurate, and efficient” as 
well as a lower cost mobile biometrics authentication system 
due to parallel algorithms and expansive computing and 
storage capabilities. There are different phases to a 
BAMCloud data framework. After a mobile device gathers a 
user’s identification and authorization information, it is 
stored and preprocessed for any potential authentication 
queries; third party cloud storage opportunities are also 
available [16]. 

 

Figure 3 Big Data Value Chain 

Biometric-as-a- Service (BaaS or BIOaaS) is another huge 
player in the IoBT arena. BIOaaS uses the cloud-based 
Software-as-a-Service (SaaS) as its premise for enterprise 
cost savings in biometric authentication; it involves the two 
authentication process stages of enrollment (a one-time 
remote cloud server registration of user biometric data) and 
verification with the use of algorithm code generators. It is 
flexible in that businesses can use their own biometric 
hardware and can also utilize both unimodal and multimodal 
authentication methods. Several companies, including 
Aware, Fujitsu and others, offer BIOaaS as a cost effective 
and flexible biometric authentication system. The BIOaaS 
solution creates biometric user profiles and cloud data 
storage for verification and authentication through mobile 
devices. Both private and public cloud services can be used 
and a variety of different biometrics authentication methods 
can be utilized, including future biometric means [17]. 
Biometric mobile device apps can be configured, customized 

and embedded with SDKs that are fully open and 
documented and AES-256 Secure Cloud, HTTPS/TLS 
OAuth (a user and system standard) credentials and PKI 
Certificates are used for security and encryption. 
Identification-as-a-Service (IDaaS) is a term similar to 
BIOaaS and is aimed at fast tracking biometrics for smaller 
industries to access on demand, cloud- based identification, 
verification and authentication services. 

Figure 4 Biometrics-as-a-Service (BaaS or BIOaaS) 

BIOaaS has been declared as a competitive and innovative 
large-scale big data framework system that benefits users, 
service providers and software developers due to its ability to 
match cloud stored database algorithms with biometric 
authentication requests submitted via users mobile devices; it 
also enables the computationally intensive tasks of data 
storage, feature extraction and biometric system matching 
components to be handled by the cloud to free up a user’s 
mobile device limited resources to handle the sensor tasks. 
Cloud BIOaas has more advantages over in-house server 
storage including deployment, integration, implementation 
and scalability is quick and easy, on demand and users can 
access around the world, more cost effective and secure and 
automatic data backup- a definite plus towards Perceived 
Usefulness and Perceived Ease Of Use. A pay-per-use with 
no upfront costs along with competitive choices for the 
subscriber make the robust and on- demand public or private 
cloud BIOaaS an attractive choice for many organizations as 
an identification and authentication system or other 
biometric means. BIOaaS is forecasted to expand 
exponentially- financially the growth is predicted “from 
USD 838.0 Million in 2017 to USD 2972.8 Million By 2022, 
at a CAGR of 28.82%” [18]. While BIOaaS is a more 
accurate and cost-effective means of biometric identification 
and authentication than traditional service offerings, 
biometric data cloud storage is still a concern for end users 
who have no control of biometric data that is not on a mobile 
device or wearable, a negative mark in the Attitude Towards 
Using of the TAM Model.  

In an attempt to address user concerns and gain a positive 
note in the Attitude Towards Using and Behavioral Intention 
To Use of the TAM Model, two protocols have been created- 
the independent Fast Identity Online (FIDO) Universal 
Authentication Framework (UAF) and the IEEE standard 
Biometric Open Protocol Standard (BOPS) [19]. FIDO UAF 
is an independent online authentication protocol specification 
for device authentication- security and ease of use for both 
users and service providers is the goal of this Alliance 
composed of companies from hardware manufacturers to 
online service providers. Local device authentication and 
remote server communication is handled by the FIDO client 
via the FIDO Authenticator that implement the given 
authentication method; trusted execution environments 
(TEE) and secure elements (SE) are supported by the FIDO 
Authenticators but not required. The FIDO server receives 
the device authentication request through public-key 
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cryptography (PKC) and communicates the remote 
verification to the online service that the user wants to 
access. BOPS is a IEEE standard protocol that was created 
by Hoyos Labs and the biometric recognition system has 
several minimum requirements to obtain such as Presentation 
Attack Detection (PAD) (aka “liveness detection”), false 
negative and positive thresholds and maximum throughput 
time. It combines the use of the mobile device and the cloud 
service provider in user biometric authentication; one version 
of BOPS requires a shared encrypted user template that must 
be used in conjunction with each other for a successful 
authentication. The client device (which locally performs the 
biometric recognition), the remote BOPS server (which 
verifies the client device authentication result) and 
application server communicates securely with the use of 
public-key cryptography (PKC) and two-way SSL/TLS. The 
combined use of a user’s device and a central database 
creates a more secure, convenient and private biometric 
authentication method as hackers would need access to both. 
While both protocols are focused on providing a better 
online application user biometric authentication method, a 
more abstract approach is used with FIDO; whereas, the 
BOPS protocol deploys more detailed biometric 
specifications. For biometric data storage, FIDO UAF only 
requires that the data along with the reference data templates 
be protected “and make sure that the biometric data never 
leaves the security boundaries of authenticators.” [FIDO 
Alliance]. BOPS require encrypted biometric data client 
device storage. 

Figure 5 BOPS and UAF 

Another option is GoVerifyID that works in conjunction 
with Microsoft OS to offer a secure SaaS cloud database 
storage for multimodal biometric authentication means via 
mobile devices with an app called GoMobile; authentication 
can occur both online and offline. The biometric database is 
stored separately from other user identification so if it was 
ever breached and became compromised, it is unusable 
because it is anonymous [20]. The use of virtual machines 
(VM) has also been suggested for algorithm software for 

biometric interface to cloud based services. An OS and cloud 
infrastructure identical preinstalled software via a Virtual 
Machine (VM) provides software developers the capability to 
upload matching biometric authentication algorithms, scripts 
and executables via a PaaS platform to ensure cloud server 
infrastructure compatibility and the software developers ease 
of use. Some other tools such as Apache Hive, Giraph, and 
Hadoop are examples of big data software that are commonly 
used. Also, companies such as Waterline Data provide some 
tools for big data solutions to fingerprints biometric data. 
However, to date none has been used, or attempted to be used 
in relation to ECG biometric data. 

IX. CONCLUSION

This study has attempted to provide evidence that with the 
help of compatible algorithms and reliable technology, ECG 
biometrics can be a low-cost, convenient and viable method 
in the use of multimodal or multifactor authentication in not 
only new wearable devices but also existing wearable 
devices that have current biometric properties; proposed 
methods also suggest that future successful and secure 
unimodal authentication is an extremely strong possibility. 
ECG biometric authentication means appear to satisfy all the 
areas of the Big Data Value Chain- data acquisition, analysis, 
curation, storage, and usage to allow both cloud service 
providers and businesses to be innovative and profitable; the 
innovation and cost savings can then be passed to the 
consumer user, where sections of the TAM Model- External 
Variables, Perceived Usefulness, and Perceived Ease Of Use 
that include the convenience of wearable devices capable of 
ECG biometric authentication with the biometric data 
accessed and stored securely in the Big Data cloud and user 
devices. The positive completion of these three TAM model 
sections will allow the Attitude Towards Using, Behavioral 
Intention To Use and finally, Actual System Use to be 
successful.  The combination of innovative wearable devices, 
big data involvement, industry usability and user 
acceptability will make ECG biometric authentication a 
formidable solution. 
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Abstract—In recent years, wearable sensors have progressed 
from niche use into the mainstream. These modern sensors are 
light, small in size and even wearable on user’s wrists. Consumer 
products from vendors such as Apple with their Apple Watch and 
Fitbit with their line of fitness bands have become increasingly 
commonplace. With the introduction of these and similar devices, 
wearable sensors have become not only unobtrusive, but a regular 
part of daily life for many people. Despite their small size, they 
can record a large amount of varied data from heart rates to 
geolocation. As thousands of users utilize these sensors each day, 
these devices can store and transmit a wealth of information. 
This wealth of information has given rise to big data. Big data is  
a term to describe a large amount of data that can be processed 
and analyzed to derive insights, patterns and other trends. The 
emergence of big data has allowed many commercial corporations 
to gain insights on the consumer. In addition to this, there are a 
wealth of patterns and insights related to health that can be 
accessed from the data found within wearables. With it, one 
could perform analytics that could identify and predict health 
tendencies, overall fitness, and general health over time. These 
are examples of the different types of big data analytical methods 
explored. 

Keywords—wearable computers, sensor systems, mobile security, data analysis, 
security 

I. INTRODUCTION

The popularity of wearable technologies has raised tremen- 
dously in recent years. With the convenience of health and 
fitness monitoring and tracking, millions of users allow com- 
panies access to their personal data and sensitive information. 
This, in part, has led to the rise of big data analytics. While big 
data was in its infancy, many did not understand the benefits  
of analyzing data in order to recognize trends and patterns. 
The majority of the data was and still is unstructured. In other 
words, there is no organization to the data; it merely exists. 
With the millions of users dumping their data onto servers 
each and every day, the amount of data has only continued to 
grow. This growth has led many companies to begin to see the 
benefits in analyzing and structuring the data in order to gain 
insights into their consumers. It also allows many companies 
to inform consumers of their tendencies. An example of this 
would be FitBit tracking a user’s heart rate over time in an 
effort to determine the overall health of the user.  They then,  
in turn, alert the user of this information so that the user can 
either continue their current habits or change them. 

Wearable sensors are prevalent in various forms. While 
common devices marketed to consumers such as the Fitbit, 
Apple Watch and similar sensors are wrist-based, other spe- 
cialized forms of sensors have also found use. These include 
glasses, vests and full body suits. In totality, sensors in these 
various forms generate a large amount of data such as users’ 
vital signs. As these sensors have moved out of controlled 

lab conditions and into the world at large, there are several 
lingering questions about the data they collect. One involves 
what data is being generated, shared, stored, and accessed. 

The focus of this study is to examine modern wearable 
sensors through both review of existing literature and direct 
examination. The aim is to access the current state of wearable 
sensor technology and perform data analysis on the large 
amount of data collected. By analyzing a set of contemporary 
wearable sensors, the goal is to examine how the sensors 
work, the data that is collected, and how that data can be 
leveraged to create insights about its user. Finally, making 
informed observations about the way forward for wearable 
technology from a technical and consumer standpoint will 
contribute to wearable sensor research while offering sensible 
recommendations to ensure safe, reliable usage of wearables 
for the foreseeable future. 

II. STUDY REQUIREMENTS

The primary idea of the project is to analyze the wearable 
sensor device and the data it generates. To implement the idea: 

The preliminary step is to extract the sensors data 
using an API model. 

Incorporation a back-end [Hadoop - Big Data Frame- 
work] to store huge amount of data received from the 
sensor device. 

The data received from the sensor devices will be un- 
structured and will require application of appropriate 
Data Integration techniques in order to make the data 
fit for analysis. 

Python /R [1] scripts will be written to pre-process the 
data and filter out any discrepancies. 

Spark [2] will be used to implement learning algo- 
rithms and derive insights, patterns, and trends. 

The overall architecture technology requirements can be 
put forward as depicted in Figure 1. 

III. LITERATURE REVIEW

It is undeniable that companies are finding new ways of 
using large quantities of data, known as big data, to gain 
insights into consumers. With the rise in the popularity of 
Internet of Things (IoT) devices, companies have become 
increasingly interested in big data analytics. Taking advantage 
of the data found on devices can help glean information of    
its users. Although there has been growing concerns  over  
user privacy, as touched on in Arriba-Perez’s paper, it hasn’t 
stopped the depth of data collected from being immense. One 

• 

• 

• 

• 

•
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Fig. 1. Technology Work Flow 

source of this big data has been wearable devices. Wearable 
devices are defined as any technical device that is worn by 
a consumer. With estimations that, by 2019, wearable devices 
will have reached 100 million units sold, it is unsurprising that 
the amount of data that is sourced from wearable devices alone 
is tremendous [3]. 

There are multiple insights that can be gained from the 
analysis of data from wearable devices. Common types  of 
data collected by these devices include information related to 
fitness and overall health. One can learn a user’s overall health, 
sleeping patterns, or even when they partake in certain actions, 
such as talking, eating or writing, from the data on their smart 
watches [3]. In addition to this, many wearable devices also 
include a location feature which uses the Global Positioning 
System (GPS). With the addition of GPS location sensors, a 
wearable is also able to keep data about a user’s location as 
well. 

Understandably so, many have been concerned with the 
potential use, or  misuse,  of  the  data  collected.  Much  of  
the collected data is considered to be personal data. Local 
government officials define personal data as any information 
that can be used to identify a person’s identity, whether 
directly or indirectly [4]. This includes a number of different 
identifiers including but not limited to name, address, location, 
or phone numbers. Ironically, consumers who purchase and use 
a wearable device own the device, but not the resulting data 
from that device [5]. Manufacturers who sell the device are the 
true owners of the data collected. In fact, manufacturers are 
able to sell this data to third party companies as long as the 
data is "anonymous". As pointed out by Piwek, however, the 
measures companies take to anonymize data are not sufficient. 
In some cases, it can lead to identity fraud as sophisticated 
algorithms have the ability to reveal a user’s identity based off 
of the "anonymous" data. 

Many companies claim they are dedicated to user privacy 
and yet, have had multiple breaches of security and information 
[6]. Unfortunately for consumers, a research study conducted 
by Hewlett-Packard revealed that 100 percent of the most 
popular devices contain critical flaws, easily exploitable by 

even a casual hacker [7]. Despite the sheer amount of breaches 
that have occurred over the past couple of years, numerous 
companies continue to advertise their abilities to protect the 
user, often making users think that they are secure. This false 
sense of security leads users to continue to use these services 
without realizing it can be bypassed and compromised. It is 
alarming the amount of data that many large companies have 
on their consumers and yet, there are not sufficient measures 
in place to protect that data. 

To make matters worse, as Hamblen pointed out in his 
news article, the data collected by companies can potentially 
be later used against the user. An insurance company, for 
example, could deny a health claim based on data from the 
user’s smart watch [8]. Even though the majority of users 
assume that the collected data is anonymous, it isn’t. In fact, 
smart watches collect enough data to be able to create profiles 
of their users to predict future actions, habits, and preferences 
[8]. In Patrikakis’ paper, he asserts that wearable devices are 
"capable of understanding [...] even the condition and mood 
of their owner [9]." 

Fig. 2. Opportunities with the insights gained from the analysis of big data 

Although there are user privacy concerns, the potential 
actionable insights gained from the analysis of data from 
wearable devices also has potential benefits, as depicted in 
Figure 2 above. As mentioned previously, wearable devices 
are becoming increasingly popular in the market. Estimates by 
the CCS Insight’s Wearables Forecast suggest that the number 
of wearable devices being shipped will reach 245 million per 
year by the end of 2019 [10]. Figure 3 breaks down the 
estimated sales by wearable device type, including devices 
such as eyewear, wristbands, watches, and others. Because 
there is a large pool of data being collected from millions      
of users, companies are able to leverage the data in order to 
create meaningful insights for users. This is arguably one of 
the greatest potential benefits to the user. By doing so, Nayar 
argues that the overall usefulness of wearable technology will 
be improved and user engagement will increase [10]. An 
example of this provided by Nayar is a company that can gain 
insights into the health of their employees in an attempt to 
reduce high levels of stress and create a happier, more effective 
workplace. The data, health of the employee in this case, can 
lead to an actionable insight and result, such as the company 
instilling a later starting time. 

With the proliferation of wearable sensors, larger and 
larger amounts of data are being collected. This requires data 
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Fig. 3. CCS Insight Global Wearables Forecast 

collection and analysis methods akin to the big data processing 
methods seen in various other fields, such as any number of 
online services. 

While big data management with individual wearable sen- 
sors seems daunting at first, one relatively simple framework  
it described by Hussain, Kang and Lee. They distill big data 
handling with wearable sensors into several key steps: data 
acquisition, data transformation and data validation.[11] 

Data acquisition entails capturing the raw data from the 
sensor(s) and passing it on for further processing. In some 
devices, this would involve connecting to  the  cloud.  The  
next step is data transformation, or taking that raw data, 
categorizing it and turning it in a structured form such as CSV 
or text file. The final step, data validation checks for errors 
and inconsistencies. It can then be stored and further analyzed 
through a platform such as Hadoop.[11] 

Data from wearable sensors, including within a healthcare 
context is not of much use unless that data is analyzed and 
turned into a useful form. With mainstream data collection 
from wearable sensors still largely in its infancy, there have yet 
to be a universally agreed upon set of standards and common 
processes to analyze sensor data. 

One set of primary data analysis methods identified by 
Banaee, Ahmed and Loutfi includes several tasks, which have 
some degree of overlap. These tasks are anomaly detection, 
prediction, and diagnosis/decision making. Each of these tasks 
can be performed to varying degrees both online and offline. 
[12] 

Anomaly detection involves detecting variations from the 
normal, expected behavior from the data. Statistically this can 
involve the identification of outliers in the data. Identifying 
anomalies can assist clinical personnel in determining neces- 
sary treatment modalities. Detection of anomalies can go hand 
in hand with an alarm system alerting relevant parties such as 
healthcare personnel as to any deviations from the norm.[12] 

Prediction, as the name implies, involves identifying future 
events. This is a growing area of sensor data analysis as it can 
potentially predict future health conditions and allow providers 
to enact proper preventive care measures.[12] 

The diagnosis/decision making process involves assessing 
condition (e.g. patient status) based in part on sensor data.  
The decision making process entails what action is taken as a 
result. Part of this intersects with anomaly detection in vital 

Fig. 4. A sensor data analysis method [12] 

signs, as anomalies may be indicative of particular medical 
issues. However other data also plays a factor in this process, 
such as a medical history and other factors.[12] 

These tasks, performed in conjunction with the usual data 
cleaning and filtering processes outline a particular method for 
analyzing sensor data in a healthcare context.[12] The classifi- 
cation of data can prove to be a challenge for sensors that for 
example detect different types of activity. This issue becomes 
more important as data sets become larger and larger. Efforts 
to accurately classify sensor data have involved advanced data 
processing and filtering and have resulted in more efficient 
usage of sensor data to classify varying activities.[13] 

IV. METHODOLOGY

This study was conducted to examine wearable sensor 
devices, the data they collect, and to investigate any emerging 
patterns. The wearable devices used in our research were Apple 
Watch, Fitbit, and Hexoskin body vest. To gather the necessary 
data, descriptive study method were employed, investigated 
using the qualitative and the quantitative methods. 

A. Data Collection 

Extraction of the data was attempted from the Hexoskin 
API Dashboard using Selenium scripts to ensure the data 
integrity and by extension its validity. 

Data from the Apple Watch was retrieved via an 
unencrypted backup of the iPhone paired with the 
Watch. 

Data from the Fitbit was retrieved via the Fibit web 
API on a Windows 10 machine. 

Data from the Hexoskin body vest was retrieved using 
the Representational State Transfer API. 

B. Data Analysis 

The Raw data retrieved from our sensors which  were  
time, breathing rate, heart rate, activity and cadence (steps per 
minute). Once the data was gathered from the Apple, Fitbit, 
and Rest API in csv format it was stored and processed using 
the Hadoop big data warehouse. We compared to the heart  
rate data retrieved from the API to the normal heart rate and 

• 

• 

•
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illustrated in the multiple graphs comparing heartrate over time 
and how the changes could indicate periods of intense activity. 
[14]. 

V. PRELIMINARY FINDINGS/RESULTS

Hexoskin provides an online dashboard to view the data 
synced by our wearable sensors through its HexoService app 
which also stores data locally. It uses REST API that stands for 
Representational State Transfer which provides interoperability 
between computers on the internet. When the data from the 
Hexoskin device is synced to the Hexoskin API servers it gets 
reflected on the online dashboard as a new record. To download 
the data from the online dashboard in real-time which was 
implemented with the help of a Selenium script in java which is 
triggered periodically by a continuous integration server (Jenk- 
ins) that completes our data gathering process. Selenium is   
an automation framework, which provides modules/libraries to 
automate testing process. It provides flexibility to incorporate 
the libraries in any programming languages.The entire data 
gathering process can be illustrated as follows. 

Fig. 5. Real-Time Data Gathering 

The data being uploaded over a timeline on the Hexoskin 
servers consists of 100,000+ records per file. This sparked      
a need of a big data warehouse, and  thus  a  Hadoop  one  
node cluster was configured to store the streaming data over a 
timeline. Hadoop is an open source Big Data framework which 
incorporates distributed data processing across multiple nodes 
of a cluster which helps faster processing of big data sets. 

[15] 

The raw data collected from the sensor has following 
parameters 

1) Time
2) Breathing (Rate per minute)
3) Heart Rate(Beats per minute)
4) Activity
5) Cadence

The data is pre-processed i.e. empty rows are deleted, 
garbage and redundant values are removed. The time format 
in the raw data is in Trans-Norm which was converted into 
UTC format using appropriate DateTime libraries in Python. 
To get appropriate insights from the data, ideal values of the 
parameters were researched. For example, "A normal resting 
heart rate for adults ranges from 60 to 100 beats a minute. 

Generally, a lower heart rate at rest implies more efficient 
heart function and better cardiovascular fitness. A well-trained 
athlete might have a normal resting heart rate closer to 40 beats 
a minute".[16] Sample heart rate was studied and compared to 
the ideal heart rate range. The results were visualized using 
matplotlib library in Python. The link[14] to the Github can  
be found in the list of references. For the preliminary analysis, 
variation of heart beats were visualized. 

Fig. 6. Variation of Hearbeat per minute over a timeline 

To take a new look at the data, activity parameter was 
studied and categorized into various sections i.e. intense, 
moderate, resting activities. The segregation was implemented 
by calculating the average body movements over a timeline. 
The result gives an insight to the user about his daily activities. 

Fig. 7. Activity Collation 

To dig deeper into the activities of the user,  cadence  
[steps per minutes] retrieved from the sensor were evaluated 
over a month. The variations in steps on daily basis were 
studied in order to derive any pattern in user activity at a 
particular period of the day. The frequency of steps per minute 
were visualized and marked with peak points to identify user 
activities and corresponding bpm [breathing rate per minute] 
at that particular point. 
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Fig. 8. Cadence Insights 

The figure above illustrates the peak point of user activity 
[Sprint /Run] on 19th Feb and the corresponding bpm 175 
from 09:00 to 09:35. The visualization provides cognition to 
the user about his activity variations via which he can improve 
on his workout. 

From a user’s perspective, hiding the background complex- 
ity is a key point for building any system. Instead, a user should 
have access to a user interface, or UI, with which they can 
interact. In this case, a dashboard was developed in order to 
allow a user to create and view any number of charts as they 
please. This dashboard is a concise, effectively decipherable, 
graphical show of key performance indicators. It gives an 
overview of the sensor data collected and provides an option 
to the user to see all of the charts with respect to particular 
parameters. The user can also filter out values as desired. This 
online dashboard was built using Dash by plotly. The initial 
analysis was implemented and examined using python. 

Fig. 9. Dashboard 

The examination of the Hexoskin suit only represented a 
single subject. In actuality, there are thousands of individuals 
utilizing wearable sensors every day. Various data collection 
efforts have monitored different subjects and their use of 
wearable sensors. One of the largest is Insight for Wear, a 
lifelogging app with a continuously updated database. Access 
is closed to the general public,  but  can  be  requested  by 
data scientists. The app has over 1,000 installs and millions 

of data points pertaining to smartwatches. [17] A similar 
initiative from the University of California, San Diego is the 
ExtraSensory app. This app monitored sensors from mobile 
devices, including wrist-based devices from 60 users.[18] 

These datasets are anonymized, as can be expected for such 
personal information. Thus a natural line of inquiry is whether 
one can distinguish individual subjects from each other just  
by looking at the data. Superficially this is a data privacy 
issue, in that someone can be individually identified from their 
sensor data. But wearable sensor readings, if unique enough 
can presumably be a signature particular to an  individual. 
This has possible implications on fields such as authentication, 
wherein users may be able to verify their identities based on 
their distinct sensor readings. This also has implications on 
studies on crowd behavior modeling and automated recognition 
of gestures and body language. 

A cursory examination on the big data implications of 
wearable sensor data possibly being unique to an individual 
is possible. Looking at the ExtraSensory data set, we can see   
a microcosm of how this would work. 

Activity detection was chosen as the method of examina- 
tion as it was common between the Hexoskin suit (which is 
included along with the ExtraSensory data). The data from   
the Hexoskin suit and the ExtraSensory data calculate the 
magnitude of 3-axis acceleration as a function of time, using 
the unit of standard gravity. For the ExtraSensory data, the 
watch accelerometer data was isolated. The sensor data from 
between the 1-3Hz frequency band was extracted as it matched 
up with the frequency from the Hexoskin suit. The combined 
dataset represented over 300,000 data points. 

Fig. 10. Scatter plot of min values from ExtraSensory/Hexoskin data 

As can be seen in the graphs, the minimum and maximum 
values of activity are largely distinct in this sample, but are 
closely clustered. The maximum values in particular are even 
more clustered. As the number of subjects grows exponentially 
larger, it conceivable that it would be increasingly difficult to 
discern individual records from one another. The values of 
activity average are more promising, with data points more 
spaced out. As the number of subjects grows larger, activity 
average seems a far more likely way to distinguish individual 
subjects from one another. 

What is evident however is that a multitude of measure- 
ments from a wearable sensor would be needed to determine 
an individual signature for a particular user. Activity level for 
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Fig. 11. Scatter plot of max values from ExtraSensory/Hexoskin data 

Fig. 12. Scatter plot of average values from ExtraSensory/Hexoskin data 

example, paired with corresponding heart rate could prove to 
be useful in distinguish one particular wearable sensor user 
from another. 

VI. CONCLUSION

These findings regarding wearable sensors were very en- 
lightening. What was readily evident at the beginning of the 
study was that the research field of wearable sensors as well as 
the consumer market for wearable sensors is largely untapped 
territory that is in a period of defining what part these sensors 
will play in the future. In addition, sensors have evolved to the 
point that consumer acceptance of their use in daily life has 
resulted in marketable consumer products. This initial success 
has meant that understanding how they work and analyzing 
the data that these sensors has produced becomes increasingly 
important. 

Another attribute of these wearables was they have varied 
methods of storing and accessing their data. Due to the varied 
ways in which these devices deal with their data, work had    
to be done with different APIs and other methods to extract 
and analyze the sensor. In devices such as Hexoskin suit and 
Fitbit, it is possible to extract data via their corresponding APIs 
and download it from their respective web sources onto local 
machines. 

Most consumer level wearable sensors operate in a similar 
fashion. They are largely dependent on traditional computing 
devices to which they sync, and store their data. These sensors 
normally transmit that data wirelessly usually through Blue- 
tooth. The sensor’s data is also sent to remote servers which fa- 

cilitates pushing that data to other devices, and web access. The 
data that wearable sensors generate is often comprehensive. 
This data includes health data such as resting/active heart rate 
and other vitals as well other personal data such as geolocation. 

Thus, going forward it is important that companies that 
produce wearable sensors take greater responsibility to ensure 
the integrity of user data. While a central standard for data pro- 
cessing and analysis may not be possible, it is conceivable that 
companies can make inroads towards more useful utilization 
of sensor data. It is also important for sensor manufacturers  
to continually update their data analysis processes according  
to the latest methods and communicate to their users how 
exactly their data is processed. This  way  both  consumers  
and professionals can get the most out of the multitude of   
data points generated by wearable sensors. Further research in 
wearable sensors can examine how data collection and analysis 
has evolved, as well as best practices to ensure companies 
enact relevant, accurate data analysis procedures. 

Wearable sensors will only become even more ingrained 
in the world. A future where healthcare is revolutionized by 
sensors that can not only detect vitals but potentially predict 
medical conditions is entirely conceivable. However that future 
will only happen if it is built on a solid foundation where 
wearable sensor data is accurate, valid and made useful for 
everyone. 
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Abstract - Each year, more than 795,000 individuals in 

the United States have a cerebrovascular accident, also 

known as a stroke. Early intervention is known to 

decrease mortality and improve functional outcomes for 

survivors, but it typically depends on cross sectional data 

collected in healthcare settings. Because nearly 75% of 

adults in the United States now own a smartphone, there 

is a pool of longitudinal data continuously and passively 

collected for many patients. Steps taken, text messages 

sent, and locations visited are available for millions of 

Americans. Tools for retrospective collection of this 

smartphone data from stroke patients and healthy 

controls will allow combination with electronic medical 

records to create a unique training dataset. Machine 

learning analysis of this dataset could identify 

ubiquitously available virtual biometrics that serve as 

rough proxies of traditional cerebrovascular risk factors. 

This study demonstrates feasibility of technology to collect 

this potential stroke-prediction data.  

Keywords - Stroke, transient ischemic attack (TIA), 

medicine, data collection, machine learning, smartphone 

app 

I.  INTRODUCTION 

Stroke is the fifth leading cause of death in the 

United States and the second leading cause of death 

worldwide. In the US alone, nearly 200,000 strokes per 

year are fatal. Nearly one quarter of strokes occur in 

individuals who have previously suffered a stroke [1]. 

Stroke is also a major cause of disabilities in adults and 

the number of strokes in the US is projected to increase 

with an aging population.  

A stroke or cerebrovascular accident (CVA) is 

defined as “an abrupt onset of neurologic deficit that is 

attributable to a focal vascular cause” [7]. This means 

that some aspect of brain function, such as movement, 

sensation, or speech is suddenly altered due to a problem 

with the blood vessels in a specific area of the brain. 

Several factors can increase or decrease an 

individual’s risk for having a stroke. Non-modifiable 

risk factors include age, sex, and ethnicity. Modifiable 

risk factors include diet, blood pressure, exercise, 

alcohol intake, and tobacco intake.  An individual can 

attempt to reduce their risk with assistance from a 

physician through careful monitoring and medical 

management. 

The ability to predict a stroke before it happens 

would be likely to improve patient outcomes because it 

would allow them to access earlier care. Studies have 

demonstrated that patients who arrive at the emergency 

room within 3 hours of their first symptoms often have 

less disability 3 months after a stroke than those who 

received delayed care. If patients could receive a 

warning from a smartphone app that they are at risk of 

stroke in the near future they might be able to seek 

medical attention immediately. 

This study proposes a method for capturing 

smartphone data from patients who have recently had a 

stroke in order to build a dataset that will be used in 

ongoing stroke research. The data collected includes 

GPS data, text message content, and mainstream health 

application data and will be used to determine if patterns 

in smartphone usage can be used to predict a stroke. If a 

successful connection can be made, the dataset can be 

used in a future application that advises users who are at 

risk of having a future stroke to visit their doctor for 

evaluation.  

II. PROJECT REQUIREMENTS

The authors are exploring the possibility of using the 

smartphone data of stroke patients to build a training 

dataset that will be used to create a model for stroke 

prediction. 

The authors will build the tools necessary to create 

the dataset by offering three applications to aid in the 

collection of patient smartphone data. If stroke patients 

agree to allow researchers to access their smartphone 

records, the application will catalogue text message 

content, GPS location data, and mainstream health app 

information from the 12 months preceding the stroke. 
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The project will be limited to patients who use iPhones 

or iOS devices. 

The applications must have a graphical user 

interface that can be easily understood by research 

personnel with various levels of computing knowledge. 

The applications must gather patient data from up to one 

year before the stroke and output the data as a CSV file. 

This sort of stroke prediction measure is 

unprecedented in the medical field. This application will 

allow the collection of a promising new dataset that will 

provide medical researchers the opportunity to take the 

first steps into the unknown waters of predicting stroke 

using smartphone data. If the data proves useful for 

building a predictive model, the application can be 

expanded upon by to include more platforms.  

The ultimate goal is to produce a smartphone app 

that can warn a patient of an impending stroke. The 

authors will be providing the tools to begin the research 

into developing this potentially revolutionary app. 

III. LITERATURE REVIEW

A stroke is diagnosed by a clinical exam, when a 

physician identifies the neurologic deficit, and identifies 

or confirms through brain imaging the area of damaged 

brain tissue. There are two types of strokes. An ischemic 

stroke occurs when blood flow to the brain is obstructed. 

A hemorrhagic stroke occurs when there is bleeding in 

an area of the brain. An ischemic stroke can convert to 

a hemorrhagic stroke [7]. 

Damage is caused due to ischemia or infarction. 

Ischemia is when blood flow stops for more than a few 

seconds and the cells in that area run out of glucose and 

stop working normally. Infarction occurs when the lack 

of blood flow goes on for too long and the cells are 

damaged permanently [7]. 

The symptoms of a transient ischemic attack or TIA 

are similar or identical to those of a stroke but are 

temporary. A TIA occurs when there is ischemia (blood 

flow is stopped) in an area of the brain but is quickly 

restored. The early restoration of blood flow prevents 

infarction which is permanent damage. As in stroke the 

symptoms of a TIA vary. Events can occur in any part 

of the brain such that movement, sensation, speech, or 

other functions may fail, but in a TIA the symptoms last 

less than 24 hours and there is no damage detected on 

brain imaging. [7] 

Stroke prediction has been difficult to do in patients 

who have not had a stroke before. As stated by Khosla 

et al. “most previous prediction models have adopted 

features (risk factors) that are verified by clinical trials 

or selected manually by medical experts” [3]. For 

example, The National Stroke Association publishes a 

risk assessment criteria called ABCD2 that uses data 

collected from patients following a stroke or TIA to 

predict repeat events.  ABCD2 is optimized to predict 

stroke risk 2 days after a TIA but can also predict risk 

up to 90 days after a TIA. The assessment factors 

include age, blood pressure, unilateral weakness, speech 

impairment, duration of the TIA event, and if the patient 

has diabetes. Each category is assigned a score value. 

The patient can score a maximum of 7 points. If a patient 

scores 0-3 their chance of stroke in the next two days is 

1.0% and hospital observation may be unnecessary. A 

score of 4-5 represents a 4.1% two day stroke risk and 

hospital observation is justified. A score of 6-7 

represents an 8.1% two day stroke risk and hospital 

observation is indicated [5]. 

The ABCD2 is only validated in predicting strokes 

in patients who have already had a TIA. Most forms of 

predictive analysis for stroke focus on post-stroke care. 

In a study published by the University of Tennessee at 

Chattanooga researchers attempted to use deep learning 

to predict the post-stroke level of care required by the 

patient with the goal of optimizing the quality of patient 

care by defining a treatment path as early as possible [2]. 

Some examples of the 16 care categories are home or 

self-care, inpatient at hospital, or nursing facility. The 

researchers used demographic data, clinical 

characteristics, insurance type, source of admission, and 

discharge disposition status to train their learning 

machine. They concluded that with some refinements to 

their deep learning methodology they would be able to 

increase the speed and efficiency of determining a 

treatment plan for stroke patients. 

Another example of machine learning research that 

focuses on post-stroke care is a study done by Yonsei 

University College of Medicine in Seoul, South Korea. 

The researchers focused on creating a machine learning 

method to detect motor weakness of stroke patients. 

When a patient is suspected to have a stroke a 

neurologist will perform a focused neurological exam 

including testing for motor symmetry and strength. 

Observing for pronator drift is a portion of this exam, 

which can indicate central nervous system damage. The 

researchers created a classifier that could diagnose a 

stroke by quantifying measurement of pronator drift. [6] 

By quantifying pronator drift, the machine learning 

system was able to aid physicians in making faster 

diagnosis which resulted in patients receiving the 

appropriate care sooner. 

B7-2



Researchers have done a lot of work using 

predictive models to aid post-stroke care. This study 

seeks to expand the literature for pre-stroke prediction 

models. 

IV. METHODOLOGY

The first step in building a stroke prediction 

application is creating a training dataset. The authors 

have partnered with the researchers at a large urban 

hospital and comprehensive stroke center who have 

access to nearly five hundred stroke patients per year. 

Many patients have iPhones which record their text 

communications, GPS coordinates, and select health 

and fitness information. We have created three 

applications to aid researchers in collecting this 

information in order to build the initial training dataset. 

With prospective study design, data collection on an 

iPhone would be done using an app running on the 

phone. The app could query the user’s location and 

health app data in real time and transmit it to a remote 

server to be recorded for later analysis. The app would 

not be able to access the user’s text messages, due to the 

sandboxing of apps running on iOS. Sandboxing limits 

the privileges of an app to its intended functionality so 

that it cannot access sensitive data or compromise 

critical operating system files. It is a security feature that 

would prevent an app from leaving its own sandbox and 

accessing data stored in the sandbox of another app. 

Some user data is accessible by an app once the user has 

given it access permission. In the current version of iOS, 

there is no way for a third party app running on the 

phone to access the iMessages or Frequent Locations 

sandbox. Because the text content of messages and GPS 

history are an important source of potential stroke 

prediction data, an iOS app would be an incomplete tool 

for gathering retrospective data to support a cost and 

time-effective initial pilot study with case control 

approach.  

This difficulty collecting sent text messages was 

overcome by creating an application that does not run 

on the phone, but runs on a desktop machine and 

interfaces with the phone through a USB connection. 

We chose to build an Ubuntu virtual machine to 

accomplish this task for several reasons. First, the 

virtual machine can be fully configured by the 

development team and easily transferred to the research 

team. The research team can run the same virtual 

machine concurrently on multiple Windows machines. 

Additionally, should the virtual machine fail or become 

corrupt, the research team can easily restore from a 

backup and begin working again with relative ease. The 

second reason for using a Linux virtual machine is that 

it allows access to several pieces of already available 

open source software that can aid in the collection 

process. Ubuntu can easily be configured to run 

libimobiledevice, an open source protocol library for 

accessing iOS devices. In particular, libimobiledevice 

contains idevicebackup2, idevicepair, and idevice_id all 

used by our first application iMessage Reader.  

The first application developed by the authors, 

iMessage Reader, pairs with the patient’s iPhone, 

searches the iMessages database, collects all texts sent 

from the date of the stroke to a year prior, and organizes 

them into a CSV file. This data will be used to perform 

an analysis on the patient’s message frequency, 

messaging patterns, word count per message, character 

count per message, spelling errors per message, and 

various other metrics. 

Fig 1 - iMessage conversation stored on an iPhone 
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Fig 2 - Sample output CSV containing only sent messages 

after processing with iMessage Reader 

The collection of GPS data and health app data is 

also not straightforward because the application is not 

running on the phone in real time. Due to security 

restrictions in iOS, gathering data stored on the phone 

retroactively is difficult compared to gathering data in 

real-time which is fully supported. iOS is designed so 

that an app running in real time, with the appropriate 

permissions, can collect most types of data about the 

user. Due to the nature of this research, not knowing 

who will have a stroke until they have had one, pre-

installing a data collection app running in real time 

would require a very large prospective cohort study over 

several years in order to have a training dataset with 

statistical power to identify real differences between 

stroke patients and healthy controls. For initial 

feasibility with convenience sampling, data gathered for 

post-stroke subjects and compared to healthy age and 

gender matched subjects will most likely be the highest 

yield approach to identify risk factors for health 

outcomes. 

The second application, iHealth Reader, parses a 

patient’s iHealth database and outputs multiple CSV 

files containing various health metrics from one year 

before the date of the stroke. The iHealth database can 

be exported from the patient’s phone and copied to the 

machine running iHealth Reader. iHealth Reader can 

access various metrics tracked by the iOS HealthKit 

including step count, heart rate, distance walked, 

calories burned, and workouts. These metrics can be 

used to determine changes and trends in a patient’s 

physical activity patterns, exercise habits, and mobility. 

Fig 3 - Graphical User Interface showing iHealth Reader 

after completing execution 

The gathering of GPS data is accomplished in two 

ways. Many people make use of Google Maps. Google 

provides a service called Google Takeout that allows a 

user to export all data linked to their account. Once the 

map data is exported and loaded onto the machine 

running the third application, Google Maps Reader, the 

application can read the file and return a CSV file with 

the patient’s location over the last year. Google Takeout 

does not have an API and the export and transfer of the 

database file is a manual process. 

If the user does not use Google Maps, there is a 

backup method for recovering some GPS data. The 

default setting on iOS is to tag all photos taken by the 

user with GPS coordinates. Photos can easily be 

accessed after pairing the phone with a desktop 

machine. The first application, iMessage Reader, will 

search the phone for photos with GPS data embedded in 

them, once the phone is paired each photo taken within 

a year of the stroke can be queried for its GPS tags. This 

method will produce an incomplete GPS history 

nonetheless potentially capable of identifying useful 

geographic risk factors. 

Using GPS data researchers can analyze, patient 

activity levels, geographical risk factors, and mobility. 
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Fig 4 - Google Takeout GPS data before processing with 

Google Maps Reader 

Fig 5 - Sample output CSV containing Google Takeout 

GPS data after processing with Google Maps Reader.  

After data collection, machine learning analysis 

could help identify potentially meaningful thresholds in 

changes or trends in any of the variables collected, 

including activity, activity rate, text output, rate of text 

output, particular locations inhabited or visited, and 

frequency of location change. The use of sophisticated 

analysis would allow interaction between these 

variables to be included in potential prediction 

algorithms. Including natural language processing in the 

analysis might help further mine the text message output 

data for clinical use.  

Tight coordination between clinical and informatics 

teams will be essential for developing physiologically 

meaningful prediction models and algorithms that 

would be practical and affordable to implement in 

clinical settings. There is likely a complex, multifactor 

relationship between anatomic regions of brain with 

potential ischemia and functions detectable on 

incidentally and passively collected smartphone data 

(especially that which might conveniently be analyzed 

in a retrospective case control study of stroke patients 

with age and gender-matched healthy controls).  

However, it would be clinically reasonable to ask if 

certain data correspond in meaningful ways to certain 

vascular territories, for example, by looking at the 

relationship between extent of motor cortex damage and 

step count, or between extent of damage to various 

language domains and text output, or between post-

stroke depression and change in emotional content 

according to natural language processing analysis.  

Asking questions which make sense in terms of 

vascular distribution and symptom time course will 

drastically improve the quality of data analysis and 

biomarker identification. For example, the data could be 

analyzed to ask the question, "Are there changes in a 

patient's step count which correspond to clinically 

diagnosed transient ischemic attacks that affected lower 

extremity motor function?" Or, with a large enough data 

set, the study could ask more sophisticated questions 

like, "Do patients with right parietal damage 

documented on brain imaging make fewer left turns?"  

When seeking to develop useful prediction 

algorithms, it would be helpful to take the initial 

understanding of what happened in stroke patients and 

look prospectively in patients at high risk of stroke. In 

patients with atrial fibrillation and known compounding 

risk factors such as advanced age or diabetes mellitus, 

for example, repeated abrupt changes in step count or 

text output might trigger clinical and MRI evaluation in 

future studies to evaluate whether these data could be 

identifying subclinical transient ischemic attacks that 

could precede irreversible damage. Quantifying the risk 

certain digital biomarker thresholds might represent, 

and what impact different interventions have on 

mediating or potentiating that risk, will be a long-term 

project best approached by incorporating the collection 

of the biomarkers in multisite cohort studies of stroke 

and other vascular risk factors. 

This multimodal approach for data collection will 

allow stroke prediction researchers to acquire a robust 

initial stroke prediction dataset. After data for 25 

subjects and 25 age-matched controls are acquired, 

effect size of differences in core measurements (step 

count, heart rate, geography, text output volume and 

rate) will be determined to allow a statistical power 

analysis, which will determine the sample size needed 

to identify clinically useful risk factors which might 

inform stroke prediction models. When necessary 

sample size is achieved, data will be used to train a 

prediction algorithm. 

V.  RESULTS 

Thus far, testing of data collection program on a 

convenience sample of three iPhones has demonstrated 

that the system successfully acquires text messages, 

GPS history, step counts, heart rate, and other health app 

data for up to one year. Phones with certain security 

measures installed cannot yield text message data at this 

time.  

The data gathered by researchers using the tools 

developed by the authors will serve as an initial training 

dataset. This data set will allow the development of a 

stroke prediction algorithm. If the algorithm proves to 

be accurate, it will be incorporated into a future 

smartphone app that monitors user activity and stroke 

risk. This app will be incorporated into a future stroke 

prevention and recovery digital platform. 

The app will be targeted at all users who may or may 

not have experienced a stroke in the past. With user 
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permission, the app will monitor user activity and report 

to the user if their risk of stroke exceeds a certain 

threshold. If the user is at risk, the app will warn the user 

to seek medical attention due to elevated stroke risk. 

This app could drastically improve the quality of care 

for stroke patients because early intervention is critical 

to successful stroke care. 

VI. FURTHER WORK

Besides the development of the predictive model 

discussed in the last section, further work may include 

the development of several new applications that can 

increase the breadth of the data set. This may include but 

is not limited to the development of a similar set of tools 

for Android users, development of a tool that parses 

Facebook, Twitter, and other social media text 

communications, gathering text content of other text 

messaging application including GroupMe, WeChat, 

and WhatsApp, and the development of real time iOS 

and Android app to collect accelerometer and gyroscope 

data. With access to more types of data, clinicians will 

be able to create a more robust dataset and determine 

what factors are helpful for stroke prediction. 

Initially, the highest yield and lowest cost study 

design will most likely be an augmented case-control 

approach. At routine office visits, with informed 

consent, stroke patients and healthy age and gender-

matched control subjects would be recruited. Their 

smartphone data would be collected, encrypted, and de-

identified as much as possible.  

A focused set of relevant clinical data would be 

extracted from the electronic medical record and 

potentially a questionnaire including primary outcome 

(stroke), secondary outcomes such as disability, 

transient ischemic attack, and myocardial infarction, 

and traditional risk factors like hypertension, family 

history, and presence of conditions such as diabetes 

mellitus. These data would be analyzed for predictive 

patterns, answering complex questions, such as whether 

stroke patients are more likely than healthy controls to 

have data which could reflect prior subclinical ischemia, 

such as changes in walking speed, distance, or 

frequency, or even subtle language changes detected 

with natural language processing. 

Ultimately, if these simple data prove useful, it could 

be possible to incorporate more complex data such as 

brain and vascular imaging. The data from smartphones 

are useful because they are quotidian, they reflect 

simple, daily tasks like where a person goes and what 

they say. Neurologically, these are final common 

pathways for many cerebrovascular territories, and 

psychologically they reflect a person's voice and 

agency, their sense of self and quality of life. 

Sophisticated computational analysis incorporating this 

smartphone data could yield highly useful information 

about the functional meaning of many biomarkers. This 

would not only improve understanding of the disease, 

but would also allow researchers to build prediction 

models and enhance early intervention. 
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VII. CONCLUSIONS

In the coming months the researchers at a large 

urban hospital and comprehensive stroke center will use 

the three applications the authors developed, iMessage 

Reader, iHealth Reader, and Google Maps Reader, to 

begin building a training dataset. This dataset will be 

used to determine if the information collected by a 

user’s iPhone can be used to predict their risk for having 

a stroke.  

As argued by Magoulas & Prentza, the 

implementation of machine learning methods in the 

healthcare environment will provide countless 

opportunities to enhance and expand the work of 

physicians and improve the efficiency and outcomes of  

medical care [4]. If a successful predictive model can be 

developed, researchers will be able to offer smartphone 

users an innovative set of tools that will monitor stroke 

risk in real time. These tools will potentially improve the 

health care outcomes of at risk users through early 

detection. 
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ABSTRACT 

Advancements in artificial intelligence (AI) and 

machine learning (ML) helps implement smart 

technology into cars and provides new ways of 

interactions between cars and their drivers. IoT 

technology implemented within today’s modern cars 

enables collection of large and broad on nature data 

about the road conditions, location, traffic, driver’s 

behavior and overall car and driver interactions. Some 

of this data can be processed locally by built-in 

computers, while others are collected within the cloud 

and analyzed real-time using AI and ML technologies.  

Communication between cars and cloud can be 

performed using Blockchain technology, which 

establishes required level of performance, scalability 

and trust between cloud services and cars on the road. 

Solutions like this can enable analyze drivers’ 

behavior and identify unsafe interactions and drivers 

at risk. 

I. BACKROUND 

According to Centers for Disease Control and 

Prevention (CDC), in 2015 over 10,000 people died in 

alcohol impaired driving accidents, which accounts to 

about 30% of all fatal traffic accidents within the US. 

In the same year, about 1.1 million drivers were 

arrested for driving under the influence. CDC’s 

Behavioral Risk Factor Surveillance System (BRFSS) 

provides data and reports regarding health-related risk 

behavior for 50 states and District of Columbia.  Today 

this data is collected mainly based on surveys. Using 

IoT technology, BRFSS could collect in real-time data 

about drivers on the road and analyze risk factors, 

trends. Such data would enable BRFSS and authorities 

to real-time assess risk levels using AI and 

subsequently help implement solutions that can 

mitigate and lower such risks. Important factor for 

such AI solutions is establishing trust between source 

of data and back-end cloud services and protecting 

drivers’ privacy. IoT data can collect large volumes of 

data based on driver’s behavior, temperature, 

heartbeat, driving style and characteristics (speed, 

acceleration) and other factors.  This data can be used 

to train computer models, improve, and refine 

algorithms, detect and /or predict unsafe conditions for 

drivers and their passengers. 

A. Assumptions 

  50% of the cars on the road today have technology 

readiness to enable communication and transfer of IoT 

data to the cloud.  In some cases, they already signed-

up to active road-side assistance and monitoring (ex: 

GM OnStar) or manufacturers enabled the install of 

add-on communication devices.  Such devices could 

be smart communication controllers with embedded 

block-chain technology to establish trusted ledger like 

communication between cars and trusted online cloud 

services. Drivers would receive incentives to join and 

sign-up for such services based discounts regarding 

their insurance premiums and car services and repair. 

Such system would be able to preventively detect car 

problems as well and/or unsafe road conditions at a 

given GPS coordinates. Key requirement for AI 

solutions is how to establish personalized service with 

the drivers (similar to an intelligent assistant), but also 

anonymize the same data when providing large scale 

reports and statistics about the drivers. 

B. Hypothesis 

 While practically is impossible to directly detect DUI 

conditions, data collected about drivers, their 

behavior, driving stile and the motions of the vehicles 

are correlated strong enough with impairment 

characteristics of drivers, as such a AI system can 

predict with high confidence conditions when drivers 

are unsafe to operate a vehicle. Such AI systems can 

identify representative patterns and train models that 

can detect and/or predict unsafe or high-risk 

conditions and subsequently help dispatch authorities 

or leverage built-in car safety measures to prevent 

accidents from happening. 

Proceedings of Student-Faculty Research Day, CSIS, Pace University, May 4th, 2018

B8-1



II. LITERATURE REVIEW

Sayed Hadi at al, within World of Empowered IoT 

Users article suggest a solution to control and secure 

access to IoT date using a three-component based 

solution incorporating data management protocol 

based on Blockchain, data store system and a 

messaging service. They suggest four main roles to 

govern access to data, such as Data Owner, Data 

Source, Data Requester and Data Endorser. They 

suggest the use of Pub-Sub messaging to scale 

transmission of IoT data. 

According to Sinan Kaplan at al, driver drowsiness 

and distraction are the two main reasons for traffic 

accidents. They proposed using car-to-car (C2C) 

communication systems to monitor driver behavior 

and detect unsafe conditions. The suggest using two 

solutions: one for analyzing visual data and other for 

using sensor data.  They recommend gyroscope, 

magnetometer, accelerometer, proximity, and blood 

pressure sensors, together with electrooculography to 

measure cornea retinal position of the human eye. 

Omri Barzilay of Forbes recommend a blockchain-

drive data streaming service and refers as example to 

Streamr.com. The data streaming service using 

Blockchain should connect to big data cloud 

exchange points, such as bigdataexchange.com or 

terbine.com.  The author explains that Ethereum 

Blockchain will enable smart contracts between AI 

providers and developers consuming data via these 

data exchange services.  This article makes 

recommendation on how to securely democratize 

access to IoT data towards to allow multiple entities 

perform machine learning and develop AI apps. 

Within this context, such solution (example is 

Streamr service), makes data streams sharable and 

tradeable using cryptographic tokens called Datacoin, 

that can be instantiated within Blockchain. 

IBM Watson IoT published a series of solutions 

available already for commercial customers using 

data from connected cards. In addition, IBM 

published tutorials and reference design on how to 

implement simple prototypes using IoT data from 

interconnected cars, including a small sample dataset: 

https://github.com/IBM-Bluemix/car-data-

management . IBM recommends using Watson data 

platform with Node-Red and MQTT pub-sub data 

streaming service and using “Driver behavior” 

analysis free service tier within IBM Bluemix Cloud. 

III. ABOUT BLOCKCHAIN TECHNOLOGY

Blockchain is a shared, distributed ledger which 

promotes the process of recording transactions and 

tracking assets in a business network. These assets 

can be tangible or intangible, which give the 

possibility that virtually anything can be tracked (and 

traded, if that is the case) using a Blockchain 

network. 

Blockchain technology was introduced for the first 

time by Satoshi Nakamoto (2008) in his paper 

“Bitcoin: A peer-to-Peer Electronic Cash System” 

(https://bitcoin.org/bitcoin.pdf). The problem that 

Satoshi Nakamoto solved in his paper was the 

constitution of trust in a distributed network. This 

was solved by implementing a distributed storage of 

timestamped documents where no member of the 

network can tamper any transaction in the chain 

without being detected. Blockchain concept was 

originally devised for the digital currency called 

Bitcoin, but the specialized technical community is 

finding new potential uses for it as it is described in 

this paper for instance.  

Blockchain technology experienced an impressive 

growing rate, the total market capitalization of 

cryptocurrencies, for instance, is around $150B (with 

a single bitcoin trading for upwards of $5,000), 

Walmart and Pfizer have completed successful 

blockchain pilots in food safety and medicine trading, 

and initial coin offerings (ICOs) have exploded in 

popularity, closing on $2B+ in funding in year 2017 

alone. This information is a solid indication that 

Blockchain technology is here to stay and to continue 

evolving. Blockchain uses a distributed database 

which is continuously reconciled and it is not stored 

in any single location. Because of this fact the 

information stored is completely public and 

verifiable. The no existence of a centralized version 

impedes hackers to manipulate and corrupt stored 

data. 

The Blockchain architecture gives the participants the 

ability to share a ledger which is updated every time 

a transaction occurs through peer-to-peer replication.  

Cryptography is used to ensure that network 

participants see only the parts of the ledger that are 

relevant to them, and that transactions are secure, 

authenticated, and verifiable. Blockchain also allows 

the contract for asset transfer to be embedded in the 

transaction database determining the conditions under 

which the transaction can occur. Network participant 

agree how transactions are verified through 

consensus or similar mechanism. Government 
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oversight, compliance and audit can be part of the 

same network. 

The following are some of the attributes of the 

Blockchain technology: 

 Consensus: All participants agree that a

transaction is valid.

 Provenance: Participants know where the assets

come from and how it’s ownership has changed

over time.

 Immutability: No participant can tamper with a

transaction once its agreed. If a transaction was

in error, then a new transaction must be used to

reverse the error, with both visible.

 Finality: There is one place to determine the

ownership of an asset or completion of a

transaction. This is the role of the shared ledger.

Ethereum, the technology proposed by Omri Barzilay 

of Forbes, is an open-source, blockchain-based 

distributed computing platform featuring smart 

contract functionality. As part of its technology, 

Ethereum provides a decentralized Turing-complete 

virtual machine, the Ethereum Virtual Machine 

(EVM), which can execute scripts using an 

international network of public nodes. 

An important difference between Ethereum and 

Bitcoin is the fact that the last one is only a 

cryptocurrency, whereas Ethereum is a ledger 

technology that several companies are using to build 

new applications. Ethereum’s technology is receiving 

a strong support from the Enterprise Ethereum 

Alliance (https://entethalliance.org ), which is a 

super-group of Fortune 500 companies that all have 

agreed to work together to study and construct 

systems utilizing Ethereum’s blockchain technology 

(also known as “smart contract” technology). The 

utilization of this emerging technology will enable 

the automation of extremely complex applications. 

One of the reasons why Ethereum is receiving such 

high level of interest is its potential impact in the 

Internet of Things (IoT) projects and processes which 

are opening the door to a wide variety of unique 

technical innovations. 

Automotive Security and Privacy, for instance, is an 

area where Blockchain technology along with others 

can generate a high level of technical innovations. 

Advances in the automotive industry and the 

increasing demand for smart vehicles which are 

connected to the so-called traffic management 

systems along with internet enabling have practically 

transformed the unit a part of the Internet of Things 

(IoT). This fact makes the vehicle unit vulnerable to 

cyberattacks and endangering the life and integrity of 

the occupants of this one. 

Vulnerability is a constant threat to the current 

technology in the automotive industry for smart 

vehicles. They need to solve the following challenges 

to eliminate these menaces: 

 Centralization: The existing architecture in

the smart vehicle production relies on a

centralized brokered communication where

all vehicles must pass a series of phases in a

connection process to a central cloud server

(identification, authentication, authorization,

and connection). There are no existing

indications that this model will scale as large

number of vehicles are connected. Being

this the case it can the main cause a series of

service problems and disruptions.

 Lack of privacy: There is no apparent

restriction (or owner previous authorization)

in the type of data exchanged over the

network.

 Safety threats: Current smart vehicles have

many autonomous driving and safety

functions. A hacker attack can compromise

vital functions and cause serious accident

and because of that endangering the safety

and integrity of the vehicle’s occupants.

It is clear that a new architecture which include 

blockchain technology will entirely eliminate security 

and safety problems. 

IV. ABOUT ARTIFICIAL INTELIGENCE

The advancements within Artificial Intelligence (AI) 

are spearheading the effort to automate many driving 

functions.  Blockchain, AI, and Internet Of Things 

(IoT) are rapidly improving the convenience and 

safety of driving.   

Blockchain is allowing for full transparency of 

specific items, such as a vehicle activities and 

maintenance.  This ensure automotive parts, vehicle 

usage, and vehicle services are accessible by all 

parties involved.  Toyota is an example of an auto 

manufacturer that is planning to implement 

Blockchain in its autonomous vehicle travels 

(Shieber, 2017). 

Artificial Intelligence is the latest pioneer land for car 

manufacturers.  There are two avenues of AI to 

consider within vehicles: functional autonomy or full 

autonomy (Lugano, 2017).  Functional autonomy 

addresses key tasks for an AI system to perform.  

Some possibilities is functional autonomy are 
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emergency braking and accidental lane departure.  

Full autonomy is the all-encompassing automation of 

driving tasks and possibly virtual companion 

interaction.  An example of full autonomy is a 

vehicle that will drive itself to a location inputted by 

a human and requires no interaction from a human 

being after that. 

IoT will allow integration of a person’s smartphone 

and smart home into vehicles.  A virtual butler or 

virtual companion that connect to the web can 

communicate with smart devices at a person’s office 

or home via a secure communication channel.  A 

virtual butler, which replies to human commands, is 

achievable in the current technology state and is in 

use on most smartphones.  Perfect examples of a 

virtual butler are Apple’s Siri, Microsoft’s Cortana, 

and Google’s Assistant (Lugano, 2017).  A virtual 

companion learns the human user overtime with deep 

learning and detect a user’s moods and routine 

preferred options.  The virtual companion would 

automatically identify the human user upon entry into 

the vehicle; adjust the climate and seat settings 

without the need for voice commands. 

The inclusion of deep learning will hold better 

promise of faster and more efficient technology than 

pattern detection and control logic.  Automated 

vehicles that maintain their lane with the 

Convolutional Neural Networks (CNN) can use less 

complex hardware and faster processing than 

traditional means of detecting traffic lanes (Chen & 

Huang, 2017).  AI smart cars must learn cultural 

differences; drivers’ etiquette and common practices 

in the United States is vastly different from drivers in 

India, and the software must factor that in when 

operating in different regions of the globe (Vella, 

2017). 

Vehicles currently use sensors to identify fatigued 

drivers.  Sensors within the dash console can detect 

eyelids covering 50% of the eye for a continuous 

period of 4 seconds or greater and use that data as a 

platform for a fatigued driver (Gao, Zhang, Zheng, & 

Lu, 2015).   

There is research ongoing whether the same high 

definition cameras used to identify fatigued drivers 

can detect intoxicated drivers using the Horizontal 

Gaze Nystagmus (HGN) test.  With the 

implementation of two high definition cameras and 

an infrared source, components within the dashboard 

can theoretically detect the onset of resting 

nystagmus in highly intoxicated drivers.  The 

detection system can them initiate the HGN test to 

confirm whether the driver has a 70% probability of 

being intoxicated.  In the event the driver is 

determined to be driving under the influence, the 

vehicle can either gradually slow down, alert the 

driver, or notify the authorities. 

Traction control can be determined when tires are 

losing grip of the roadway due to wet roads.  Sensors 

built into the bumpers can detect objects coming 

abruptly into contact with the vehicle and implement 

emergency crash protocols such as tightening the seat 

belts, deploying emergency braking, and activating 

airbags.  One of the most advance safety features is 

the implementation of 802.11p that will allow 

vehicles to generate a car-to-car network and 

distribute their current speed, position on the 

roadway, brake status, and steering wheel position 

(Knight, 2017). 

One of the most complex driving tasks for AI to 

address is the detection of reckless driving.  

Measurement of vehicle distance travel, speed, lane 

changes without utilizing turn signals, following 

distance between other vehicles, frequent usage of 

the car horn, and rapid braking are aspects of the 

vehicle itself that must be measured to detect reckless 

driving.  Measurements from the driver himself or 

herself are also beneficial to obtain to determine 

reckless or aggressive driving.  In the event that the 

driver is wearing an Apple Watch or Fitbit, that is 

syncing its data with the vehicle, factors such as the 

driver’s perspiration, breathing, heart rate, and blood 

pressure could allude to a frustrated driver.  Also the 

review of the driver’s scheduled tasks and calendar 

can determine whether the driver is driving recklessly 

in an attempt to make it to his or her appointment on 

time.  The following figure depicts some of the use 

cases that this system would use. 

V. IOT AND BLOCKCHAIN ARCHITECTURE 

Over the past few years, Block Chain technology is 

changing the way how we perceive the world of 

Integrated Data.  IoT (Internet Of Things) data driven 

by Block Chain Technology and added Intelligence is 

will be best suited for keeping drivers safe.  Most 

new Vehicles at present are equipped with smart 

devices.  Per Gartner there will be approximately 

8.4B IoT devices by 2020 and More than 5% of that 

would from connected Vehicles IOT.  

In this section we will review few Architectures that 

would be used to make best out of available. 
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A. Distributed Blockchain Cloud Architecture for 

IoT using Fog Nodes. 

With emerging Cloud technology and Peta bytes of 

data in cloud, it is necessary to segment the data 

vertically based on specific domain.  Fog Nodes are 

Software Defined Cloud networks that could be 

defined specific to certain technology, domain or 

Community. With the combination of Fog Nodes and 

Block Chain Large volumes of data from Smart IoT 

Devices can be quickly analyzed for Driver safety. A 

sample architecture outline, proposed in Reference 

25, consists of three main layers: 

 Device(s) Layer

Device layer transmits filtered raw data to the

corresponding Fog layer, which consists of SDN

controller.

 Fog Node Cloud Layer

Fog Nodes cover Single Vertical Domain /

Community of data that will be serviced in

timely manner, in our case it would be data from

Automobiles.  Critical Localized data in addition

to Aggregated data from vehicles is then

transmitted to Distributed Block Chain based

cloud layer.

 Blockchain based distributed Cloud Layer

Based on Data collected from SDN based Fog

Nodes, in addition to long term analysis,

immediate actions could be performed in case of

emergency situation specific to a vehicle or

person.

Figure 1. Architecture for Blockchain with IoT Systems 

VI. CANDIDATE APPARATUS FOR OUR

STUDY 

The suggested apparatus for our study initially was 

based on IBM Blockchain Starter Kit, IBM Cloud 

Driver Behavior Analysis Service and other artifacts 

published on github.com/IBM-Blockchain. 

Figure 2: IBM Cloud Driver Behavior Service 

We planned to use Raspberry PI IoT devices, 

connected to IBM Cloud using IBM Cloud Node-Red 

Starter Kit. We were looking to install blockchain 

code on these devices and make them join the same 

private blockchain we experimented within IBM 

Cloud:  https://blockchaindevelop.mybluemix.net. 

Figure 3: IBM Cloud Blockchain Service 

After reviewing the IBM Blockchain tutorials and 

experimenting with developer tools, including 

Hyperledger Composer, Yeoman and others, we 

realized that initially we should  try out a more 

simple and open source blockchain solution. We have 

downloaded the official go implementation of the 

Ethereum protocol (geth package) from Ethereum.org 

and created a private blockchain for our prototype. 

As procedure, we used best practices published at 

chainskills.com. By implementing the prototype on 

Raspberry Pi 3 Model B boards, we quickly learned 

that these boards are limited as memory resources for 

running them as miners. Expanding resources as 

virtual memory on swap space would have 

substantially slowed down the mining process.  We 

have as result implemented three miners on three 

Thinkpad laptops running Windows 10, with I7 CPU 

and 16 GB RAM each.  We used the Raspberry PI 

boards (RPI 3 model B and Model Zero development 

board) as blockchain nodes, joining our defined 

private chain. Our focus was implementing smart 

contract and experimenting with sending trusted 

transactions through blockchain.  For our safe driver 

research we are intending to prototype blockchain 

transactions enabled alerting when a driver condition 

is detected, such as reckless driving, about to fall 

asleep or in serious health condition, detected using 

heartrate sensor. Procedures used for private 

blockchain setup, mining, nodes synchronization and 

smart contract are included within reference 28. 
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VII. DATA COLLECTION 

To enable data collection using our apparatus, we 

used a mini Raspberry PI controller board (Pi Zero 

W), connect to a number of sensors and devices. 

 Fitbit Charge HR bracelet with heartrate sensor;

able to detect sleep condition:

https://www.fitbit.com/chargehr

 BerryGPS-IMU v2 sensor, that provides us

access to gyroscope, magnetometer,

accelerometer, pressure/altitude sensor and

temperature sensor, together with GPS data:

http://ozzmaker.com/product/berrygps-imu/

Figure 4: Raspberry Pi Zero with BerryGPS-IMU v2 

We used Fitbit device to collect driver behavior data 

and interconnected it with our Raspberry Pi Zero 

using Bluetooth Lowe Energy (BLE) protocol and 

“galileo” package for Fitbit sync over BLE. 

http://dotnet.work/2016/02/tracking-fitbit-presence-

under-linux-raspberry-pi-2/ 

Figure 5: Fitbit Charge HR bracelet

VIII. DATA ANALYSIS AND AI 

We are performing a series of analysis using patters 

for which the IBM Driver Behavior service is already 

trained, including: harsh acceleration, harsh breaking, 

speeding, sharp turn and others. 

In addition, we are working on identifying patterns 

tied to health status data collected via Fitbit from the 

driver, including heartbeat and sleep status. Our goal 

is to identify behavior pattern and driver health status 

conditions related to sleep and health condition.   

IBM Bluemix Driver behavior service unfortunately 

is not providing us with analytics for such conditions.  

We  are considering custom developing our AI 

solution using “Watson IoT Platform Starter” service, 

which incorporates Node-js Buildpack, CloudantDB, 

and IoT Platform elements, such as Node-Red. 

Figure 6: IBM Internet of Things Platform Starter 

IBM’s Cloudant Service allows us storing up to 1 GB 

timeseries data and we can use Node-Red flow-based 

tool to collect Raspberry PI data: https://nodered.org/ 

Figure 7: IBM Cloudant Datastore for our Apparatus 

IBM provides a SQL-Cloudant data connector for 

Apache Spark or alternatively we can use Apache 

Bahir Spark connector from bahir.apache.org. 

https://developer.ibm.com/clouddataservices/docs/ib

m-data-science-experience/docs/use-python-

notebook-to-load-cloudant-data-into-spark/ 

To develop our iPython analytics notebooks, will are 

using IBM Watson Studio: datascience.ibm.com 

Figure 8: IBM Watson Studio provided AI development platform 

IX. CANDIDATE ALGORITHMS FOR AI

ANALYSIS 

We are implementing K Nearest Neighbors & 

Dynamic Time Warping classification algorithms to 

detect the state of impairment or distraction of the 

drivers. For timeseries data, there are only a few out-

of-box classifications.  We can compensate for this 

constraint, if we abstract away or mask the temporal 

data structure of the timeseries data source. 

using Jupyter notebook with Spark 2.1.0 kernel.   

As reference, we are considering to adopt and extend 

a classification project developed by Mark Dregan, 

which analysis human activities, such as standing, 

walking, lying, sitting using timeseries data source: 
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 https://github.com/markdregan/K-Nearest-

Neighbors-with-Dynamic-Time-Warping

 http://nbviewer.jupyter.org/github/markdregan/K

-Nearest-Neighbors-with-Dynamic-Time-

Warping/blob/master/K_Nearest_Neighbor_Dyn

amic_Time_Warping.ipynb

We will apply his study and analysis for human 

subconscious behavior, specific to lack of movements 

(sleep state), uncontrolled movement (caused by 

impairment) and unexpected movement (caused by 

distractions). We will build an initial model with the 

classification algorithms using training data, compare 

their results based on F1-scores and evaluate their 

performance using the test dataset. 

Instead of the scikit scipy package used by Mark 

Dregan, we will implement Spark/ML for KNN 

classification within IBM Watson Studio Platform. 

X. IMPLEMENTING THE ANALYSIS NEAR-

REAL-TIME 

Because we need to repeat the classification at least 

every 5 minutes, to detect changing driver behavior 

to impaired, distracted or fallen asleep, we will 

use “sliding time-window” based streaming analytics 

against data collected continuously from the car and 

driver’s Fitbit.  To accomplish this requirement, will 

implement Apache Spark Streaming using micro 

batches. Initially will start with a time-window of 10 

minutes, followed by 5 minutes and will attempt to 

gradually reduce it further to about 2 minutes range. 

This mean that we will run the trained model using 

data collected within a 120 seconds interval, which 

means we should be collecting metrics every 5 … 10 

seconds in order to ensure we have sufficient data 

points to accurately detect driver behavior. We have 

selected the following Spark/ML KNN classifier: 

https://github.com/saurfang/spark-

knn/blob/master/spark-knn-

core/src/main/scala/org/apache/spark/ml/classificatio

n/KNNClassifier.scala 

XI. IMPLEMENTING AI AT THE EDGE IN

THE CAR ITSELF 

Alternatively, we can implement all these within the 

car environment’s itself.  We will be using two 

Raspberry PI devices and configure them as follows: 

 First RPI-Board: Will be connecting to

BerryGPS and BerryIMU and have the local

timeseris datastore (example InfluxDB)

 Second RPI-Board: Will implement Apache-

Spark and Jupyter Notebook. Solution guides:

http://blog.abarbanell.de/scala/2017/02/16/spark-

raspberry/ and http://www.knight-of-

pi.org/installing-jupyter-on-a-raspberry-pi-for-

notebooks-debugging-and-data-analysis/ 

XII. SUMMARY

The advancements in Blockchain allow stakeholders 

to be knowledgeable in detail about their products 

and its processes.  This can ultimately maximize 

efficiency, minimize waste, and ensure accountability 

throughout the entire distribution and maintenance 

chain.  Artificial Intelligence can enhance consumers’ 

driving experience along with the safety of its 

passengers.  While the line must be drawn to see how 

much automation of the driving experience should be 

in the hands of computers, it holds promise to 

improve safety for pedestrians and other motorists.  

The Internet of Things will permit consumers to 

remain connected to home networking systems as 

well as office systems.  All three arenas have the 

unique possibility of limiting loss of product & life 

while integrating services, so motorists can continue 

to interact with co-workers, family, and friends. 
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Abstract — This paper will compare the research and development 

of Convolutional Neural Network(CNN) models based on an 

approach for the long term sequential memory storage known as 

Rosenblatt brain model. In recent years, deep learning has got a lot 

of attraction and development, deep learning techniques have 

solved many problems in the area of computer vision, language 

modeling, speech recognition, and audio/video processing. Further, 

CNN based models are considered as state of the art algorithm to 

solve perception related problems. But, can the CNN models are 

able to store the learned knowledge/representation to make better 

use of classifying/recognizing the image? The comparative study is 

made based on the Rosenblatt Perceptron model to check how CNN 

learned those representations and can it behave like a brain model. 

Keywords — Convolutional Neural Network, Pre-Trained 

Models, Handwritten Character Recognition, Deep Learning, 

Brain Model, Machine Learning, Perceptron 

I. INTRODUCTION 

A.   Neural Networks 

A neural network is made up of neurons, which are a 

set of connected processors. In a standard neural network (SNN), 

the input neurons are activated through a set of sensors, such as 

cameras. After the inputs pass along hidden layers for analysis, 

based on the parameters set by the developer. When the system 

completes its analysis it provides an output of information, the 

results are then used to enforce or deter its findings, as a teaching 

method to improve quality. In memory systems, this data is 

recorded and used during the processing phase to enhance the 

analysis stage. 

B.   Convolutional Neural Network 

Convolutional neural network is a class of deep 

learning that has been successfully used to analyze images. 

Convolutional neural networks utilize a type of multilayer 

perceptrons, which consists of an input, output, and at least one 

hidden layer, that is designed to learn with little to no preloading 

[23]. The system will translate pixels and features derived from 

an image to classify the object using provided training. The 

classification of the output is assigned a probability based on the 

numeric translation and informed data via training. 

A typical convolutional network completes its task over 

several phases. First, the system will take an input from an 

image, as a sample for analysis. Convolution is the comparison 

of a set area of pixels to the rest of an image; these pieces are 

referred to as 'features'. The system attempts to match these 

features using a simple mathematical formula. In order to 

calculate the match of the source pixel area to the feature is to 

multiply each pixel. This process is then repeated across the 

image, attempting to match each pixel.  CNN will attempt these 

comparisons wherever possible, in order to calculate the highest 

accuracy. Afterwards, this process is repeated, on other 

identified subsamples. CNN also utilizes a tool termed 

"Pooling", which is taking large areas  in the images and 

shrinking them down, saving the important calculated 

information. One more CNN feature is named "Rectified Linear 

Units", in its most basic form, the system swaps out negative 

calculations from convolution for a zero. This prevents the 

numbers from becoming too miniscule or large, effectively 

simplifying the information to only identify the important 

characteristic components. 

In order to enable a system to achieve highly accurate 

results, they must be trained and tested on datasets. There are 

shortcomings of datasets that contain a limited amount of 

images, whereas new larger datasets increase the amount of 

variability [6]. This, in turn, reflects reality where larger datasets 

allow for additional training and accuracy of system 

functionality.  

The MNIST is a database of handwritten characters, 

that contains 60,000 training set examples and 10,000 test set 

examples [9]. All of the characters within the MNIST, are 

numbers derived from a larger set from NIST, that have been 

size-normalized and have been aligned in the center [9]. 

Currently, the test error rate for the MNIST dataset has been 

brought down to 0.23% through the usage of a convolution 

neural network [2]. 

C. Pre-Trained CNN Models 

A pre-trained model, in essence, is a model that was 

developed by another entity that is being reused for a similar 

purpose. In the same rationale theory of the idiom "do not 

reinvent the wheel", developers can use an existing model as a 

starting point for their own directions [6]. The thought process 

belonging to this practice is to build on the prior successes of 

other developers that have shared their systems; in order to 

improve the efficiency of the existing system or provide a basis 

for others, so that they may tailor their experiments to their 

unique needs without the need to start from the beginning. 

The transferability between projects has provided 

developers effective methods to complete their own ambitions 

quicker [6]. At Berkeley in California, a pre-trained system 

referred to as Caffe, is a modular open-source system, which 

allows outside developers the ability to customize the neural 

network in a manner that constitute their needs [6]. Already, 

several additional research universities, as well as Facebook and 

Adobe, have collaborated with Caffe to generate results 

concurrent with their own networks [6]. 
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By modulating the system, developers can modify 

existing parameters or constraints that can be made to support 

their own system, if they were to fabricate one [16]. In another 

experiment, two separate pre-trained CNN models were used to 

categorize items by color and depth, which outputs were then 

combined into another set of layers to determine an appropriate 

category and label [16]. By combining two pre-trained CNN 

networks, that are then analyzed further, the engineers were able 

to reduce production time and still attain desirable results [16]. 

From these two examples we can gather that pre-

trained models, can optimize a solution for a problem. Existing 

systems do not need to be set through additional training, if they 

are close to the intended target. Moreover, it would appear that 

we save time on development, budget, and personnel time, 

because tasks are based on modification rather than creation.  

II. LITERATURE REVIEW

A. VGG16 

As deep learning model VGG model is nothing but a 

study of convolution neural network model proposed by K. 

Simonyan and A. Zisserman from the University of Oxford in 

the paper “Very Deep Convolutional Network for Large-Scale 

Image Recognition”. According to the paper this model achieves 

92.7% top-5 test accuracy in ImageNet. ImageNet is a dataset of 

over 14 million images belonging to 1000 classes. The 

architecture includes a pre-processing layer which is used to take 

RGB image with pixel values as input in the range of 0-255 

which then subtracts the mean image value (the value is 

calculated over the entire Imagenet dataset). 

Figure. 1: Macroarchitecture of VGG16 (adapted) [26].

B. ResNet50 

ResNet is a short name for Residual Network. As the 

name suggests, the network introduces residual learning. In 

general, in a deep convolutional neural network, several layers 

are stacked and are trained to the task at hand.  

Figure. 2: Residual Learning: A Building Block (adapted) [24].

Residual learning can simply be understood as a 

subtraction of feature learned from input of the layer. ResNet 

uses shortcut connections. It does so by directly connecting input 

of the nth layer to (n+x)th layer. It has proved that training this 

form of networks is easier than training simple deep 

convolutional neural networks and also the problem of 

degrading accuracy is resolved. ResNet50 is a 50 layer Residual 

Network. There are other variants like ResNet101 and 

ResNet152. 

C. MobileNets 

MobileNets models are small, low-latency, low-power 

models. They are parametrized to meet the resource constraints 

of a variety of use cases. They can be built upon classification, 

detection, embeddings and segmentations similar to how other 

large scale models, such as Inceptions, are used.The main 

difference between the MobileNet architecture and “traditional” 

CNN’s architecture is that instead of single 3x3 convolution 

layer followed by batch norm, MobileNets split the convolution 

into 3x3 depthwise conv and and 1x1 pointwise conv.  

Figure. 3: MobileNets can be applied to various recognition tasks for efficient 

on device intelligence (adapted) [27].

D. InceptionV3 

InceptionV3 is a variant of InceptionV2 with an 

addition of BN-Auxiliary. BN-auxiliary refers to the version in 

which a fully connected layer of auxiliary classified is also-

normalized, not just convolutions. The model InceptionV2 + 

BN-Auxiliary is referred as InceptionV3. The InceptionV3 

architecture is same as InceptionV2, but with minor changes. 

One of the benefits of using this model is that it can be done 

using depth multiplier 8 on the first convolution layer. This 
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reduces computational cost while increasing the memory 

consumption at training time. 

Figure 4: Architecture of InceptionV3 (adapted)  [28].

III. METHODOLOGY

The study is to compare, discuss, and experiment the 

Convolutional Neural Network(CNN) models with the  

Rosenblatt Perceptron model using c-system (Rosenblatt, 1964) 

and discuss the limitation of using CNN. Our experiments and 

results focuses on:  

1. How well CNN classify the spatial data?

2. How CNN learned hidden layers representation,does it

stores the hidden layers for future predictions?

We want to identify if CNN alone can be used to build an 

experiential storage in neural networks which is known as 

Rosenblatt’s brain model. Rosenblatt defined the neural model 

with an additional unit (c-system) and he defined it as Perceptron 

model. This model consists of a set of units (or neurons) which 

generates the signal connected together in a network.  

After receiving a signal input, the consecutive units (either 

another unit or the environment) responds by generating an 

output signal, which may be transmitted to another set of 

selected units in a network. All the different units in the 

architecture are called perceptrons. Each perceptron has a 

sensory input and one or more output units, which generates 

signals. The following are the logical properties of the 

Rosenblatt brain model: 

1. A set of signal propagation rules which governs the

transmission and generation of signals.

2. A set of memory rules for modifying the properties of

the network as a result of an activity.

Below is the figure of the model: 

Figure 5.   Rosenblatt C-System (adapted) [12]. 

This is a sequential memory model which can be adapted to 

solve problems related to speech recognition, language 

modeling, language translation, audio/video processing. The 

above figure consists of four major units. It starts with a source 

transmission system(S-system) connected with A-system 

(Association system), which is capable of recording and 

detecting the important features and sends the information to R-

system (Response unit) as the output. O-servo acts a control 

mechanism which maintains the constant level of activity, 

despite changes in the intensity of the input signals. The C-

system is connected to both, the A-system and R-system, which 

acts as a memory of the sequences. This system may be 

synchronous or asynchronous, in which case it goes from one 

state to another state when only certain events are triggered.  

A.   Convolution Neural Network 

 Figure 6. A general depiction of the convolution process (adapted) [4]. 

In the first layer, an input image (e.g. car.jpg) is 

provided to the CNN model depicted in the figure. From there, 

the operations of the convolution neural network will learn the 

features of the input image and based on the pre-trained weights 

it will determine the label that identifies the input image, which 

is then showed in the form of output. 

IV. PROJECT REQUIREMENTS

In order for these CNN based models to be tested for 

how they perform, several key requirements must be met. To 
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begin, anyone who will be using these models will be using 

Python version 3 and Keras library. Furthermore, a background 

knowledge of Convolutional Neural Network and understanding 

of Rosenblatt perceptron model is necessary to compare the 

architectures. 

V. EXPERIMENTS 

Several experiments have been conducted to check how 

CNN performs in classification and recognition task introduced 

as question#1 in methodology section.  To perform the 

experiment, pre-trained CNN models (such as ResNet50, 

VGG16, InceptionV3, and Mobilenet trained on ImageNet 

datasets) have been used to make more generalized classification 

with any images (from Experiment 1-4). To answer the second 

question of methodology, Experiment-5 has been conducted on 

MNIST dataset to see what representations have been learned. 

The following are the test case images considered for an 

experiments 1 to 4: 

Figure 7. Sample of images (adapted) [13]. 

Figure 8. Sample of images (adapted) [13]. 

Experiment 1 – ResNet50 model 

ResNet50 weights has been downloaded in Keras and 

loaded for the experiment on the images considered. The 

summary of the ResNet50 model is depicted in the figure: 

Figure 9. Summary of the RestNet50 model.

Experiment 2 – VGG16 model 

VGG16 weights has been downloaded in Keras and 

loaded for the experiment on the images considered. The 

summary of the VGG16 model is depicted in the figure: 

Figure 10. Summary of the VGG16  model 

Experiment 3 – InceptionV3 model 

InceptionV3 weights has been downloaded in Keras 

and loaded for the experiment on the images considered. The 

summary of the InceptionV3 model is depicted in the figure: 

Figure 11. Summary of the InceptionV3 model

Experiment 4 – MobileNet model 

Figure 12. Summary of the MobileNet model 
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Experiment 5 – MNIST Experiment to show CNN learning 

Test have been performed on MNIST dataset to see 

what representation CNN is learning. 

Figure 13. MNIST dataset (adapted) [25].  

VI. RESULTS

After conducting the experiments, it can be noted that 

Convolutional Neural Network is performing excellently on 

the classification and recognition task, on the test images 

considered. The results of all the pre-trained models can be 

compared in the table below (from Result 1-4). To check how 

and what representations CNN is learning, the results of the 

experiment-5 can be noted below in the Result-5. 

Result - 1 ResNet50 model 

After the experiment of ResNet50, the predictions of 

the considered images are depicted in the figure: 

Figure 14. ResNet50 model results 

Result - 2 VGG16 model 

After the experiment of VGG16, the predictions of the 

considered images are depicted in the figure: 

Figure 15. VGG16 model results

Result - 3 InceptionV3 model 

After the experiment of InceptionV3, the predictions of 

the considered images are depicted in the figure: 

Figure 16. InceptionV3 model results

Result - 4 MobileNet model 

After the experiment of MobileNet, the predictions of 

the considered images are depicted in the figure: 

Figure 17. MobileNet model results

Comparing the Results of the Models 

Comparing the pre-trained model accuracy 

Pre-trained 

models 

Image 1: 

Banana 

Image 2: 

Orange 

Image 3: 

Lion 

Image 4: 

Seashore 

ResNet50 0.989 0.998 0.999 0.375 

VGG16 0.986 0.982 0.999 0.594 

InceptionV3 1.0 0.999 0.992 0.864 

MobileNet 0.999 0.988 0.998 0.426 

Result - 5 Visualizing CNN representations  on MNIST 
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Figure 18. Transformed MNIST Numbers 

From the above representation visualization, it can be seen that 

Convolutional Neural Network is only transforming the original 

input in the form of repeated layers of certain operations 

(specifically Convolution and Max Pooling operation). 

Undertaking all the layers, the final layer is just a high level layer 

representation which has learned discrete patterns of features 

without considering or storing any past sequences of patterns. 

VII. CONCLUSIONS AND FUTURE WORKS

CNN is mostly used for classification of spatial data. It 

is only good at repetitive transformation of the data into high 

level discrete representation of knowledge. CNN does not store 

or remember any past sequences of patterns that can be used for 

future predictions. Our future goal is to combine CNN and 

LSTM to solve the existing storage problem. The memory 

architecture proposed by Rosenblatt can be used to solve many 

other problems (such as speech recognition, language modeling, 

language translation, and audio/video processing), particularly 

where past sequences are important factors for future predictions 
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Abstract—Emotion plays a vital role in distinguishing, retriev-
ing and tagging multimedia content. A highly developing of com-
puter technology, the ability to sense and respond appropriately to
use affective feedback is of growing importance. The computer
should become more intelligent learning and understand those
basic emotions to appear smart when interacting with users. It
is possible to fill the gap to build the bridge between human
and the machine, mainly use a Deep Learning method in the
brain model to understand human emotions accurately. In this
paper, we investigated using DEAP dataset hypothetically as
an input of Brain Model to automatically recognized human
emotions and compare the inter-influence. The supervised and
unsupervised Learning are used for emotion classification and
Machine Learning processes.

Keywords—Emotion Recognition, Machine Learning, Deep
Learning, DEAP Dataset, Brain Model.

I. INTRODUCTION

Emotion is a complexity conscious experience which is
characterized by intense mental activity and a high degree
of pleasure or displeasure. Scientists have evidence that the
expression of human emotions is generated based on the
growth of intelligence from behavioral learning processes. Paul
Ekman found a high agreement of emotions communication
across different cultural populations, and his six different emo-
tions classification theory, which included wrath, grossness,
sacredness, joy, loneliness, and shock emotion, was univer-
sally recognized. After that, a variety of discrete emotional
classification has been put forward such as a tree structure of
emotions proposed was featured in Parrot, the Plutchik’s wheel
of emotions, the Hourglass of Emotions, and Valence-Arousal
scale proposed by Russell. Hundred kinds of emotions are
distinguished with based on the different theorize of emotional
recognition.

With a highly developing of computer technology, the
ability to sense and respond appropriately to use affective
feedback is of growing importance. Even the computer devices
may not need to recognize all of the emotional expression from
human, but it should be learning and understanding some basic
emotions to appear intelligent when interacting with users. An
nine basic emotion states (include neutral) are proposed in
Russel’s circumflex model of emotion, which are assign to
machine to automatically recognized in our study.

There is a long history of systematic research that to design
a system that can predict the human emotions accurately. Brain

model designed to automatically understand human mental
behavior such that the human emotions. This is possible to fill
the gap to build the bridge between human and the machine,
especially use a Deep Learning method in the brain model to
understand human emotions accurately. Deep Learning (DL)
is one of machine learning field that is advancing rapidly day
by day. It is a neural network composed of multiple layers
consists of a visible layer, hidden layer(s) and a output layer.
Visible layer (input layer) receives the input variables and
followed by a series of hidden layers which extract the features
increasingly from the first hidden layer to the last hidden
layer. There are many deep learning application for instance,
speech recognition, emotion detection, image search and web
search. Deep Neural Network(DNN) is a sophisticated learning
algorithm to classify the emotions for the neural network.

For this research, we use DEAP dataset hypothetically
as the brain model’s input. DEAP is a dataset for emotion
analytic with multimedia and physiological signals. It was de-
veloped by researchers in Queen Mary University of London,
University of Twente, Univeristy of Geneva and The Ecole
polytechnique Federale de Lausanne. In this paper, we use
its online self-assessment (SAM) and participant rating forms
to recognize and compare the inter-influence of 3 kinds of
emotion attributes, which are given in this dataset, based on
Russel’s valence-arousal emotional classification method. The
main contributions of this paper are: (1) a survey of emotion
recognition methods; (2) we separate the data to nine basic
emotional states and desire machine to learn and find average
response formed across a group; (3) we attempt to simulate
human emotions into a Brain Model.

The layout of the paper is as follows. In Section 2 a review
of the literature are given. The emotional classification and our
Brain Model method are covered in Section 3. Then Section
4 provides our experiment analysis and result. In Section 5,
we discuss problems and future works. The conclusion of this
work follows in Section 6.

II. RELATIVE WORK

Emotion plays a vital role for distinguishing, retrieving
and tagging multimedia content. Research have been con-
ducted differently to understand the Human emotions. Facial
expressions plays a vital role for expressing human emotion
and the facial expressions vary based on the cultural differ-
ences(Ekman,1987).
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The initial DEAP dataset was originated with the goal
of creating an adaptive music video recommendation system
through classification of emotion dimensions like arousal,
valence, like/dislike, dominance and familiarity. The work was
done to translate users bodily responses to emotions while
watching music video clips to understand users taste and then
to recommend a music clip(Koelstra, 2012). Numerous work
and research has been conducted with the DEAP dataset in
multiple areas such as neural network, Deep Learning etc.
since then.

One recent work of the DEAP dataset emotions are ana-
lyzed using Deep Neural Networks and Convolutional Neural
Networks for emotion classification. Their model provides
improvement on classification of Valence and Arousal 2 classes
(High and Low) and 3 classes (High, Normal and Low) from
earlier researchers. Also, their work is a witness that Neural
Networks could be robust classifiers for brain signals, even
changing traditional learning techniques (Tripathi,2017).

Verma et al. proposed a multimodal fusion framework us-
ing multiresolution approach with Daubechies Wavelet Trans-
form features on emotion recognition from physiological sig-
nals using the DEAP dataset. The authors also introduced a
continuous 3D emotion model with valence(V), arousal(A) and
dominance(D) three emotion primitives. These three emotion
primitives VAD data can be classified into simple clustering
to show thirteen emotions to be grouped into five clusters and
the possible clusters are validated through a proposed emotion
graph using the Euclidean distances(Verma, 2014).

Song and et al. explain and explore the relationship be-
tween musical features and emotion. The musical features used
dynamics, spectrum, rhythm, and harmony. Support Vector
Machines(SVM) associated with polynomial and radial basis
functions kernels were evaluated and each feature was com-
pared with the mean and standard deviation feature value. The
outcome are trained and tested using semantic data retrieved
from last.fm3 and audio data from 7digital4 (Song, 2012).

Wager et all tested on 2159 participants with 148 studies
for human brain activity patterns on emotion categories fear,
anger, disgust, sadness, or happiness using a novel hierar-
chical Bayesian brain based model. Analyses of the model
revealed that each emotion category is associated with unique,
prototypical patterns of activity across multiple brain systems
including the cortex, thalamus, amygdala, and other structures.
The results show that emotion categories are not contained
within any one region or system, but are represented as config-
urations across multiple brain networks. The model provides a
precise summary of the prototypical patterns for each emotion
category, and demonstrates that a sufficient characterization
of emotion categories relies on (a) differential patterns of
involvement in neocortical systems that differ between humans
and other species, and (b) distinctive patterns of cortical-
subcortical interactions (Wager, 2015).

Recent research work has been conducted to recognize
emotions from speech using deep recurrent neural network
through Connectionist Temporal Classification (CTC) algo-
rithm. The way CTC works is to select the most probable
label sequence various ways and aligning the same label to
initial sequence. The probability of the selected labelling is
added up from the probabilities of every its alignment. This

CTC approach was conducted on hidden markov models brain
model and Google DeepMind (Chernykh, 2017).

Studies done on EEG-based emotion recognition with a
deep learning network (DLN) which is enhanced with covariate
shift adaptation(CSA) of the principal components analy-
sis(PCA). The deep learning network is created for valence and
arousal state classifications using a stack of three auto encoders
and two softmax classifiers. CSA checks the non stationary
effect of EEG signals where PCA reduces dimension of input
features. DLN classification accuracy with PCA+CSA is 53.42
percent and three levels of valence states and three levels of
arousal states classification result is 52.05 percent. The authors
state the DLN provides better accuracy performance compared
to SVM and naive Bayes classifier(Jirayucharoensak, 2014).

Sreeshakthy & Preethi states that emotion in brain is
detected through the EEG using electrode. EEG are placed
on the scalp with the help of the Ag/Al the recording carries
out for each and every brain activity. Each and every EEG
signal has bands like Alpha, Beta, Gamma, Theta, and Delta.
Each band is different and stores specific information about
the emotions. The signal is reprocessed to reduce the noise
beforehand. The authors describes the brain architecture while
experimenting with the DEAP dataset. Emotions are classified
into two different groups using discrete wavelet transformation.
It has statistical, power and entropy features and different
hybrid neural networks. The neural network weights are opti-
mized with cuckoo search optimization. It helps the neural
networks provide the accurate and fast classification rate.
(Sreeshakthy,2016)

III. METHODOLOGY

The Circumflex Model of Affect developed by James Rus-
sell suggests that the core of emotional states are distributed in
a two-dimensional space, Arousal and Valance dimension. For
the DEAP dataset, four quadrants of this Arousal and Valance
dimension were used to induce emotions as LALV, HALV,
LAHV, and HAHV. The numeric values ranging for Arousal
and Valance is start from 1 to 9 based on the SAM. Tripartition
Labeling Scheme is used in this research and given as follows:
The scale was divided into 3 ranges, and each range’s step is
3, thus the Low from 1.0 to 3.0, Medium from 4.0 to 6.0, High
from 7.0 to 9.0.

The order of expression of the eight states: surprise, happy,
calmness, sleepiness, sad, disgust, anger, fear, as enplaned in
TABLE I, to help subjects reliably feel each emotion.

A. Inter-influence of emotion attribute

The logical regression model is used in this step to investi-
gate the relationship between the dependent emotion attributes.

y = β0 + β1xi1 + β2xi2 + ...+ βpxip + ε (1)

For compare the inter-influence of Arousal and Valence, we
first separate the data from four quadrants of this 2 dimension
to eight emotional status plus a neutral status which is based
on Russel’s valence-arousal emotional classification method,
and desire machine to learn and find average response formed
across a group. Then, we consider the third attribute, liking,
influence with both Arousal and Valence.
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TABLE I: Emotional Character
Used for the Eight Emotions *

No Emotionn Arousal Valence

1 surprise High High

2 happy Medium High

3 calmness Low High

4 sleepiness Low Medium

5 sad Low Low

6 disgust Medium Low

7 anger High Low

8 fear High Medium
* Exclude the neutral

B. Emotion Cluster

In this research, the k-means clustering method applied for
Emotion recognition. This clustering created by associating
every observation with the nearest mean which is given a set
of observations (x1, x2, , xn), where each observation is a d-
dimensional real vector, it aims to partition the n observations
into k ( n) sets S = S1, S2, , Sk so as to minimize the within-
cluster sum of squares:

argminΣk
i=1Σ||x− µ1||2 (2)

C. Brain Model

We can choose a Brain model and input raw speech
data to classify speech and identify the emotional state of
a speaker and apply different emotional tags based on the
emotional state of the speech. Recently Google DeepMind
Brain model introduced WaveNets a deep generative model
of raw audio waveforms. WaveNets can generate speech by
mimicking human voice and it sounds more natural than any
other best existing Text-to-Speech systems(Oord, 2016).

Hypothetically we can modify the Wavenets program and
apply it on a Brain model to classify the different emotional
states like Arousal or Valence or our eight different emotions
based on the speech generated by the Wavenets.

IV. EXPERIMENTS

A. Experiment Steps

We take several steps on the dataset to generate decent
results for our emotion classification. First, we pre-processed
the dataset, made them smooth to be trained and tested. Then
we apply different classification methods on the normalized
dataset. Finally we discussed the results and made conclusion.
All these steps will be elaborated in the following sections.
Fig. 1 provide the flowchart of the experience steps.

Fig. 1: Experiment steps flowchart

B. DEAP Dataset

There are many different emotion recognition database in
the world. Some of them are focus on face detection, Elec-
trocardiogram (ECG), Galvanic Skin Response(GSR), Skin
Temperature (Temp) and Respiration Volume(RESP). Since we
want to analyze the rating made by participants and find the
inner relation between different rating attributes, we finally
chose DEAP dataset as our target. Although DEAP dataset
also includes EEG signals data and recorded face videos, we
were focus on the final rating made by participants after they
finished the provided videos. Table II provide the summary of
the DEAP DataSet.

TABLE II: DEAP dataset summary

Category Description

Participants 32 Healthy participants, half of them are
female, mean age 26.9

Number of videos 40

Self-assessment rating arousal, valence, liking and dominance

Self-assessment level level 1-9 for arousal, valence, liking and
dominance, level 1-5 for familiar

C. Preprocessing Data

Before we apply big data algorithm on the dataset, we
decide to normalize the dataset first. As we can see above,
arousal, valence, liking and dominance are rated from 1 to 9,
while familiar is rated from 1 to 5. So if we apply the algorithm
on the dataset directly, we may encounter some unexpected
errors. So we normalize the dataset by using the equaltion
below:

normalized(Xi) =
Xi −Xmin

Xmax −Xmin
(3)
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where

Xmin is the minimum value for variable X

Xmax is the maximum value for variable X

After we normalize the DEAP dataset, we make all the
rating from 0 to 1, which makes our research easier.

D. Linear Regression

Looking at data relation is a sensible step to understand
how does the different variables interact together. In this
section, we will investigate how the variables in our dataset
are related. We do this graphically using linear regression to
check the relation between our variables. Linear regression
equation has the form:

y = β0 + β1xi1 (4)

Where:

y: is the independent variable

x: is the dependent variable and

β0: is the intercept

β1: is the slope

In our research, we invested the relationship between
attributes of Valence and Liking, Arousal and Liking, and
Valance with Arousal.

1) Arousal and Valence: the Arousal and Valence are two
majority attributes for emotional analysis, and from Fig 2
we can see that this the Arousal and Valence have positive
releation within liner regression method, and it show as
Arousal = 3.6158 + 0.309 ∗ V alence.

Fig. 2: Valence-Arousal

2) Liking and Valence: the intern-influence between Va-
lence and Liking is steep because Liking = 0.538 + 0.863 ∗
V alence. See Fig 3.

Fig. 3: Valence-Liking

3) Liking and Arousal: the liking and Arousal relation also
in a positive trend, but difference with Liking and Valence,
Liking = 2.7138 + 0.643 ∗Arousal which show in Fig 4.

Fig. 4: Arousal - Liking

TABLE III: Comparing the correlation results

Variable Value

Independent Dependent Intercept Slope Adjusted R-Squared

Liking Valence 0.538 0.863 0.5628

Liking Arousal 2.7138 0.643 0.2974

Arousal Valence 3.6158 0.309 0.06528

In the Table III above, it is clear that the model of the
dependent variable Valence and independent variable Liking
is the best predictor model among other models and also
shows that there is a strong relationship between these two
variables. It is because that model has the highest adjusted
R-squared which equals 0.56. The second regression plot that
shows the relation between Arousal and Liking has adjusted
R-squared equals to 0.29 which means the relation between
Arousal and Liking is not strong like the relationship between
the previous variables. Finally, in the last model that has the
relation between Valence and arousal is the least strength
among the three models.
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Fig. 5: K-means for Valence and Arousal with centers (32
participants)

E. K-means Classification

Since we have the emotion rating data from the DEAP
dataset, we first applied the K-means clustering algorithm
on the dataset. Clustering algorithm is used in unsupervised
data for grouping similar objects. It also looks for hidden
relationship in the data, according to attributes.

By using K-means clustering, we divided the data into 9
different clusters. According to what we have mentioned in
the methodology part, we have 9 kinds of emotions, which are
related with the value of arousal and valence. Thus we first
separate the data from four quadrants of this 2 dimension to 9
emotional status, and desire machine to learn and find average
response formed across a group. We also put the centers of
each clusters in the graph, so we can assign them to our 9
different emotions. Fig 5 is the result, and the cluster centers
are displayed in TABLE IV.

TABLE IV: Clustering Centers of Valence and Arousal

Cluster Valence Arousal

1 4.853162 2.080882

2 7.089767 5.596977

3 1.626471 7.540588

4 2.295579 2.331053

5 7.828516 7.414725

6 3.075603 5.970567

7 7.073285 3.379927

8 4.518953 4.444012

9 4.958205 7.120427

Then, we consider the third attribute, liking, influence with
both Arousal and Valence and try the K-means clustering for
valence, arousal and liking in two demotions. As the Fig 6
showed, the data is not very clearly divided into 9 parts, some
of the points from different clusters mixed up with each other.
This currently result did not achieve our expected.

Fig. 7: 3D K-means for Arousal-Valence-Liking

Fig. 6: Inter-influence for Arousal-Valence-Liking

A higher demotion model are used in our third experiment.
With those three attributes, we made the outcome of the
clustering more accurate and clear. The result is much better
in Fig 7.

The center points of every clustering in 3D K-means
clustering show in TABLE V.

TABLE V: 3D kmeans clustering centers

Cluster Valence Arousal Liking

1 3.914508 6.311639 2.763934

2 3.157752 6.496124 6.615736

3 3.539739 1.910435 1.934957

4 1.518182 7.281970 1.648485

5 3.661354 2.629062 6.465000

6 4.838199 3.868447 4.344161

7 7.821476 7.217000 7.888476

8 6.234541 5.970676 6.242705

9 7.297874 3.825000 7.312586
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F. Results and Discussions

Through our first experiment, we find that 29.7% of the
Arousal is explained by the Liking attribute, and 56.3%
Valence attribute could be explained by Liking attribute for
a linear regression model. The Arousal and Valence are two
independent attributes with weakness influence.

We attempt to recognize emotions thought participates
rating and give a tag for each trail in this DEAP dataset. From
our experiment result, it is clear to see that those trails could be
recognized as nine emotion status use Valence and Arousal in a
two-dimensional space. However, the center of each cluster is
nearly each other. Thus it is hard to determine the exact groups
for each trail of this result. Instead that, a higher demotion
model are using Arousal-Valence-Liking as attributes shows a
better result in our current research.

In this research, we analyzed three attributes for inter-
influence and emotion classification. Two more characteristics
could be used in our future study. In addition, we consider
using deep learning to deploy a brain model for an automatic
emotional recognizing process in our next steps.

V. CONCLUSION

In this paper, we investigated using DEAP dataset hypo-
thetically as an input of Brain Model to automatically recog-
nized human emotions and compare the inter-influence. The
supervised and unsupervised Learning are used for emotion
classification and Machine Learning processes.

We first research survey of emotion recognition methods
and then compare the inter-influence of 3 kinds of emotion
attributes, which are given in the DEAP dataset. Based on
Russels valence-arousal emotional classification method, we
separate the data into nine basic emotional states and desire
machine to learn and find average response formed across a
group. Finally, we attempt to simulate human emotions into a
Brain Model as our future study.
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Abstract—How human brain works has always been a mystery. 
Though scientists have a lot of findings on this question through 
modern day research but yet a long way to go. Artificial intelligence, 
deep learning as well as robotics are crucial parts with neuroscience 
to understand this very sophisticated manner. While brain is made 
of billions of neurons but not all the brains are the same. Research 
shows, these neurons are only powerful when they are connected to 
each other, in other words, brain is powerful while struggling or 
solving a problem. Brain is also very adaptive from its past 
experience and train itself from impulses. We  study and review 
relevant school of thoughts on the topic  and find the common  
grounds. 

I. INTRODUCTION 

Since the discovery of intelligence people have been 

interested in finding out ways to improve it. Artificial 

Intelligence (AI) research is the study   of how the brain works. 

AI is a unique blend of multiple disciplines including computer 

vision, analysis, linguistics, machine learning and neuroscience. 

Replicating human intelligence artificially is the greatest 

problem in science and technology today. Making significant 

progress towards their solution will require the interaction  of 

several  disciplines  and research development on various 

methods of how  a human brain think. As the availability of 

computing power  and infrastructure has grown such as fast 

GPUs, Cloud Ser- vices (Amazon Web Services, Google cloud 

platform, etc), tools (Tenorflow, Keras, etc) and most important 

the huge amount and quality of training  data.  Our  desire  to  

match  the level of human intellect has  given  birth  to  

algorithms like CNN, LSTM, SGD, etc. Which has in turn 

fueled the vastly different approaches to build intelligence 

systems. IBM discovery of Deep Blue Brain project is still 

astonishing. It was a combination of sophisticated software 

engineering and raw calculation speed gave Deep Blue the edge 

to play chess with world famous champion Gary Kasparov. 

Kasparov could play two or three positions per second, Deep 

Blue could handle 200 million. Blue Brain’s processors act like 

neurons and connections between processors act as axons, 

allowing a fundamentally different form of intelligence to 

emerge   [9]. 

In this research project we are trying to understand the 

existing digital human  brain  models  created  so  far  based  on 

different types of studies based on brain models, deep learning 

and other studies in this domain from the  perspective of 

computer science. 

II. LONG-TERM DECLARATIVE EPISODIC 

MEMORY 

The most popular model for studying memory, the 

Atkinson-Shiffrin model, consists of a sequence of three 

stages, from sensory to short-term to long-term memory 

(Figure 1). In this study, we are concerned with long-term 

declarative  episodic  (experiential)  memory,   the   memory 

of experiences and events in time in a serial form. This 

memory allows us to  reconstruct  the  actual  events  that  

took place at any given point in our lives, and apparently 

decays little over time and can store an essentially unlimited 

amount of information almost indefinitely. In fact, there is 

currently a debate as to whether we ever forget anything, or 

whether it merely becomes difficult to retrieve certain items 

from memory [http://www.human-memory.net/types.html, 

https://en.wikipedia.org/wiki/Episodicmemory].

Fig. 1. Types of Human Memory [http://www.human-
memory.net/types.html] (adapted)
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Fig. 2.   The structure of the standard  model(adapted) 

The recently proposed standard model of the mind   (Figure 

2) emphasizes the importance of human memory systems in

understanding the workings of the mind (Dangelo, 2015). 

III. COMPUTER SIMULATION BRAIN MODELS

We understand the mind to be ”the faculty of consciousness 

and thought.” [3]. The mind is capable of perception, judg- 

ment, imagination, recognition, memory, feelings, attitudes, and 

emotions. All of these things determine our choice of action. 

Various structures of the brain are responsible for specific 

mental processes.  For  example,  our  consciousness is affected 

by the prefrontal cortex, using collections of neurons with 

parallel connections across other regions in the brain [12] Opris 

[13] suggests that interactions between inter laminar prefrontal 

microcircuits, the posterior parietal cortex, and cortico-striatal-

thalamo-cortical circuits are responsible for making our 

decisions. The neocortex of the brain is responsible for sensory 

perception, recognition of everything from visual objects to 

abstract concepts, controlling movement, reasoning from spatial 

orientation, rational thought and language in what we regard as 

”thinking” [8]. The neocortex may also recognize patterns. 

According to Kurzweil, this is possible because the neocortex 

has a columnar organization, as first discovered by Vernon 

Mountcastle. 

We can use the brain’s architecture as a blueprint for 

designing a digital counterpart. Kurzweil [8] estimates the mind 

contains ”30-100 million bytes of compressed code,”  and 

artificial intelligence, if created based on this design and using 

hidden Markov models and genetic algorithms, could surpass 

the human mind in its capabilities. But an artificial brain of that 

ability will require massive computational power that will not 

be reached for another decade [7]. The Blue Brain Project [10] 

has thus far only managed to replicate a rodent brain [11]. 

Figure 3 below shows the time line of the actual and projected 

progress of the Blue Brain simulation project   by year in a 45 

degree line on a graph. The progression in     the  X axis 

represents computer  speed(FLOPS) and  in  the Y 

axis represents computer memory in bytes needed to run the 

project. 

Fig. 3. Actual and projected progress of the Blue Brain brain simulation 
project (adapted) 

Dharmendra Modha and others simulated a digital brain 

model, cell-by-cell, of a partial human visual neocortex that 

contains 1.6 billion virtual neurons and 9 trillion synapses 

equivalent to a cat neocortex [8]. Hierarchical Hidden 

Markov Models(HHMMs) [4] are used for speech 

recognition and natural language texts. 

Human brain is very complex connnected with different 

sensors like visual, auditory, speech and so on. Human brain 

learns through observation and experiments. Computer sys- 

tems can be implemented to mimic the same 

implementation. However, it’s difficult to implement a 

system that can learn from multiple disciplines where as 

human brain can easily adopt from multiple disciplines. 

Researchers have put in countless efforts to implement 

human like brain and showed numerous progress on 

enabling computer learn from multiple disciples. Blue Brain 

project is an excellent example where computer scientists 

and neurologists building electric brain simulation trying to 

mimic the human brain. The goal for Blue brain project is to 

reverse engineer the human brain trying to understand the 

the brain really works. Another goal for Blue brain project is 

to treat various illnesses and conditions. The questions still 

remain can a simulated brain think, feel and experience as 

the human does. Here we describe some of the different 

brain models implemented so far and how they work. 

A. Blue Brain Model 

IBM has created a brain model called the Blue Brain 

Model. The Blue Brain Project is an attempt to reverse 

engineer the human brain and reform it at molecular level 

inside a computer simulation. Our ability of understanding, 

view and knowledge are governed by the magical nervous 

system. Although we cannot decode or see its functioning, it 

works through elec- trical  impulses  throughout  our  body.  

Engineers  still havent 
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Fig. 4. Blue Brain Simulation [https://www.slideshare.net/AnushriPatil/blue- 
brain-59674776]

come close to designing a circuit boards or computers close   to 

human brains. Sensory input, integration motor output are the 

three basic functions that put this system into action. Blue Gene 

supercomputer built by IBM is the primary machine used for 

the Blue Brain project. In fact, the term Blue Brain originated 

from the use of this Blue Gene supercomputer(George, 2015) 

The Blue Brain Project is an ongoing research which 

involves stimulating brains natural biological systems to output 

the data as a 3D model which will help in recreating the high-

speed electrochemical interactions that take place within the 

interior of the brain by using Blue Gene supercomputer 

technology. IBM project was headed by Henry Markram, Felix 

Schurmann and Sean Hill. The initial goal of the Blue Brain 

Project was completed in December 2006, was the simulation 

and uploading of a rat neocortical column, which  is the 

smallest functional unit of the neocortex (that is the brain 

component which responsible for higher functions such as 

conscious thought(George, 2015). Neurons receive inputs from 

thousands of other neurons, which are intricately mapped  onto 

different branches of highly  complex  dendritic  trees  and 

require tens of thousands of compartments to accurately 

represent them [9]. 

The Blue Brain Project works on four major   motivations: 

1) Treatments of Brain dysfunctioning.

2) Scientific curiosity about consciousness and the human

mind.

3) A bottom up approach towards building thinking ma-

chine.

4) Database of all neuroscientific research results and re-

lated past stories.

Few of the many applications of the Blue Brain Project are as 

follows: 

1) It will help in the treatment of several neurological

disorders like Alzheimers disease, epilepsy disorder,

bipolar disorder etc.

2) For brain donation as it will help continual functioning of

the brain even after the death of that    person.

3) Scientific curiosity about conscious and subconscious

mind can get a major  breakthrough.

B. The Human Brain Project(HBP) 

Human Brain Project (HBP) originated from the Blue 

Brains results with the possibility of modelling a rat cortical 

column and the idea behind HBP is to promote large-scale 

collabora- tion and data sharing [2]. Fundamental to the HBP 

approach  is to investigate the brain on different spatial and 

temporal scales (ie from the molecular to the large networks 

underlying higher cognitive processes, and from milliseconds 

to years).  To achieve this  goal,  the  HBP  relies  on  the  

collaboration of scientists from diverse disciplines, including 

neuroscience, philosophy and computer science, to take 

advantage of the loop of experimental data, modelling theories 

and simulations. The idea is that empirical results are used to 

develop theories, which then foster modelling  and  

simulations  which  result  in predictions that are in turn 

verified by empirical results    [1]. The data HBP using may 

include human  life  history  data, medical histories, clinical 

assays, genetic tests, brain images, records of treatments and 

their results and much  more. The scope of such real-world 

data dwarfs any clinical trial that can be imagined [14]. Rules  

extracted  from  the  data will be transformed into 

mathematical models of specific brain structures and 

functionality  (e.g.  electrical  behavior  of neurons, protein 

interactions, synaptic transmission and plasticity, neuro-glial-

vascular coupling, etc.). Software tools (builders) will allow 

researchers to instantiate these models with their own 

hypotheses and to collaboratively define in silico experiments 

[11]. 

C. McCulloch Pitts Model 

The McCulloch Pitts model describes the neuron as a node 

connected with a set of inputs(I1, I2, I3) and an output. 

Weights are normalized and assigned to each connection with 

the node. The weighted sum is then passed through an 

activation function to generate the output of the neuron. In 

case of McCulloch Pitts model the linear threshold gate 

function is used. There are three types of neurons used in the 

model -Input neuron, Middle Neuron and Pulsar neuron. The 

model was created     in Verilog and all the modules were 

simulated using ISIM Simulator of Xilinx ISE Package. A 

number of different simulation results were obtained using this 

model by Simulation of Input Neuron, Simulation of Single 

Column, and Simulation of Five Column Model.(Fine, 1998) 

From the results we can deduce that the proposed model has a 

potential to evolve like  human  brain and perform various 

tasks like image processing and pattern recognition. (Fine, 1998) 

It is one of the common methods of training Artificial Neural 

Networks. This method is used calculate the error in the 

output and with the help of the error weights are adjusted to 

produce smaller errors. The goal of the model was to 

determine which nodes are most to be blamed for the error in 

the output and try to adjust their weights the most. 

D. Sparse-Sysid Model 

A novel brain model named good-enough brain model was 

developed based on the algorithm Sparse-Sysid. The model 

can viably demonstrate the elements of the neuron intuitive 

and induce the utilitarian network. It was assessed utilizing 

both manufactured and genuine brain information. With the 

utilize of genuine information, it was able to create brain 

activity patterns comparable to the genuine ones. C3-3
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It provided better neuro scientific insights in order to 

understand the way that neurons interact with each other as well 

as detect regularities and outliers in multi-subject brain activity 

measurements. (Hawkins, 2016) 

The essential center of this work is to gauge the functional 

connectivity of the human brain, i.e. the interaction design of 

groups of neurons. The work touches upon finding fundamental 

organize structures from time series data. 

E. Data Brain Model 

There is also a case study based on Data-Brain development 

dependent upon brain informatics (BI) technique. The Data- 

Brain is a conceptual brain data model, which speaks to useful 

connections among different human brain information sources, 

with regard to all major angles and capabilities of the human 

data preparing framework for orderly examination and 

understanding of human insights. BI methodology supports 

Data-Brain construction, hence a graphical modeling language 

VFDM - View-Fact-Dimension-Model is developed. It is used 

for the Brain-Data construction which provides a long-term 

vision to understand human information processing 

system.(Jolivet,2015) Another applied model called Data-Brain 

is expected to speak to complex connections among different 

human cerebrum information sources, which are acquired  from 

different subjective tests by utilizing fMRI/EEG. The 

accompanying supporting capacities are asked to assemble such 

an Data-Brain: 

1) It needs a reasonable model and its structure portrayal for

information sharing and  mix

2) It is a network-based, reproduction, and examination

situated, dynamic, spatial and sight and sound   database

3) It manages different information sources, various infor-

mation frames, different levels of information granular-

ity;

4) It gives various perspectives and  associations

5) It underpins different techniques for information exami-

nation, reproduction, representation, and additionally the

comparing learning.

The Data-Brain model is an applied mind information show, 

which speaks to utilitarian connections among different hu- 

man mind information sources, regarding every single real 

viewpoint and capacities of HIPS, for methodical examination 

and comprehension of human insight. It is composed of many 

VFDM schemes. Currently, the Data-Brain is being developed 

as machine-readable for developing a human brain data center 

on the BI portal.(Jolivet,2015) 

F. Pattern Recognition Theory of Mind  (PRTM) 

This is a theory  that  describes  the  basic  algorithms  of  the 

neocortex based  on  the  hypothesis  that  the  neocortex  is a 

homogeneous, recursive structure composed of a large number 

of basic structural units called pattern recognizers [8], hence 

making the neocortex itself a pattern recognizer. The 

Fig. 5. Transforming from a conceptual view of the DataBrain into its own 
structural view with 4  dimensions(adapted) (Jianhui, 2008) 

bottom-up, hierarchical organization of patterns and pattern 

recognizers is a key attribute of this theory.It allows for the 

expression, matching and storage of complex and abstract 

concepts. 

Pattern recognizers are defined through a hierarchy of self 

organizing connections that link together. When a new pattern 

is learned, new connections are formed between the pattern 

recognizers that were involved in recognizing the given input 

pattern. Each pattern recognizer is responsible for identifying  

a single input pattern. There is also redundancy among pattern 

recognizers to identity the same input pattern. This 

redundancy allows for generalization of pattern identification, 

which allows a system to learn and tolerate variations in input 

patterns. The self-organization of pattern recognizers is an 

important feature of PRTM, as it enables a system to create 

new connections and remove obsolete connections while it 

learns new input patterns over time. 

G. Hierarchical Temporal Memory (HTM) 

Hierarchical Temporal Memory (HTM) is a biologically 

constrained theoretical framework that describes the funda- 

mental principals of the  neocortex  [6].  It  is  the  successor 

of George and Hawkins memory-prediction theory [5] which 

defined a theoretical model of the human neocortex. Like 

Kurzweils Pattern Recognition Theory of Mind it defines a 

the neocortex as a recursive, homogeneous structure which a 

hierarchical organization. Hierarchical Temporal Memory is 

based on three key principals: common algorithms of cortical 

regions, hierarchy, and sparsely connected neurons  [6]. 

1) Hawkins, J. et al, propose that because of the neocortexs

structural uniformity and the fact that we now know that

regions of the neocortex perform very similar actions

there must be some fundamental algorithms that can

generate behaviors for all sensory perceptions such as

hearing, vision and language  [6].

C3-4



2) Cortical regions are defined by a logical hierarchy of

connections whereby higher-level perceptions are de-

rived from lower-level sensory patterns.

3) The sparse connections (activation) of neurons allows the

mind to efficiently  learn  new  sequences  as  well as

make predictions. It is these moment-to-moment thoughts

and perceptions that define which neurons are active at

any given point in time. The third principal de- fines what

HTM considers the foundations of biological intelligence

[6].

IV. METHODOLOGY

Our Brain Model is to discuss and experiment on Roseblatt’s 

c-system which he called perceptrons(Rosenblatt, 1962). He 

claims that perceptron model is distinct from other existed brain 

models, or ”nerve nets”. Rosenblatt’s perceptron consists of a 

set of signal generating units (or ”neurons”) connected together 

form a network. Each of these units, upon receiving   a suitable 

input signal (either from other units in the network or from the 

environment; responds by generating an output signal, which 

may be transmitted, through connections, to a selected set of 

receiving units. Each perceptron includes a sensory input (i.e. , 

a set of units capable of responding to signals originating from 

the environment) and one or more output units, which generate 

signals which can be directly observed by an experimenter, or 

by an automatic control mechanism. The logical properties of a 

perceptron are defined by: 

1) Its topological organization (i.e., the connections among

the signal units);

2) A set of signal propagation functions, or rules governing

the generation and transmission of  signals;

3) A set of memory functions or rules for modification of the

network properties as a consequence of  activity.

Below is the description and the figure of the   model. 

Fig. 6.   Rosenblatt C-System(adapted) 

This is a sequential memory system works well with ”neural 

networks” can be adopted in alphabet character recognition and 

speech recognition(Rosenblatt, 1964). The above     figure 

consists of four major units. It starts with Source and Sensory 

transmission network retina input system connected with As- 

sociation System a recording unit capable of detecting 

features like straight lines or edges sends the signals to 

Response units as the output. O-servo is a control mechanism 

to the A-system to maintain a constant level of activity 

despite changes in the distribution or intensity of input 

signals. C-system or clock network is connected with 

Association System and Response units to control the 

memory of the sequences of the brain. This clock may be 

synchronous(processing through a sequence of states at a rate 

which is independent of external events) or asynchronous, in 

which case it advances from one state to the next only when a 

suitable trigger-event occurs to make it do so. 

Rosenblatt Brain model is built upon mathematical heuris- 

tics and technology was not available to proof this model in 

action. We are proposing an experimental model based on 

Rosenblatt Brain model using MNIST Handwritten Numbers 

dataset. Below is the description and the figure of our 

model. 

Fig. 7.   Our Proposed Brain  Model 

Our proposed model consists of four major units similar to 

Rosenblatts model. The S-system feed the input and 

connected with A-System contains some hidden layers 

capable of detect- ing lines or edges sends the signals to R-

System as the output and the C-System controls the activity 

of the   S-system. 
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V. EXPERIMENTS 
Image Recognition experiments were performed on images of 

hand written number MNIST dataset [18] which exist inside the 

datasets of Keras library. The 10 digits 0-9 each of size 28 x 28 

pixels in Black and White color as shown in the Figure 8. 

Figure 8. Sample of images from MNIST dataset [17]. 

Experiment 1 – CNN model without C-System 

   A convolutional neural network was trained to recognize the 

hand written numbers from the MNIST dataset. The model 

consist of 5 layers (Figure 9). The first layer is the 

convolution2d layer with 32 filters, kernel size of 3x3 and 

ReLU activations. The second layer is similar to the first 

convolution2d layer except is has 64 filters. The third layer is 

max_pooling2d with pool size of 2x2. Dropout layer with 

probability of 0.25% dropping is used to regularize the inputs 

and save the model from overfitting. The input is then flattened 

and passed to dense layer. The fourth layer is the fully 

connected dense layer with 128 units. The output of dense layer 

with 0.5% dropping probability is passed through dropouts 

again and sent to another dense layer. The fifth layer is fully 

connected dense layer with 10 units and Softmax activation 

which gives us the probability of the digit to be from all the 

digits 10 digits (0-9). 

Figure 9. Summary of the CNN model. 

Experiment 2 – CNN model with C-System 

   An ANN was trained on the activations from the CNN model 

created in experiment 1.The model consist of 2 layers (Figure 

10). This ANN model is used simultaneously with the CNN as 

the C-system. It is able to learn from the activations about the 

input image and is able to provide confidence to the output of 

our CNN. If the input image ever fails to load due to the sensors 

failure, the C-system will still be able to predict the correct 

prediction as it will be trained on the many more features which 

are extracted from the image.  

Figure 10. Summary of the ANN model 

VI. RESULTS

   CNN model is able to reach accuracy of 0.9915 and validation 

accuracy of 0.9924 after 10 epochs. Figure 11 shows confusion 

matrix for the CNN model after 10 epochs. 

Figure 11. Confusion matrix for CNN model with 10 epochs. 

After 20 epochs the same CNN model accuracy goes up to 

0.9955 and validation accuracy goes up to 0.9927. Figure 12 

shows confusion matrix for CNN model with 20 epochs. 
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Figure 12. Confusion matrix for CNN model with 20 epochs 

We can observe there are some digits whose accuracy has 

increased, but there are also some digits whose accuracy has 

gone down even though the accuracy of the entire model as a 

whole has gone up. We have yet to observe the CNN model with 

ANN C-system effect on the same dataset and how it effects the 

system’s accuracy and validation performance. 

VII. CONCLUSION AND FUTURE WORK

   The analysis of brain function generates multidisciplinary 

data ranging from protein sequences through anatomy, 

physiology, pharmacology, etc., to behavior. Understanding 

brain function requires integrating these diverse data into 

models for each main type of neuron; this can give insight 

into the mechanisms underlying the functional operations for 

that neuron. How to do this integration accurately and 

efficiently presents one of the greatest challenges to 

contemporary neuroscience [15]. 
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Processes 
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Abstract - The unauthorized use of sensitive data is a major 

security risk. As a result, many organizations have installed Data 

Leak Detection tools, (DLD) – a.k.a.  Data Breach Detection - that 

monitor the access of their internal data repositories. An alarm 

record is generated whenever any anomalous  access behavior is 

observed by a DLD engine. An anomalous  access behavior is  

defined as a request that does not comply with official data access 

rules. Alarms records need to be analyzed in a timely manner by 

security experts to determine if indeed they are malicious or benign, 

and then to act accordingly. This study aims to improve the quality 

and reduce the  time of this process by proposing a prototype based 

on an iterative approach that confirms the nature of the alarms.  
I – INTRODUCTION 

 The concept of false alarms has been a recurring problem for 

researchers, scientists and statisticians for many years. In recent 

times, the problem has become also very important for those 

involved in handling the resolution of cyberattacks. 

 False positives that are produced as a result of security 

monitoring systems have deleterious impacts on individuals and 

organizations, as described by Tjhai1 et al, in their work “The 

Problem of False Alarms: Evaluation with Snort and DARPA 

1999 Dataset [1].”  But, there is a persistent trend in the 

utilization of security breach detection systems to favor the 

occurrence of false positives in order to minimize the 

occurrences of false negatives, and this trend is supported by 

the belief that allowing a false negative - allowing a real danger 

to go unnoticed - is more pernicious to an organization than 

having to deal with an excess of false alarms.  This tendency 

generates more false positives than true positives and as a 

consequence, the experts that need to confirm the nature of 

alarm are dedicating time and energy to handle a bogus event 

which otherwise could be used for addressing a true alarm.  

These false positive errors have the added dimension of being 

generated in large volumes as a result of the constant security 

monitoring of network traffic or internal data access. “Data loss, 

i.e. the unauthorized disclosure of sensitive information from a 

corporate network or a database [2]”, is a major threat for 

organizations. Organizations can lose their competitive 

advantage if confidential information is stolen. Moreover, 

besides the legal and financial risks, data breaches can 

negatively affect customers’ perception towards a company’s 

image by decreasing its reputation. 

As a consequence of this problem, practical research 

has focused on the detection of false alarms that occur either as 

a result of   a) external cyberattacks, or  b) malicious internal 

access of data,  with the former research having a larger share 

of investigative work than the latter. The most common false 

positives exist in products such as network intrusion 

detection/prevention, endpoint protection platforms and endpoint 

detection and response tools” as B. Violino has expressed in his 

work[3]. Unsurprisingly, data leakages are typically propagated 

by insider threats, as Babu and Bhanu have pointed out in their 

research paper “ The most dangerous threats faced by 

organizations are insider attacks. Since insiders are aware of the 

underlying systems, handling insider attack is a most 

challenging  task since it can be intermingled - and disguised as  

-with many non-malicious, accidental breaches. The volume of 

attacks posed by insiders on cloud private repositories is   higher 

than the traditional systems’, as the attack vector and scope is 

higher [4].  In both cases, the research effort has concentrated in 

minimizing the rate of false alarms by applying complex 

algorithms which try to determine the true nature of a breach 

based on previously learned syntactic or semantic patterns as 

the violation is taking place. The problem area is depicted 

below in component X of a typical data breach detection 

environment. 

Figure 1 - Current state of DLD alarm handling. 

This paper describes an approach, in terms of a 

prototype, that can make more efficient and effective the 

manual process of inspecting large volumes of false alarms 

caused by internal anomalous events   reported by Data Breach 

Detection engines. This paper does not focus on Intrusion 

Detection Systems which aim at discovering external attacks.  

This approach  addresses a specific subset of the 

general data breach problem: every alarm should be subject to 

a posteriori inspection by data security experts whose time to 

handle them is limited by time or availability of personnel, or 

both.  Also, it addresses the inter-mingling of a large number of 

false positives with real alarms that distracts the security experts 

from concentrating on determining legitimate security alerts. 

One refers to this type of distraction as “false alarm fatigue”, 
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bringing to memory the old story of “the boy who cried wolf.” 

As one studies research literature about this problem 

area, one finds that the increasing cost of the confirmation of 

the true nature of a generated alert keeps rising as organizations 

try to grapple with the increasing volume of alerts. What is 

observed is that subject matter experts are charged with 

inspecting reports of alerts generated by automated systems. 

Intrinsically, the risk exists of missing malicious events   as they 

are intermixed in this large volume with   non-malicious 

records.  

As already pointed out by Bradbury, in the Prelert 

Behavioral Analytics report cited above, it is very challenging 

to scrutinize all the anomalous activity to select these events 

“and even if security pros do find anomalous activity, it can be 

difficult to scan through all of it and work out which of it needs 

the most attention.” Judging from the findings of this report, 

this is an existential problem for security practitioners. A third 

of respondents to the survey complained that it was too difficult 

to distinguish normal from abnormal activity.  

II – RELATED WORK. 

In the past few years research reports have discovered that 

50% of IT administrators and security staff surveyed indicate 

that too many false alarms are “keeping them from being 

confident on breach detection [5].”    

The current solutions to address the problem of the high 

volume of false positives have consisted in a variety of 

approaches to improve the detection algorithms in order to 

reduce the rate of false positives in order to increase the 

accuracy of data breach detection applications.  One of the 

proposals is an elegant framework that uses an anomaly-based 

solution that trains a model of normal behavior and flags any 

deviation from the model as a suspicious activity. It can find 

unknown attacks but may have a high false positive rate. There 

are other  proposals such as the ones made by M. Karwaski [6]  

and Zhihong Tian et al[7]  that address the issue of classifying 

and confirming alarms a posteriori for subsequent inspection, 

but they are based on Intrusion Detection Systems, and have not 

been leveraged to include the internal data breach scenarios as 

this paper does. Yet, current   solutions are defective because 

they do not confirm the true nature of alarms that are generated.  

Most data breach engines concentrate on making the 

determination of a violation of data access as the event takes 

place. Some solutions have been proposed where the reduction 

of false positives is maximized by using syntactic, semantic, or 

a combination of both techniques, in attempting to determine if 

an anomalous action is being performed on the data. The most 

common deficiencies of Data Breach Detection programs are  

I. The lack of confirmation of the true nature of alarms 

based on the application of the access rules 

II. The deficiency in explanatory information about the

context of the nature of  alarms,

III. The lack of an automated feedback mechanism to re-

train the detection and confirmation process

IV. The minimal application of more precise Data Breach

Detection inspection of alert of  Big Data repositories

When one examines the details of the first deficiency - the lack 

of confirmation of the true nature of alarms based on the 

application of the access rules - one discovers that the lack of 

automated confirmation is a result of shortcomings in providing 

more precise information for the interpretation of data access 

violations. DLD applications would rather err on the side of 

creating false-positives due to less precise access rules.  An 

example of an ambiguous access rule is a time restriction in 

terms of not allowing accessibility for certain individuals, or 

roles of individuals, during a certain period of time e.g. users 

with the role of testers can only access certain tables between 8 

AM to 6 PM every day. Any query invoked by a tester that starts 

a few milliseconds before or one millisecond after the specified 

time parameters will be considered a violation of this particular 

access rule and in turn generate an alarm which is not totally 

true in nature.   An analogy of this situation is that of a 

fisherman casting a large, fine net to catch as many fish as 

possible and as a result hauling aboard many unwanted objects 

besides the real catch. 

In the case of the second deficiency - the lack of 

explanatory information, or metadata -hampers the security 

analysts’ decision-making process by not providing a better 

understanding of the alerts’ context, i.e. an authorized user 

executing a table query at an unauthorized time, and urgency 

i.e. criticality level of the data breach in terms of personally 

identifiable information (PII), or sensitive personal information 

(SPI).  In part, this deficiency of insufficient content is 

attributed to a reluctance to include more complex logic in an 

algorithm that can provide more distinctive information about 

the context and nature of the alarm. The reticence to provide 

more clarifying information with the alert record is usually 

rationalized as follows: the extra logic needed to generate a 

more precise alarm record will elongate the process time 

required to confirm a malicious event within the constraints of 

the monitoring engine’s inspection cycle, and therefore create a 

performance degradation of the automated  process overseeing 

the querying functions. Unfortunately, according to Vavilis and 

other researchers of false positive problems, the current state of 

affairs regarding the information about alerts provided by 

existing anomaly detection systems is not very satisfactory, 

especially when addressing Big Data repository access [8].  

In the case of the third deficiency - the lack of an 

automated feedback mechanism to the detection process, there 

are proposals that introduce generalized approaches that adjust 

the determination process as a result of the subject matter 

experts’ confirmation of the nature of a new type of alarm. The 

comprehensive framework of Costante et al [9] addresses the 

Data Breach Detection as well as the Data Loss Prevention 

process in order to enforce the real-time interaction of the 

security analyst as the alarms are detected by the engine.  In this 

scenario, the analysts are given more tasks to perform: 

1) To confirm whether the alert is true or false,

2) To initiate a feedback record to the Data Breach Detection,

3) If the analyst determines the alert is associated with a

malicious action, to enforce it, namely to automatically create 

or modify rules - devised from the alert - to be added to the rule 

base   This is an elegant and well-defined proposal that attempts 

to achieve the reduction of false alerts as they occur and also 

improve the effectiveness of the process, but it runs the risk of 

losing efficiency by the addition of higher costs in terms of 

introducing more manual tasks to be performed by the security 

staff as they try to   meet security service deadlines. The 

framework is based on experimentation with traditional 

relational data bases and does not address Big Data 

environments, yet it contains components that can be leveraged 
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to address non-relational, semi-structured more voluminous 

repositories like Big Data.   

As far as the fourth deficiency is concerned, the 

minimal application of Data Breach Detection to Big Data 

environments – one notes that there is extensive work on false-

positive reduction of anomalous data access that has produced 

several models and frameworks [10], but the paradigm that is 

commonly used is the one that strives to obtain the maximum 

reduction of the false alarms rate within the internal 

components of the Data Breach Detection engine itself. The 

fourth deficiency becomes even more poignant as one studies 

recent scholarly article on the state of research on Data Breach 

Detection of Big Data internal access. One discovers that the 

risk of bypassing alarms is not being addressed in a consistent 

manner. It is argued by Damiani et al that because of the nature 

of the Big Data file architecture there is an inherent data 

redundancy that could act as a catalyst for Big Data breaches. 

For instance, as the Hadoop File Distribution System works, it 

replicates sensitive and non-sensitive data components several 

times over separate data clusters [11]. This redundancy of data 

phenomenon is done mainly for operational performance 

purpose: the architecture used in the Hadoop file distribution 

system is predicated on the utilization of many servers 

collaborating in an orchestrated fashion to provide the data 

requested from any available node  

There are Data Breach Detection studies and proposals 

that have achieved a high degree of rate reduction of false 

positives [12], but they all have done it with the risk of 

increasing the rate of false negative incidences. Paradoxically 

in the Big Data environment, even if the false positive rate is 

minimized during detection time, the volume of transactions 

processed in these repositories would degrade the improvement 

of reducing the false positive rate given the inherent large 

volume of data being inspected by the engine.  

In this section one attempted to leverage previous 

research work on the false positive confirmation from Chandola 

et al’s survey work [13], while addressing the deficiencies. This 

paradigm has been a great influence in this research to establish 

Big Data security practices for containing disclosure risks 

generated by data queries, as well as leveraging their algorithms 

a posteriori, i.e. subsequent to the automated process of 

detection.  One leverages this concept as one considers that the 

subsequent effort can be more effective and efficient than those 

efforts that attempt to minimize the occurrence of false 

positives within the engine  as the events are taking place. 

The literature studied indicates that false alarms are a 

problem not only because they consume extra personnel’s time, 

but also because they can distract these experts from properly 

addressing legitimate security alerts, as asserted by B. Violino 

[14].   The increasing manual effort of maintaining security 

reviews is not efficient, as the cost keeps rising in hiring expert 

personnel that is needed to sift through many false-positive 

instances. It is not effective either because of the danger of 

missing a   malicious action that is missed in the large volume 

of this “noisy” output.  

One survey that was helpful in understanding the false 

positive problem from the external attack point of view that can 

be used in assessing the internal threat angle is the one by A. 

Mokarian et al [15]. The authors explain that the “false positive 

rate (FPR) also known as false alarm rate (FAR), refers to the 

proportion that normal data is falsely detected as attack 

behavior.” In contrast, our paper examines the attack problem 

as an anomalous and possibly malicious internal data access, 

not as an external cyberattack such as a SQL injection.  

Figure 2 - Reality vs. Assumed detection results 

Figure 3 - List of True and Positive Alarms ratios and 

relationships 

Based on the relationships and ratios just described, 

there are two key scenarios that can occur depending on the 

configuration of the detection algorithms: 

I. Scenario A, a large False Positive Rate can produce a poor 

performance of the Intrusion Detection System and,  

II. Scenario B, a large False Negative Rate can render an

organization an easy prey to attack or sabotage.

When one studies the scholarly literature on this subject, one

discovers how organizations tend to favor scenario A versus

scenario B. One can   speculate that this phenomenon is based

on either fear of being complicit in helping create a Scenario B,

or ignorance of the lack of effectiveness and efficiency of

Scenario A.

III – CURRENT SHORTCOMINGS IN THE PROCESS 

The goal of a reliable detection system, is to achieve a 

large true detection rate and a small false alarm rate.  In 

evaluating different algorithms, reducing just false event rates 

is not sufficient.    The “ideal” paradigm is to develop an 

algorithm that can minimize the false alarm rates to increase the 

accuracy of the system.  

The above mentioned survey is useful because it lends 

support to this paper’s assumption that attempting to achieve 

the ideal paradigm within the detection engine is almost 

impossible, if not extremely expensive. Besides, even if a low 

rate of false positives is achieved the inherent large volume of 

big data traffic can produce a proportionally high number of 

false alarms that still are in need of manual review as depicted 

in the chart below.  

Benign Malicious

Benign True Negative False Negative

Malicious False Positive True Positive

Reality

Detection

result
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Figure 4 - Sample sizes and their true and false values 

As it can be seen by the example above, using an algorithm that 

can achieve a 97% proportion of true positives in the sample, 

with 0.980 accuracy and a 0.990 precision if the volume of the 

sample is a half-million, there will be five thousand false 

positives (see row 10 in figure 4). Even if the “ideal” algorithm 

could achieve 99.7% proportion of true positives in the sample, 

with 0.998 Accuracy, and 0.999 precision if the total volume of 

the sample reached a million, there will be one thousand false 

alarms that would need to be confirmed.  

In this study one is proposing a more efficient and 

effective a posteriori process to minimize the concomitant risk 

and expense of excessive false alarms.  Future work can be done 

leveraging this process to  improve “after detection” processes 

and be able to approach 100% effectiveness while keeping a 

high level of efficiency.  One can also propose that the fine-

tuning components of this model may serve as building blocks 

for future algorithms for Data Breach engines in their effort of 

achieving the ideal paradigm recommended by Mokarian et al.  

  One can see the problem in a more acute fashion 

when organizations, in order to reduce costs  do not deploy and 

fine-tune the Data Breach Detection tools properly. The 

security rules are not configured correctly, or  they are left to 

default to “out-of-the-box” settings which are too general in 

scope for refined detection. 

Another important aspect of this problem is that Big 

Data architecture weakens data protection in general. The 

techniques for improving the performance of Big Data analytics 

tools replicate the data in several different places; they increase 

redundancy of data representation, and therefore can create 

poorly protected copies of sensitive data. When Data Breach 

Detection   tools monitor these replicated areas of vulnerability, 

the volume of alarms generated will increase accordingly.  

The research work on 2015 of Vavilis et al [16] builds 

on the previous work done by Costante et al in 2014 [17] where 

the latter present a white-box data leakage anomaly detection 

framework that is behavior-based, and that they further 

elegantly advanced in 2016  as a hybrid framework that 

combines signature-based and anomaly-based solutions, 

enabling both detection and prevention of access violations.  

Anomaly-based systems are typically used  for detection; they 

raise an alert upon detecting a suspicious activity but do not 

block the activity. 

 Both the Vavilis and Costante frameworks have an 

anomaly based engine that automatically learns a model of 

normal user behavior, allowing it to flag events when insiders 

carry out anomalous transactions. These signature-based and 

anomaly-based  approaches provide explanatory information, 

but not a prioritization of alerts based on their true nature: 

benign or malicious anomalies.  

Vavilis et al’s research focuses strictly on relational   

data access violations detected within the DLD engine. All of 

them demonstrate how their approaches can reduce the rate of 

false-positives as they happen. This paper leverages their 

advances by applying some of their components to processes 

outside the DLD engine to confirm and prioritize Data Breach 

alarm records. 

IV – A PROTOTYPE TO IMPROVE THE PROCESS 

This study presents a prototype system aimed at achieving a 

very high rate of confirmation of alarms using polynomial 

scoring models, e.g. decision tree algorithms. It will be 

executed usually daily and subsequent to the Data Breach 

Detection engine cycle.This approach incorporates a continual 

learning process to determine the true nature of the alarms by 

retraining the learning model as new instances are discovered 

and are iteratively refined by the subject matter analyst’s 

adjustments. The security analyst will review the scored output 

data set which is sorted by confirmation rate.  When new 

instances of low confidence scoring are encountered, the 

analyst makes a determination based on his/her knowledge and 

ensures that the key predictor variables and associated score 

(true or false) are updated in the training dataset for the 

classifier model’s re-training.    

The experiments described below indicate that this 

prototype system can reduce percentage of alarms required to 

be handled by the human security analyst by over 90%.   
As depicted in figure 5, the several implementation components 

of the generalized solution algorithm are:  

Component F, a machine learning model 

Component G, a process to provide a prioritized confirmed 

alarms for manual inspection that updates the training data set 

with previously unseen patterns;  

Component I, an interface that relays to the detection engine 

which patterns need adjustments 

Figure 5 - Desired state of the data breach confirmation 

process 

V – RESEARCH METHODOLOGY 

The research methodology  uses an iterative 

supervised machine learning model combined with automated 

feedback to the DLD engine. It aims to  keep learning about 

specific confirmation logic used by analysts. The rationale for 

the utilization of these procedures and tools is based on the 

assumption that they would be most useful in achieving the 

identification, selection, and analysis information that will be 

applied in order to validate the solution to the problem: 

confirming and prioritizing true alerts. The tools, machine 
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learning suites and programming can be replaced with similar 

tools depending on the preference of the organization and 

practitioner. The specific data mining tool that was selected for 

the machine learning component was the ID3 decision tree 

model application suite.  Its selection over other data mining 

tools was based on personal preference based on past 

experience of the researcher with this and other tools, such as 

SPSS and SAS.   

This methodology used an initial training data set 

consisting of a sample of alerts that had been vetted and 

confirmed by a subject matter expert as being true or false. This 

training data set is ingested by the decision tree model using the 

Rapidminer or any other similar machine learning tool to learn 

the behavior of scored alerts. Since we are working with the 

confirmation of binomial results, such as true or false, a 

decision tree model is appropriate, specifically the ID3 

algorithm. The required heuristic can be selected by a criterion 

parameter.  The criterion parameter has a crucial role in the 

methodology: it is the target of precision adjustments if the 

results indicate a major deviation in the confirmation accuracy 

of the decision tree.  

After having found a generic solution for the data-in-

motion scenario, one moved to address the data-at- rest 

confirmation of alarms challenge to see if one could achieve a 

more comprehensive approach to the confirmation process. In 

this subsequent improvement effort one leveraged the basic 

components of the initial approach, but instead,  use case 

scenarios were utilized from alarms typical of big data 

repository querying, e.g. data-at-rest interactions.  The  goal of 

this current phase was to refine the solution by increasing the 

rate of confirmation of  alarms and adpating the first  algorithm 

to ensure confirmation and prioritization of the nature of the 

records. In this way,  one attempts to present the records more 

efficiently, in priority order, for  the security analyst’s manual 

examination and before he/she rules  to act uponor disregard an 

alert record.  

The machine learning Component F ingests a training 

data set. This training data set is a supervised classification set 

i.e. the data set contains a sample of representative alarms, 

either true or false, which have been scored by subject matter 

experts.  The training set is input to the machine learning model 

in order to  “learn” the behavior of the alarms. Subsequently, 

new alarm logs generated by the detection system will be fed  

unscored into the model. One then allows the model to classify 

them based on what it has just learned. The classification 

process is done using the decision tree algorithm ID3 which is 

suitable for scoring alarms based on independent polynomial 

variables which in this use case are the monitoring rule 

elements for data-at-rest. 

Figure 6 – Example of monitored elements for data-at-rest 

The next component, component G, generates the file of scored 

and prioritized alarms out of the model for manual inspection. 

This component will report any previously unseen pattern as 

false, but flagged with a confidence level value of “?”, i.e. 

questionable and in need of manual confirmation. The  analyst 

can inspect and take action on the confirmed and prioritized true 

alarms first. Next, one can examine the variable pattern of any 

questionable alarm, and manually score it as true or false based 

on his/her expertise, and then insert it as part of  the training 

data set. Note: It is in this component’s logic that the prototype 

will continually increase the knowledge of the training process: 

it integrates the organization’s decision-making expertise of the 

analyst with the model’s training set. The training data set 

becomes the dynamic repository of the subject matter expert 

knowledge on what is considered true or false alarms. It will 

evolve in its validation expertise with every iteration of the 

process, and therefore decrease the dependency on multiple 

analysts’ time and effort. 

Component I, shown in figure 5, is the logic that 

compares the training data set key predictor variables against 

the list of access   rules. If the comparison indicates that there 

is a missing entry in the access rules list of a TRUE score in the 

training set, a communication is sent to the detection engine that 

there are newly discovered patterns that have been confirmed 

by the security analyst and that should be considered as part of 

the monitoring rules (Component I uses a formula described 

below in figure 7 that checks for a mismatch between 

a) the set of variables in each of the individual rules

list against 

b) the predictor variables and their corresponding

score in the training data set of the machine learning model. 

 A notification record will be triggered 

a) If a new pattern has been discovered by the

machine learning model that is a questionable entry e.g. with a 

confidence level of ?/?, and 

b) It has been confirmed by the security analyst as a

true alarm. 

 For each entry in the training data set with a score of TRUE 
   For each entry in a current copy of the access rules list 
Compare the content of each key predictor independent 
variable in the  training data set to its corresponding 
variable in the access rule list 
 If the values are equal, continue with the next entry in the 
access rules list  
 else 
 If the values are not equal generate a notification of a 
mismatch to the detection engine 
Figure 7- Logic of Component I 

This study leveraged previous work  of data-in-motion 

[18], and applied similar  data mining methods to the data-at-

rest use case of data security logs. This subsequent prototype  

was vetted in the research papers called "Big Data False 

Alarms: Improving Data Leakage Detection Solutions[19]" and 

“A Generic Approach to Big Data Alarm Prioritization [20]”  It 

utilized some of the  previous work done but applying the 

methods to the data-at-rest scenarios of Big Data security logs. 

The  objective was to further improve the  confirmation process 

of  alarms by creating an algorithm that was both predictive and 

priorative to organize the list of alarms before the security 

analyst makes a decision whether to act on, or discard an 

alarm.Due to security concerns of providing real production 

security logs, one used a test security log in excel format to 

mimic the columns and values of  a generalized DLP security 

log. The second prototype focused on using the decision tree 

ID3 algorithm used by the first prototype’s logic. The Access 

rules for this experiment are described below. 
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Id Role Component Component 

User A Analyst Table 1 Element 1 

User B Business Table 2 Element 2 

User C Administrator Any table Any table 

 Figure 8 - Access rules for the second prototype of work: 

data-at-rest 

The RapidMiner ID3 decision tree model was chosen 

because of its flexibilty in capabilities of validation decison tree 

analysis and using flexible input and  output in Excel formatted 

files. 

The training data set that is used for the model is a 

segment of a security log report that consists of seven columns. 

The first six columns are possible predictor variables that are 

candidates for confirming the value of the seventh variable: 

whether it is a true or false alarm.  The scored value of each row 

as a true or false alarm is already provided in the seventh 

column.  The challenge is that no obvious relationship exists 

within the data records and each false and true alarm reveals  no 

clear pattern.  One must choose which columns create 

precedence over others in determining the best scoring, and 

which combination will eventually result in the confirmation of 

false alarms when new instances are given to the model’s 

algorithm.  

Of course, after training the model, the model is tested 

with validation data sets for subsequent analysis.  The data sets 

are given by the experts and mimic real scenario security logs, 

and  are in the same format as the training data set mentioned 

in the earlier paragraph.  The difference between the validation 

and the training data sets is the validation set is not scored i.e. 

it will a  seventh column  with no content that could indicate 

whether the alarm record is true or false.  

With both the training data set and ID3 decision tree 

model installed, one ran an analysis in ID3 decision  tree model.  

Initial analysis of the data concluded that separate users created 

a certain percentage of alarms.  The following is a 

representation of that data: 

User 
Alert 
Total 

% of Total 
(104) 

Analyst 74 69.24% 

Business User 28 26.93% 

Administrator 4 3.48% 

Figure 9 -  Breakdown of user activity in the security 

training log 

Without adjusting column weights, one let the ID3 decision tree 

model determine the results  of the scoring. Another segment of  

test data was then fed into the  model. Two columns were then 

chosen for the test set,  Role and Alarm. The data was run 

through the ID3 algorithm. Using two sets of test data (Data 

model for Test sample training v1.xlsx (DMTSTv1) and Test 

sample test validation v2.xlsx (TSTVv2)) a design process was 

set up in ID3 decision tree model in order to have the new data, 

TSTVv2, learn from the older data.  This would allow the 

output of the process to show which Component Accessed 

caused a true or false alarm based on criteria such as Violation 

Type and Requestor.  In this scenario, both User A and B 

attempted to access components Element 1 and Element 2 

which caused a true alarm. 

 The object was to understand why this combination 

caused the  positive alarm.  In resetting the model, the ID3 

algorithm was again employed.  This time making changes 

within the process to reveal more precise results.  Parameters 

were reset to achieve correctness: gain_ratio as criterion, 

minimal size for split of 2, minimal leaf size of 2 instead of 4, 

and minimal gain of  0.10  

Figure 10-  ID3 decision tree model ID3 Algorithm Diagram 

with Test and Production Data Sets 

The results provided a view in terms of confidence of 

the data.  This confirmed that the  program was able to identify 

which alarms were nearly actual as being false or true in terms 

of 1 being positive and 0 being negative, shown below. 

Figure 11 - ID3 decision tree model confidence ratio results 

of the tests 

After this re-training session,, the model had the 

capability of understanding the column-fields data set, and have 

the ability to apply it to a new production data set that does not 

include   the true and false alarm values.    In this pass, the model 

used what it just learned to do  prediction, of what rows will be 

true or false alarms. 

Figure 12- Scored output from the  re-trained ID3 model 

The figure shown above highlights the relationships 

between Component Accessed, Violation Type, and 

Requestor in regards to the alarm output.  Further review of the 

data shows that the component most accessed was Element 1 

which generated a No Authorization violation 3 times with User 

B – the Business User, 1 Non-encrypted data violation and 1 No 

authorization violation also for User B.    
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Figure 13 - Relationships between Component Accessed, 

Violation Type, and Requestor in regards to the alarm 

output. 

There was a total of 104 alarms, 10 of which, 9.62%, were 

labelled as true positive.   User B, which is in the role of the 

Business User, generated the most number of true positive 

alarms.  User A, the Analyst role, generated 1 for No 

Authorization.  Noting these aspects, there is the question of 

whether or not ID3 decision tree model is taking the time 

attribute into account regarding true and false positives and if 

this aids in generating such alarms.  While false positives are 

viewed before and after 7PM, all of the true positives have 

occurred after such time.   For test 2, the model was  given a 

second validation set.  This data set was different than the 

training data set given in the last test.  One re-used the original 

training set as the basis for training the ID3 algorithm, than 

provided the second validation set. After re-validating the 

model, one discovered unexpected results. The model was very 

innaccurate and ended up returning only 43% accuracy with a 

total of 43 false alarms and 77 true alarms. 

In order to get more accurate results, one looked into 

the parameters section of the ID3 algorithm. The two main 

parameters to change are the criterion and the minimal gain, 

as shown  below. 

Figure 14 - ID3 default parameters in Rapidminer 

Since the ID3 algorithm is based on a predicitve 

decision tree model, Rapidminer or any other similar machine 

learning tool, will show how it makes its decisions based on the 

training data set RapidMiner first makes its decision based on 

which component is accessed, then goes down the tree into the 

other columns   

Figure 15 - Rapidminer decision tree on test 2 

While the model’s new results were much more accurate based 

on the new parameteres, they were not 100% accurate. Since 

one has increased the gain ratio to its maximum setting, the next 

steps were to adjust the models other parameters in order to get 

a more accurate result.  One changed the configuration of the 

model to force it to select  different columns. For example, 

RapidMiner can look at the requestor first instead of the 

component accessed.  Based on this trial and error approach, 

one is able to find a more accurate solution from the model.  

The next validation test aimed to increase accuracy 

and introduced the filtering of some input variables.  After 

several selections and trials,  it was discovered that the   model 

improved its predictions by using the attribute selection of 

Alarm, Component Accessed and Role,  with an adjusted 

learning criteria of gain_ratio, minimal size for split of 2, 

minimal leaf size of 2 instead of 4, and minimal gain increased 

gradually from 0.10 to 0.90  

Figure 16 - Adjusted criteria for the third validation of the 

ID3 model. 

These adjustments   produced  a new trained tree structure with 

the Role variable as the root node instead of Component Used.  

 Figure 17 - New tree diagram from the adjusted criteria for 

the third validation of the ID3 model 

This new decision tree predicted correctly 99% of the 

new instances, with 13 out of 14 TRUE positives. The 

incorrectly classified alarm, out of the 14 TRUE instances, 

consists of a new alarm record that has  a combination of 

attribute values that the decision tree model had not learned 

before. It assigned it a FALSE alarm score, with a  generated 

value of  “?/?”  in the confidence level columns.   

Figure 18 - Scored output of the model after criteria 

adjustments 

These “?/?” confidence-level values signal a new situation that 

requires  manual verification by the analyst.  The approach 

requires that, upon the subject matter expert’s    confirmation of 

the true nature of this type of record, the new instance be 

included in  the training data set for the   machine learning 

model’s. One achieved improved results.  The model now 

returned 13 true alarms and 107 false alarms.  

The variety of factors that  presented challenges as one 
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validated  both prototypes,  have been used to the solution’s 

advantage by making it more generalized and portable to 

different situations. One  limitation was the inability to use  real 

unmasked data.   Yet, instead of hindering the relevance of the 

research and analysis, this particular challenge  opened the 

future opportunity to leverage this approach - agnostic   of the 

source of the alarms - and to be applied to other types of alarm 

records from either data-in-motion or data-at-rest scenarios.The 

validation process was unsuccessful in achieving 100% 

accuracy to determine true and false alarms based on the sample 

data sets.  However, one was able to  produce, a way where 

security analysts can analyze confirmed and ordered alarms in 

a more efficient manner, i.e.. true alarms could  be analyzed 

first.  

VI –CONTRIBUTIONS 

The primary contribution of this approach is to reduce 

the amount of time it takes to manually determine the 

appropriate action on anomalous events; to confirm the true 

nature of an alarm, and therefore reduce the risk of missing a 

malicious instance. The risk of allowing a true breach to go 

unnoticed will be greatly reduced because the analysts would 

have the time to concentrate on alarms that have been confirmed 

as truly dangerous. It is based on the continuing capture of the  

subject matter experts’ specific knowledge - which is being 

iteratively “learned” by the algorithm via a mechanism that 

would permit adjustments to the key predictor variables of the 

model. Alongside this main contribution, this study also 

introduces component I, a programmatic solution that notifies 

the Data Breach Detection engine that discrepancies have been 

found between its rules and the confirmation results. This 

secondary contribution uses a formula that compares the state 

of all the key predictor values and target variables in the training 

set against the access rules set. The contribution of component 

I, the automated fine-tuning feedback to the access rules engine, 

relies on the iterative process of machine learning of 

component F – the ID3 algorithm – that could  automatically 

assist the DLD engines to be fine tuned as new acces violation 

patterns are discovered, vetted by the security analysts, and 

incorporated into the training set. It is possible that some 

administrators may  not accept the automatic  adjustment of the 

access  rules as recommended by component I results. 

Keeping less specific rules is considered to be a “safer” 

approach to reduce false negatives, but the side effect has the 

unintended  phenomenon called “the cry wolf effect”.  

With the iterative enrichment of the model via the 

recurring confirmed training data set, one can eventually 

capture   the  subject matter expertise for the  handling of true 

alarms. Future work can use the prototype as a building block 

to create practical deployments. These deployments can 

eventually be incorporated into existing or new data breach 

detection engines.  
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Abstract -- With millions of live thoughts being tweeted on a 

daily basis, how could such a large amount of text data be 

analyzed and researched? By creating a thesaurus which 

contains a set of collected list of words that can be used to 

index and search such large data sets. One important step 

for analyzing such data is to perform pre-processing, which 

is used to clean up the noise, or irrelevant data, from large 

data sets. This is accomplished by utilizing data libraries, 

such as Python’s Natural Language Toolkit, and through the 

process of lemmatization. For this study, thousands of cyber 

security related tweets were pulled using the Python 

programming language for the purpose of creating a cyber 

security thesaurus. The pulled data was analyzed, 

correlated, and processed for relevant words. As a result, a 

thesaurus of cyber security concepts from twitter data was 

created.  

Index terms -- Tokenization, Stop Words, Lemmatization, 

Cyber Security, Classification, Twitter 

I. INTRODUCTION 

Analytics based on Twitter data has gained 

relevance over the past few years, largely due to the social 

media platform allowing a wide variety of users to 

quickly send out short messages, or tweets. This allows 

users to quickly jot down and share their thoughts, ideas, 

and even news stories they hear. This ease of 

communication may explain why there are millions of 

users, and amongst those users, are cybersecurity 

professionals and enthusiasts who are constantly posting 

cybersecurity related tweets, such as breaking news of the 

latest zero-day or malicious code found from an 

independent research. These users’ tweets can be analyzed 

for research purposes, such as creating a cybersecurity 

based thesaurus.  

As the field of cybersecurity offers a wide range 

of topics, specific Twitter accounts can be narrowed down 

based on their relevance to the subject. Due to the nature 

of our research resulting in a large variety of the words, 

such narrowing process will be needed in order to remove 

irrelevant words. This process will be later discussed.  

Twitter benefits this particular research because 

many of the terms in the field of cybersecurity are fluid. 

Terms and definitions are frequently changing, making it 

difficult to narrow down exactly what we are looking for. 

One way to resolve this issue is to create algorithms that 

find related terms based on Twitter data. This allows us to 

create a data set that can be easily updated and will stay 

relevant even as the terms themselves change. 

The aim of this study is to build a thesaurus of 

cybersecurity concepts based on Twitter data. This will be 

done by analyzing tweets to generate such a thesaurus, 

including both synonyms and related words. The final 

results will produce a searchable CSV file that will 

contain a number of relevant words and their compatible 

findings. 

The results of this data will provide future 

researchers a comprehensive and reliable cybersecurity 

thesaurus. This will be significant in fields of text 

analytics that may focus on cybersecurity. For example, 

terms can be grouped together based on synonyms, which 

can then be used to track the prevalence of certain ideas or 

terms over time. Continuing research on Twitter will reap 

more benefits as this data will already be built on a dataset 

that they know is relevant. 

II. LITERATURE REVIEW

Previous research has been conducted on the 

creation of a thesaurus based on text corpora through 

machine learning. One particular research comes from 

Ionian University, where semantic thesaurus was created. 

The first approach to building this thesaurus was 

preprocessing the data, which is an important step when 

analyzing such data. Other important steps include 

tokenization, basic morphological tagging, removal of 

stop words, and removal of data that is exclusive to tweets 

but may not actually be relevant.  

Data in the real world is often incomplete, 

inconsistent, and/or lacking in certain behaviors or trends, 

and is likely to contain many errors. Data preprocessing is 

a proven method of resolving such issues. There are 

several data preprocessing techniques such as data 

cleaning, data integration and data reduction. Data 

cleaning removes noise and correct inconsistencies in 

data. Data integration merges data from multiple sources 

into a coherent data store such as a data warehouse. Data 

reduction reduces data size by, for instance, aggregating, 

eliminating redundant features, or clustering. [13]. 

  Kermanidis, author of the research from Ionian 

University, goes on to describe the process of building a 

semantic thesaurus. Ontologies are defined as hierarchical 
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structures of domain concepts that are enriched with 

semantic relations linking the concepts together.  

In another study that consisted of sentiment 

analysis where different models were of data collection 

was used to compared on Twitter data. Such models 

included Unigram, and Feature Tree. While the study 

found that the Feature Tree models outperformed 

Unigram, it was the way the data was collected that was 

interesting. The process began with the collection of 

manually annotated Twitter data that was then used to 

experiment against a random sample of streaming data. 

The advantage of this approach was that tweets were 

collected in a streaming fashion that represented a true 

sample of actual tweets of language and content. Such 

twitter data included the use of emoticons that were 

collected for this study. A manual annotated dictionary of 

emoticons was then created, where the emoticons were 

then mapped to their polarity. An acronym dictionary that 

consisted of English translations of over 5,000 frequently 

used acronyms was downloaded and used. 11,875 

manually annotated Twitter data (tweets) were collected 

from a commercial source that archived real-time 

streaming data. Though there was no restriction of 

language or location, Google translator was used to 

convert the tweets to English prior to the annotation. Each 

tweet was then labeled as positive, negative, neutral or 

junk, with junk meaning the tweet could not be 

understood by the annotator or was not properly 

translated. After eliminating the “junk” tweets, the data 

sample was reduced to 8,753 tweets [10]. 

  An emoticon dictionary was prepared by labeling 

170 emotions from Wikipedia with their emotional state. 

Then each emoticon was labeled with extremely positive, 

positive, neutral, negative and extremely negative. An 

acronym dictionary was also used, where acronyms such 

as “lol” were translated to “laughing out loud”. Each 

tweet was then pre-processed by various rules such as 

replacing all the emoticons with their sentiment polarity 

via the dictionary, replacing all URLs and Twitter targets, 

such as @John, with tags, such as ||U||.  Slang such as 

“cooool” was changed to “cool”. The purpose of this 

slight alteration was so the researcher can determine the 

term is slang but still be able to analyze it and conduct 

Boolean searches. Statics of different subjects of the data 

such as number of stop words, English words, Twitter 

tags and so on were also taken [10]. 

In another study, two preprocessing methods 

were used to utilize formal concept analysis that were then 

presented. One method extended the set of attributes that 

described objects input data table by the new attributes. 

The second of replaces said attributes with new attributes. 

Both methods include the new attributes as being defined 

by certain formal concepts that were computed from an 

input data table. Selected formal concepts were obtained 

by boolean factor analysis described by Formal Concept 

Analysis (FCA), which is a method often used for data 

preprocessing before the data is processed by another data 

machine learning method. A decision tree was also used, 

which is the most common method in data mining and 

machine learning. It can take a finite number of values 

and assign a class label, often depicted by a table [13]. 

III. DEFINITION OF A THESAURUS

When most users think of the word thesaurus, a 

word list of synonyms is the first concept that comes in 

mind. But in fact, the words found in a thesaurus are not 

always synonyms of an original word. A thesaurus can be 

used to provide words that are connected with other words 

where the same idea might be most effectively expressed 

by a different word. This was the mindset when such 

statement was kept in mind when such that was based on 

Twitter data was created. 

The most popular approach to creating a 

thesaurus is the “Top-Down” approach, where the actual 

phrases that appear in text are used as a key to organizing 

such material. The index and thesaurus are built out from 

the text, but are not added on. Due to this approach, not all 

the words are properly represented. For instance, 

concepts, which are dependent on description, are named 

and placed within the thesaurus as part of its maintenance 

[10]. 

  The “Bottom-up” approach, on the other hand, 

allows one to build an ACP thesaurus by allowing every 

identifiable phrase that occurs, and is identified in the text, 

to be tracked. The historical information about each 

phrase allows automated methods to reduce the amount of 

human effort involved in such indexing efforts. This 

approach demonstrates a semi-automatic method of 

building a thesaurus from phrases occurring in text [10]. 

  The American College of Physicians attempted 

to produce an index of their medical publications from a 

“Bottom-Up” approach, where nominal phrases were 

extracted from the text of a material with a long word list, 

using data from Unified Medical language Systems 

(UMLS) Metathesaurus along with current lexical and 

linguistic processing tools is feasible. Nominal phrases 

were then normalized to match the UMLS Metathesaurus 

and combined to create concept classifications. Nominal 

phrases that did not match the Metathesaurus were treated 

as uncategorized terms, and were later reviewed and 

merged into existing or newly created concept classes. All 

of the concepts were then grouped together in larger 

descriptor classes, which provided the basis for the index. 

These descriptor classes and the hierarchical arrangements 

in which the concepts occurred in the UMLS served as the 

basis of the ACP thesaurus [10]. 

IV.  DATA MINING TOOLS AND TECHNIQUES

Data mining involves utilizing different 

techniques to discover patterns from a large dataset. One 

of the related areas in data mining is text mining, which is 
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the process of discovering high quality information from 

text documents. High quality is a term that refers to some 

combination of relevance, novelty and interestingness. 

Text documents contain data from both structured and 

unstructured data. Structured data is data that resides in a 

fixed field within a record or file. This data can be found 

in databases and spreadsheets, while unstructured data is 

the opposite of structure data. Semi-structured data is the 

data that is neither raw nor typed in a conventional 

database system. 

Text mining tries to solve the issues that occur in 

the areas of data mining, machine learning processing, 

information retrieval, knowledge management, and 

classification. It is a technique that extracts information 

from both structured and unstructured data and finds 

patterns. Some applications of text mining include 

information retrieval, information extraction, 

categorization, and natural language processing [15]. 

  Information extraction is a method that identifies 

keywords and relationship within text. This is useful when 

dealing with large volumes of data because predefined 

sequences are being searched. Relations between people, 

identified places and time are inferred to give the user 

meaningful information, as opposed to traditional data, 

where data mining assumes that the data that is being 

mined for is already in the form of a relational database 

[15]. 

  Categorization identifies the main themes of a 

document by inserting the document into a predefined set 

of topics. The document is treated as a bag of words, 

where categorization counts words as they appear from 

the bag and identifies the main topic of the document, 

rather than processing the actual information, as compared 

to information extraction. In short, categorization relies on 

a glossary for predefined topics, and relationships are 

identified by looking for synonyms, narrower, related, and 

large terms [15]. 

  The first step in text mining is data cleaning. 

Data cleaning is the process through which we remove 

unwanted words and characters from our text corpus. This 

step is important because the nature of tweets imbues 

much irrelevant data in each post. This process includes 

extraction, tokenization, stop-word removal and 

lemmatization [13], [15]. 

VI.  METHODOLOGY

1. Data Set

In order to begin work on the thesaurus, data 

from Twitter was needed to be collected into one easily 

accessible file. Although the Twitter Application 

Programming Interface (API) could have been used to 

automatically pull relevant tweets at runtime, it was 

determined that this process would have taken too long to 

be performed during each run. Additionally, as a major 

part of this research was processing the text, a stable 

corpus was required to ensure that the processing was 

correct. With a permanently downloaded file, this is 

much easier as the results of each attempt can be directly 

compared.  

The first step in this process began with the 

identification of relevant Twitter users. The word 

‘malware’ was entered into the Twitter search engine, 

which allowed us to view related tweets and Twitter 

accounts, to select, or “follow”, the desired Twitter 

accounts for this research.  Accounts that were selected 

for this research had to be dedicated to cybersecurity and 

were up to date on the latest cybersecurity news and 

research. This ensured that the data collected were from 

those that were passionate and knowledgeable on the 

topic. A total of 20 relevant accounts were used for this 

research. 

After finding the appropriate Twitter accounts, a 

python library called Tweepy was used to download user 

tweets into a CSV file. After this process was completed, 

the CSVs were then manually combined into one final 

file with over 42,000 tweets.  

2. Data Pre-Processing

Once the corpus was assembled, the data 

preprocessing was ready to begin. As mentioned earlier, it 

is necessary to remove irrelevant for all text analytics 

research. When it comes to Twitter data, however, the 

need is even greater due to the various symbols, unicode, 

and other characters used. For example, the syntax used 

for Twitter replies, “@,” for example, must be 

automatically removed in addition to the user referenced. 

Python was the preferred language for this 

research due to its multitude of data libraries available, 

such as Pandas and the Natural Language Toolkit 

(NLTK).  Such libraries are ideal for this type of work, 

[14] as the act of removing stop words can be very 

tedious. To remove the stopwords, NLTK contains a 

module that has a list of stopwords stored in 16 different 

languages; English was chosen for this scenario [5]. Stop 

words are words that include prepositions and pronouns 

that do not give meaning to a document, such as “the, in, 

a, an, with” and so on. Because stopwords can take up to 

40-50% of the raw data, they are often removed from 

documents as they're not measured as keywords in text 

mining applications. This also reduces the dimensionality 

of term space. While there are different ways to measure 

stopwords, one common way the classical method, where 

the removal is based on a pre-compiled list [14], [16].  

Once Pandas and NLTK libraries were utilized, 

links, numbers, Twitter usernames, “rt”, “via” and “&” 

were removed. Web links that were automatically 

obfuscated by the Twitter API were also removed. 

Unicode characters also were stripped from the tweets in 

addition to numbers and single letters. Removing unicode 
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in particular is an important step as Python does not 

correctly support emoji or special characters. This was 

done by the built-in method in NLTK that directly 

removes all non-HTML entities from the tweets. 

The final step of data preprocessing was 

lemmatization. This process intelligently removed many 

common word suffixes and combined words within 

context. For instance, words with similar meanings, such 

as “well,” “best,” and “better,” can all be lemmatized to 

simply “good.” This kept meaning simple and allowed for 

our next step of calculating word frequencies. This 

process is crucial for our research as it helps to 

concatenate words based on their meaning and remove 

words that may not be exact duplicates, but have identical 

meaning in context [13].  

3. Tokenization

Once the preprocessing stage was completed, the 

next step was to split the data into individual words so 

that we can perform operations on each word separately. 

This process is known as tokenization and it works by 

separating words using space and punctuation. The 

process of classifying words into their parts of speech and 

labeling them accordingly is known as part-of-speech 

tagging. A part-of-speech tagger processes a sequence of 

words and attaches a part of speech tag to each word in 

the form of a tuple.  

Once the part of speech for the word was 

determined, it was then compared to another list of other 

recognized parts of speeches that were similar to the final 

data set. Nouns and adjectives were heavily focused on. 

As a result, of both data preprocessing and tokenization, 

the final data set was greatly narrowed down and ready to 

be analyzed. 

4. Data Analysis

Once this final list was complete, the frequency 

of words that appeared in the final corpus was reviewed 

and stored with its corresponding word. This held every 

finalized word in the Twitter data along with its frequency 

within the corpus. This list was then sorted by frequency 

before being printed to the researcher. 

Figure 1: Workflow of the research

This step produced a list of a few hundred 

individual words, which could then be manually 

examined by a researcher. By further removing irrelevant 

words, the words most relevant to the original search term 

began to appear. This manual searching was necessary as 

there were words that still appeared very frequently, but 

could not be picked up by the original preprocessing 

steps. For example, words such as “via” and “RT,” which 

are both used in the Twitter lexicon to denote retweets, 

appeared frequently in any search performed. This was a 

common occurrence as many users retweet a large 

number of tweets and Twitter does not always enforce a 

pattern for this behavior. Upon finding these sorts of 

patterns about which words appeared most frequently 

without contributing to the research at hand, we were then 

able to go back and remove them before they were ever 

attached to the final data. 

Determining the number of recurrences of certain 

words will also be an important step in this process in 

order to identify synonyms. One method that has been 

particularly common in previous research is the creation 

of word clouds. This method creates “clouds” of words 

that are sorted by size to illustrate which occur the most 

frequently. In the case of searching for synonyms, this 

step may help when it comes to manually determining 

which words may be relevant for any given entry into the 

thesaurus. Furthermore, these word clouds can also sort 
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words based on relevance to other words in the cloud. 

This can act as a logical sorting method for certain entries, 

which can help to narrow down which words may or may 

not end up being relevant for later use [16]. 

For an additional visualization of the final data, 

the word list was fed into a word cloud generator. Word 

clouds take words and their frequencies and plot them 

randomly in an image. The size of each word directly 

correlates to the frequency with which they appear, with 

more frequent words appearing largest and least frequent 

words smallest. This was done to provide the user with a 

visual representation of some of our findings and to make 

this process more understandable from the point of view 

of a lay person. Specifically, by showing a visual 

representation of the frequency, it’s clear how we selected 

our final list of words for the thesaurus. 

Figure 2: The word cloud produced for “malware”

Figure 3: The word cloud produced for “ransomware” 

V.  HYPOTHESIS 

The primary assumption that our research is built 

on is that this Twitter data will contain enough relevant 

information to build a cybersecurity thesaurus. With this 

considered, it is believed that we can find relevant 

information for almost any term that relates to the field. 

Based on the overwhelming size of the corpus that we are 

analyzing, trends should present themselves based on the 

analysis of word frequencies. 

We believe that analyzing these frequencies is 

especially valuable due to the short form nature of 

Twitter. In 140 characters, it becomes unlikely that a user 

can write more than one or two sentences at a time. This 

means that any Tweet that contains the word we are 

searching for will most likely also contain words related 

to it. For example, if we are searching for the word 

“malware,” it is unlikely that a user’s tweets will deviate 

from that subject greatly. 

This research will be particularly valuable for 

further research in the cybersecurity field. Different forms 

of text analytics and machine learning require primer 

words than can be searched for to discover trends. While 

this type of searching can be straightforward if the subject 

is relatively simple, cybersecurity poses a particularly 

interesting issue in this regard. Since the field is so 

frequently changing, searching for related terms for even 

the most basic topics can be wildly different depending on 

when the searches are carried out. [13] For example, when 

looking for data about recent malware campaigns, using 

the names of malware from even a few months prior can 

be detrimental. In these cases, using words that may be 

completely outdated can severely limit the research that is 

performed. 

Twitter allows for data that is constantly 

updating and easily flows with the common discourse on 

the subject matter. For example, by searching through 

tweets over time, it can be possible to specifically identify 

which types of malware are most common during any 

given time period. Using real cybersecurity professionals 

as a basis for the data we collected also keeps the final 

product relevant. This allows for further researchers to be 

querying data that is always both relevant to their current 

work and is based upon real world usage. By selecting 

users that are known to be professionals in this subject, 

we can also ensure that the data is not tainted by those 

who are not adding to the common discussion on the 

subject. 

VI.  RESULTS

1. Initial Results

  Our initial results were based on the word 

“malware.” This word was proven to be an excellent 

starting point and allowed for very focused relevant words 

to be produced. Many words come into light that were 
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specifically related to the subject in the exact way we had 

hoped. Specifically, we found a variety of words that were 

related to the subject of malware, such as types of 

malware, antiviruses, words related to hacking, and 

countries that have a reputation of producing some of the 

most popular types of malware. 

Much of this data comes as predicted, and proves 

that this model works correctly in identifying relevant 

words. This also reassured that we selected the right group 

of Twitter accounts to follow for this research. In this 

data, one surprise that came to light was the inclusion of 

the names of countries that have been suspected of 

producing malware [15]. Russia, in particular, appeared 

more than 50 times. This is most likely because of the 

recent ransomware attacks that many believe have 

Russian origins. [11] 

malware Android, PCAP, malspam, target, bank, 

hacker, rigged, spam, email, campaign, 

exploit, ransomware, elitist, infect, 

russian, angler, Thesas, CCleaner, 

Cisco, Wannacry, Dridex, Kaspersky, 

Gootkit, government, Kronos 

Table 1: Sample of the relevant thesaurus entry for the word 

“malware” 

ransomware Attack, Cerber, Wannacry, 

Petya, Locky, spread, extension, 

malware, Bitcoin, Security, 

Android, campaign, victim, 

target, threat, data, Rigek, 

Update, Ukraine, Wallet, EITest, 

exploit, police, Cryptxxx, 

payment 

Table 2: Sample of the relevant thesaurus entry for the word 

“ransomware” 

2. Further Result

We also tested our program on a number of other 

cybersecurity related terms such as: “ransomware,” 

“encryption,” “DDoS,” “phishing,” “vulnerability,” 

“hacker,” and “backdoor.” Each of these words were 

processed the same way the original “malware,” and our 

program worked without any additional changes needed. 

For these terms, we discovered results that were in line 

with the prior term. The words produced related words 

that could be traced back to specific incidents and phrases 

that made sense in their own context. Furthermore, these 

results also appear to be useful for the same research 

purposes that we are trying to achieve. 

Specifically, when looking at some of the 

individual results, we are able to extract meaning from the 

related words. One of the most interesting results came 

from our analysis of the word “ransomware.” This word 

was specifically chosen due to its relation to the original 

“malware” and because we knew that it would be 

straightforward to confirm the relationship of words in the 

results. We specifically were hoping to see the names of 

some major ransomware attacks in our findings, and were 

pleased to see that six major ransomware attacks were 

spotted in our list of 25 related words. 

VII. CONCLUSION

Overall, we were very pleased with the results 

for all of the tested words. We believe that the trends 

shown from this data prove that it is useful for further 

research and provided accurate thesaurus creation. 

Specifically, the results that showed the names of malware 

attacks prove that this program is particularly accurate and 

useful.  

When looking at the results produced by 

“ransomware,” the trends shown are assuring for further 

research. As mentioned earlier, the results showing the 

names of ransomware attacks are valuable for research in 

the cybersecurity field. Furthermore, this word also 

showed the results that did not specifically name 

ransomware attacks. The program was able to identify 

words like “Bitcoin,” “wallet,” and “payment.” These are 

clear references to the actual details of the inner workings 

of ransomware attacks, which help to further flesh out the 

type of information a researcher might want to consider 

when looking for this specific term. These results are 

difficult to manually find and would require any 

researcher to spend a considerable amount of time 

learning before they could come to the same sort of results 

on their own. 

In terms of the time relevance of the data, we 

also believe that the program was a clear success. Again, 

citing the ransomware results, we see obvious trends in 

the attacks that were found by the software. All of these 

attacks were performed relatively recently, and show that 

the data can continually be updated as the common 

lexicon of these terms expands. In fact, all a user would 

need to quickly update these terms for the newest results 

would be to download new tweets for Twitter’s API and 

place it in a CSV file for the program. This allows for any 

user of the program to continually update their own data 

with minimal effort. For research that needs to stay up to 
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date, we felt that making it as simple as possible to stay 

connected to the real-time conversation was important. In 

this respect, we feel that we were able to succeed.  

Our results for the word “encryption” also 

proved to be interesting and differed greatly from some of 

our other search terms. For this word, many of the results 

did not have any sort of attack or specific point to name. 

Instead, we found that users were mostly concerned with 

the companies and software that they used and their 

implementations of encryption. Words like “iMessage” 

and “WhatsApp” came to the top of the frequency list, as 

these pieces of software are widely considered to be at the 

forefront of the encryption debate for many people. 

Similarly, words like “government” and mentions of 

Great Britain’s version of the NSA were near the top of 

this same list. This helps to illustrate the concern users 

have regarding encryption and the varying opinions on the 

matter. 

These different type of words, that focus on less 

technical details and instead seemed to be mentioned in 

natural conversations, help to illustrate the flexibility of 

our program. It was clearly able to identify words 

regardless of their meaning and instead found words that 

were truly related to the original search term. This helps to 

show that we would have no issue in the future even if 

further researchers test words that we cannot currently 

predict and may not currently be a part of the 

cybersecurity lexicon.  
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APPENDIX 

import pandas as pd 

import operator 

import re 

from nltk.corpus import stopwords 

from nltk import word_tokenize, pos_tag 

from nltk.stem import WordNetLemmatizer 

from nltk.corpus import wordnet 

from nltk.tokenize.casual import _replace_html_entities 

import csv 

df = pd.read_csv('merged.csv', encoding = "ISO-8859-1") 

#Reading the Twitter Corpus file 

df.columns = ["A", "B", "C"] 

freqDict = {} 

#Start of helper functions. 

#Part of speech finder 

pos = lambda tokens: pos_tag(tokens) 

#Lemmatizer 

lemmatize = lambda posTokens: 

[processPosTagsAndLemmatize(*wordPos) for wordPos in 

posTokens] 

#Returns lemmatization based on PoS 

def processPosTagsAndLemmatize(word, pos): 

    return lemma.lemmatize(word, 

treebankToWordnetPOS(pos)) 

#Replaces unicode 

def unicodeReplacement(tweet): 

    return _replace_html_entities(tweet) 

#Helper function for PoS Tagging 

def treebankToWordnetPOS(treebankPosTag): 

    return {'J': wordnet.ADJ, 

    'V': wordnet.VERB, 

    'N': wordnet.NOUN, 

    'R': wordnet.ADV}.get(treebankPosTag[0], 

wordnet.NOUN) 

#Declares Lemmatizer 

lemma = WordNetLemmatizer() 

#End of helper functions 

def dictionary(keyword): 

    wordCount=0 

    for each in df["C"]: 

if keyword in each.lower(): 

    wordCount = wordCount+1 

    text = each.lower() #Makes each Tweet lowercase  

    text = unicodeReplacement(text) #Removes unicode 

    text = re.sub(r"http\S+", "", text) #Removes links 

    text = re.sub(r'[0-9]+', '', text) #Removes numbers 

    text = re.sub(r'@(\w)+', '', text) #Removes Twitter 

usernames 

    text = re.sub(r'\W*\b\w{1,3}\b', '', text) #Removes 

single letters 

    text = re.sub(r"rt", "", text) #Removes "rt" 

    text = re.sub(r"via", "", text) #Removes "via" 

    text = re.sub(r"&", "", text) #Removes "&" 

    text = re.sub(r"icymi", "", text) #Removes "ICYMI" 

    text = ' '.join([word for word in text.split() if word 

not in stopwords.words("english")]) #Removes stop words 

    tokens = word_tokenize(text) #Tokenizes the tweets 

    tagged = pos(tokens) #Grabs part of speech 

    tagged = lemmatize(tagged) #Lemmatizes 

    tagged = pos(tagged) #Grabs part of speech again 

because it is removed in lemmatization 

    for word in tagged: 

   if word[1] in 

("NN","NNS","NNP","NNPS","JJ","JJR","JJS"): #Checks if the word 

is a noun or adjective 

  if word[0] not in freqDict: #If word is not 

already in the frequency list, add it 

freqDict[word[0]] = 0 

  freqDict[word[0]] += 1 #Once word is in the 

frequency list, increase its frequency  

    sorted_freqDict = sorted(freqDict.items(), 

key=operator.itemgetter(1)) #Sorts the dictionary by 

frequency 

    sorted_freqDict.reverse() #Reverses the order 

    print("\nWord Count = " + str(wordCount) + "\n") #Prints 

total frequency of search word 

    #print(sorted_freqDict) 

    for word in sorted_freqDict: 

print (word) #Prints each word and frequency 

    #The following lines print the dictionary to a CSV file and 

are optional 

    with open('%sWordCloud.csv' %keyword.lstrip(), 'w') as 

csv_file: 

writer = csv.writer(csv_file) 

for key, value in sorted_freqDict: 

   writer.writerow([key, value]) 

#The lines to run the code 

keyword = input("Enter keyword to be searched: \n") 

dictionary(" " + keyword) 
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Abstract— This study performed text analytics on a large 

dataset of Twitter messages to create a thesaurus of 

cybersecurity terms.  The dataset consisted of 70,115 tweets 

generated by 25 cybersecurity experts.  This study built a 

thesaurus of cybersecurity terms indicative of cybersecurity 

expertise by experimenting with two text-processing tools: 

Python NLP libraries and RapidMiner, and then compared the 

results for accuracy.  The analysis was extended by splitting the 

thesaurus into two groups, and applying the TF-IDF method to 

observe similarities between these groups; the highest similarity 

percentage between the two groups is approximately 50%. The 

final product from this study is a data driven thesaurus that can 

be used to describe a Twitter user as an expert or non-expert 

based upon the content of their Tweets. This thesaurus can be 

used for providing the building blocks for future work in 

modeling cybersecurity expert users. 

Key terms— Data processing, RapidMiner, Python, TF-IDF, 

Thesaurus, Twitter. 

I.  INTRODUCTION 

A. Background 

Social media has been very popular for over a decade. One 

of the most popular social media applications is Twitter. 

Twitter is an online social networking application that allows 

users to post brief messages called “tweets.”  Twitter data can 

become miscellaneous due to the fact that the tweets can 

contain any character input from its users. In other words, 

Twitter data is free text and therefore unstructured as there 

are no tweet writing guidelines such as following grammar 

or spelling rules. There are about 6000 tweets posted every 

single second on Twitter, which amounts to a “big” data 

collection in a relatively short amount of time [16].  This data 

may yield meaningful information. Therefore, text analysis 

systems are designed to support processing of large data sets.  

Indexing and searching through a big data set can be done by 

organizing the information into a thesaurus. A thesaurus, also 

known as the data set, represents a precompiled list of words 

in a given domain of knowledge that provides a standard 

vocabulary for indexing and searching.  For this study, tweets 

related to the field of cybersecurity were collected and 

processed. The focus was on Twitter accounts of well-known 

corporations, government agencies, and research groups that 

work in the cybersecurity space. In this study, these users 

will be referred to as “cybersecurity experts.” 

A previous study [7] focused on the analysis of tweets 

collected from 20 twitter accounts believed to be 

administered by cybersecurity experts.  In that study, words 

related to cybersecurity such as malware or ransomware, 

were selected as key words.  The data set was first pre-

processed by filtering out all the tweets that didn’t contain 

the key words. The data set was filtered further through 

standard text pre-processing techniques including 

tokenization, “stop-word” removal, and lemmatization. The 

processed data was then visualized with the use of word 

maps to highlight the most frequently used words.   This 

study expends on the thesaurus building methodology 

described above in an effort to analyze cybersecurity expert 

models further.  

B. Objectives 

The purpose of this work is to create a cybersecurity 

thesaurus from tweets posted by a group of 25 cybersecurity 

experts. The methodology includes the following key 

components:  

1) Identify 25 frequent twitter users that can be

classified as “cybersecurity experts”.

2) Compile the tweets of each user into a .csv file; each

account will have its own file. Combine these files

into one “data set.”

3) Run text analysis on each user’s data set using two

preprocessing methods:

a. Python Module

b. RapidMiner

4) Split the Python data set into two groups.

5) Run frequency analysis on each group using TF-

IDF method.

6) Compare TF-IDF results to discover text

similarities among experts.

II. LITERATURE REVIEW

Although text analytics is one of the latest research fields, 

it has been used in real world industries to help people solve 

different problems more efficiently. For example, a software 
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by Using Thesaurus Methods for Text Analytics 
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company named, Expert Systems, developed  various 

applications by applying text analytics technique to help: 

finacial operators to demonstrate risk management more 

sufficiently,  healthcare industries to manage knowledge 

documents clear and reliablely, companies to make 

cybercrime preventaion easier, improve user experience in 

customer service and help insurance companies detect fraud 

with structured data [6]. 

In text analytics, it is common to use a dictionary or 

thesaurus to guide one's work. As Tavish Srivastava points 

out dictionaries help with converting unstructured text into 

structured data [13]. When analyzing unstructured text, 

important items may be overlooked due to slang spellings 

and improper grammar. Additionally, terminology can 

change rapidly over time. Dictionaries can be used to quickly 

analyze the general content of two or more data sources and 

to compare and contrast these sources to determine similarity. 

This study aims at applying thesaurus methods to create a 

cybersecurity expert profile.  “Experts are individuals who 

know a great deal about a domain and understand how the 

discipline is organized. This includes an ability to 

comprehend and contribute to the language and methodology 

of the discipline. As an expert, performance becomes more 

intuitive and automatic [3].”  

In previous studies conducted by Danushka, “a sentiment 

sensitive thesaurus was created for the cross-domain 

sentiment classification. The sentiment sensitive thesaurus 

aligns different words that express the same sentiment in 

different domains. Labeled data from multiple source 

domains and unlabeled data from source and target domains 

was used to represent the distribution of features. Lexical 

elements (unigrams and bigrams of word lemma) and 

sentiment elements (rating information) were used to 

represent a user review. For each lexical element they 

measured its relatedness to other lexical elements, and 

grouped related lexical elements to create a sentiment 

sensitive thesaurus. In summary, their thesaurus shows the 

relatedness of lexical elements that appear in source and 

target domains based on context [1].” 

  Tweepy is a popular Python-module for the retrieval of 

tweets. “Tweepy uses the Twitter API to collect and store 

twitter data for any user account [2].”  Once the data is 

gathered in a useable format, the next step is to preprocess 

the data.  “What the data set should show is the content of 

each tweet, this is embedded in the text, and is the first step 

of the analysis [8].” “The work of Dalal and Zaveri on 

general text classification describes text preprocessing. Their 

work includes the following steps: determine sentence 

boundaries, eliminate “stop-words” from the text, and “stem” 

the text. Stop-words are words that are common and serve no 

purpose in determining meaning, such as “an,” “the,” or “of.” 

Stemming involves trimming a word down to its root, usually 

by removing all suffixes and plurals [4].” 

 Another common preprocessing technique is 

Lemmatization. Lemmatization, while similar to stemming, 

can produce better results based on the context of the tweets. 

Another approach to narrow down the searches to only key 

words is term frequency-inverse document frequency, or 

“TF-IDF [17].” This method uses the frequency of words in 

each tweet to determine which words are valuable and which 

words are “noisy.” 

III. METHODOLOGY

A. Identification of Cybersecurity Experts on Twitter 

This study created a cybersecurity expert data set based on 

Twitter data. For the purpose of this study, a cybersecurity 

expert can be any corporation, government entity, or research 

group that frequently posts on cybersecurity-related topics. 

In order to create the data set, twitter accounts were 

investigated, and 25 Twitter users were selected, as listed in 

Table 1.   The selection criteria included number of tweets 

per week and number of followers. A manual yet thorough 

review was completed for each Twitter profile selected. 

Based on the literature review mentioned previously about 

what is an expert, this study applied the same criterion to 

found expert cybersecurity users on Twitter.  

First action was to scan Twitter accounts for well-known 

and highly respected cybersecurity corporations, 

government-related organizations and academic institutions 

or research groups. This narrowed down the analysis to 25 

Twitter handles with a large ‘following’ base, verification 

checks, and high twitter activity. Recent tweets from each 

possible choice were analyzed to validate the ultimate 

selection criteria. For each account, this study included a 

“credentials” column highlighting the expertise criterion, 

and a “field” column to highlight the specific area within the 

cybersecurity domaine corresponding to the account.   

Table I. 25 chosen Twitter experts, their credentials, and what field of 

Cyber Security they can be categorized as 

Account Credentials Field

@Cyber

Government affiliation (department of homeland 

security); large following base; tweets about 

current events in CyberSec General

@CLTCBerkeley

Affiliated with prestigious school; tweets about 

current CyberSec technologies and privacy 

topics General

@NJCybersecurity

Affiliated with well-known school; many tweets 

about security and privacy awareness; current 

events General

@NISTcyber

Government affiliation; NIST implements all of 

today’s CyberSec standards and best practices 

in US General

@NortonOnline

Most well-known anti-virus software; large 

following base; latest news and updates in 

Cyber news Virus

@DarkReading

Large following base; high amount of tweets; 

News about latest CyberSec threats, operated 

by CyberSec professionals from corporations 

including Fidelis General

@TheCyberSecHub

Latest news in attacks, privacy tips; 

vulnerabilities, malware General

@threatintel

Affiliated with Symantec (one of the largest 

data protection companies); large following 

base; latest news in threat intelligence; 

encryption; hacks Network
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Table I shows the criteria used to determine which Twitter 

accounts were chosen for the text analysis.  In the credentials 

column, a brief reasoning is shown on why each account is 

suited to be classified as an expert in cybersecurity.  

B. Extraction of Twitter Data Using Tweepy 

Once the 25 expert Twitter accounts were collected, the 

next step was to extract all the tweets associated with these 

accounts using the Python module Tweepy, 

tweet_dumper.py.  The module asks for the Twitter account 

handle and then pulls all the tweets associated with that 

account into a .csv file.  A total of 70,115 tweets representing 

25 cybersecurity expert users were extracted. In order to 

store the tweets into a .csv file for further processing, the data 

format had to be converted from a list to a 2D array. The .csv 

file had three columns: tweet id, tweet date and time, and 

tweet text.  

C. Processing Data Using Python 

Tweets are free text and therefore can contain any type of 

characters or text. Therefore, it is important to filter out noisy 

data such as misspellings, abbreviations symbols (most 

commonly the “#”), and URLs. Preprocessing techniques 

can assist with normalizing the data.  

In this study, the NTLK library in Python was used to 

normalize the textual data.  

The following normalization tasks were used: tokenization, 

part of speech tagging, case folding, removing Unicode, 

removing links, stemming, lemmatization, and removing 

stop words.  

Tokenization divides sentences into parts called tokens. 

Tokens are then used to divide strings into lists of substrings. 

This task is performed by using word_tokenize functions 

from the NLTK tokenize library [8].” An example from this 

study is for the twitter account @NortonOnline. One of the 

tweets sentence is “How to secure your information in the 

cloud. From encryption to privacy settings.” Tokenization is 

able to break this sentence into 13 individual words.  

Part-of-speech (PoS) tagging “is used to classify words into 

their PoS and label them according the tag set. PoS tagging 

also called as word classes [14].” From this study, after 

tokenization, PoS tagging is done by classifying words 

according to the noun, verb, adjective, etc. 

“Case folding is the procedure to convert words into the 

same pattern [8].” This study has transformed all the 

characters into lowercase by using the “string lower” 

function in Python. 

“Lemmatization is fairly complex because it needs to 

understand the context and determine the part of speech of a 

word.  This means that lemmatization can be a more accurate 

tool when compared to stemming [10].” In this study, the 

lemmatize function is used to find the lemma or root of the 

word from the .csv cybersecurity expert users’ profiles. 

The final task is stop-word removal which “eliminates the 

common and frequent words that may not add real value to 

the tweet itself. This step is conducted by importing the stop 

words list from nltk.corpus library [8].” An example for this 

study is shown with this tweet “Infosec: 5 novels with 

#hacking plot holes that need to be patched.” Stop-word 

removal was able to clean this tweet by removing: “with,” 

“that,” “to,” and “be.” 

After lemmatization is complete, all the words are stored in 

a basic frequency list. If the given word is not present in the 

frequency list, then add that word in the list. If the word is 

already present in the frequency list, then increase the 

Account Credentials Field

@symantec

3rd largest and very well-known 

security/protection corporation; Info on 

products and security technologies and 

offerings for business/users; large following 

base Virus

@McAfee

Large and well-known anti-virus/security 

corporation; large following base; info on 

attacks; malware; viruses; security technologies 

and offerings Virus

@CheckPointSW

Largest data security provider; provides well-

known suite of mobile, cloud, and network 

security products Network

@PaloAltoNtwks

2nd Largest data security provider; large 

following base; tweets a lot about emerging 

security technologies and threats Access Control

@TrendMicro

4th largest security company; large following 

base; well-known for protecting data 

transmission Network

@Fortinet

5th largest pure CyberSec company; provides 

services to over 330K clients incl enterprises, 

ISPs, and government affiliations Network

@Stanford_Cyber

Affiliated with Stanford and 

https://cyber.stanford.edu/. Involved in many 

publications and funded research projects in the 

field of CyberSec General

@proofpoint

Next-generation cybersec company. Known 

for advanced threats and emerging tech Network

@Incapsula_com

Well-known cloud-based security service.  Has 

experience with data protection for websites Network

@CyberArk

Provides solutions for cryptology and password 

management for many fortune 500 companies Access

@avgaunz

Well-known antivirus company based out of 

Australia.  Provides internet and antivirus 

security solutions Virus

@Gemalto

Well-known digital security company that 

provides software applications, secure personal 

devices such as smart cards and tokens. 

Largest provider of SIM cards Access

@LifeLock

Most well-known identity protection 

corporation.  Large twitter following base.

Vast knowledge on protecting user data Access

@ManTech

Worldwide corporation that provides solutions 

for national security programs. Expertise in 

counter intel, analytics, forensics Forensic

@splunk

Large provider of monitoring software for 

fortune 500 companies.  Large follower base, 

high amount of tweets Monitor

@VERISIGN

One of the largest providers of domain names 

and internet security, related to SSL and 

encryption.  Large follower base and many 

tweets regarding web security Network

@digicert

Well-known company that provides web 

security through SSL certificates and IoT 

security Network
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frequency counter. This means that the results will contain 

the search word and the frequency in the .csv file. 

  After the preprocessing was completed, “TF-IDF [17]” 

method was applied to identify the most important words in 

the data set. “TF stands for Term Frequency and measures 

how commonly a word or text appears in the data set. Since 

tweets can be very “noisy,” it is possible that a word can 

appear more times in one tweet compared to another. 

Therefore, the term frequency needs to be separated by the 

total number of words shown in the tweet. IDF stands for 

Inverse Document Frequency, this uses the frequency of 

each word to determine how important the word actually 

is[15].” high level work flow of this data process is shown in 

Fig. 1. 

Fig. 1 Workflow of Data Processing using Python Libraries. 

D. Processing Data Using RapidMiner 

“Mining unstructured data with statistical modeling and 

machine learning techniques is a challenge, because the 

natural language text is inconsistent in syntax and semantics 

[18].”  In order to ensure this study utilized the best tools, 

another preprocessing tool called “RapidMiner was tested to 

process the data [9].” “RapidMiner provides learning 

schemes, models and algorithms and can be extended using 

R and Python scripts [11].” 

There are different extensions that can be used for text 

analytics in RapidMiner.  This analysis used Text Analysis 

by AYLIEN, Information Extraction, and Text Processing. 

After several trials, it was discovered that Text Processing is 

the suitable extension tool for processing the data from the 

.csv files.  Text Processing includes various operators such 

as Tokenization, Extraction, Filtering, Stemming and 

Transformation. This test case used Read Document, 

Documents to Data, Process Documents, Tokenize, 

Transform Cases, Filter Stopwords and Generate n-Grams 

(Terms). 

There are various ways to load text into RapidMiner, from 

copy and paste, to HTML files, to database reads. Before 

processing, the first step was to load the text into 

RapidMiner. Since this study used Tweepy to extract the data 

from twitter into .csv files, then RapidMiner required the 

Read Document operator to make the .csv files readable. The 

second step was to use the “transfer the documents to data” 

operator. The steps were to drag the operator “Documents to 

Data” from operators’ menu to the Process console, then link 

those two operators by connecting the out option from “Read 

Document” operator to the doc option in “Documents to 

Data” operator. This process takes each input collection 

document, and generates the data set for it. The text 

contained in the document is stored in a nominal attribute, 

which is a proper noun for one inside function of 

RapidMiner. If RapidMiner finds a label or metadata such as 

filename, then a label attribute is created within the program. 

This determines how the data is represented internally after 

the report is generated. 

Once the data is successfully pre-processed into 

RapidMiner, run the console to obtain the results. This step 

generates a detailed table with row number, data type, 

metadata file, file type, path and date. The analysis can now 

continue with getting a word frequency table. In this step, the 

“Process Documents from Data” operator was used, which 

checked the tokens of a document, then used it to generate a 

vector numerically representing the document; the data type 

is Boolean.  The next step is vector creation.  RapidMiner 

selected the schema for creating the word vector, the range 

is: TF-IDF, Term Frequency, Term Occurrences and Binary 

Term Occurrences. In this case, the default is TF-IDF. The 

process flow for RapidMiner is shown in Figure 2. Within 

the Process Documents from Data operator, Tokenize, 

Transform Cases, Filter Stopwords(English), Filter 

Stopwords(Dictionary), Filter Tokens(by Length), and 

Generate n-Grams(Terms) operators were used. The 

Tokenize operator broke each tweet into phrases or words. 

The purpose for this tokenization is to identify the actual 

meaningful keywords for cybersecurity experts. A parser is 

needed for information retrieval because it is able to 

processes the tokenization from the file. It seems 

unnecessary because the data extracted from twitter are .csv 

files, which means during the tokenization, the incoming 

document was split into tokens on each of these characters, 

and the language for the used part of speech (POS) tagger is 

English.  
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Second, “Transform Cases” operator was used to 

lowercase all the text from the data. Third, two operators 

were used to remove the stop words: “Filter 

Stopwords(English)” and “Filter Stopwords(Dictionary).” 

These operators filter English stopwords from a document by 

removing every token which equals a stopword from a built-

in stopword list. 

Fig. 2 By creating a workflow of Data Processing using RapidMiner, it 

will be able to compare the differences with Python method and how it 

influenced the results. 

For RapidMiner to work properly, every token should 

represent a single English word only. That is why it was 

needed to tokenize the document by applying the Tokenize 

operator beforehand.  This helped obtain a document with 

each token representing a single word. After the English 

stopwords were filtered out, some unnecessary 

characters/words still remained, such as “http.” A dictionary 

file was created by adding stopwords that were not 

previously captured. This step is done manually. Therefore, 

this concluded that the use of Python method is better than 

RapidMiner because Python is almost fully automated.  

To improve on the accuracy of the results, this study 

filtered the tokens further by setting the length between 3 and 

25 characters. The last step was to generate the terms by 

creating a series of consecutive tokens of length. Using the 

table format discussed previously, the operator was linked to 

the result output and ran through the console to get the final 

results in a machine-readable format. However, some special 

characters remained including: punctuation, parentheses and 

hyphens. 

E. Comparing the data set with TF-IDF method 

  In order to test the theory described in Section B, the use 

of TF-IDF to describe the relative weight of a word was 

implemented. In this study, a Python program was written to 

calculate the total number of words, total number of words 

that are similar, and percentage of similarity between two 

groups of twitter cybersecurity experts.  

A specific word may appear in many tweets, which means 

that in those cases the IDF will be zero, resulting in a zero 

TF-IDF for all tweets for that specific word. In particular, 

words that do not help in deciding the correct words that 

relate to cybersecurity are automatically filtered out, as their 

TF-IDF value will be zero. Therefore, these words are 

eliminated from the word frequency list and not included in 

the thesaurus [15]. 
For this study, a program called Tfidf.py was used to 

calculate TF-IDF. This python code requires two input files 

of two different expert users. The program reads the two 

columns from the .csv file which contains words and its 

frequency from each .csv file. The words from each .csv file 

are stored in separate bag of words. Using union function, 

the program joins these two strings from the two different 

.csv files. Then it created a dictionary to keep the word count 

for each user. The words are counted from the bag of words 

for each user. After this, a matrix of words is created. Using 

the computeTF() function, the words are ranked according to 

the relevance. Next was to compute the IDF. To calculate 

IDF, the first step was to count the number of tweets that 

contains a particular word, divide it by total number of tweets 

and take log of that division. This produced the TF and IDF. 

Results were stored in the form of csv file. This csv file 

contains 3 columns: word, TF, IDF.  

IV. RESULTS

A. Compare Python and Rapid Miner Results 

Excel was used to create the rank table by taking the input of 

the top 25 frequency words from one expert sample. The title 

of the total three columns are the rank of the words, the name 

of the word, and frequency for the exact times the words 

appeared in this profile’s total tweets. This table can show 

the top frequency words clearly and gives an easy to read 

format when comparing the two processing methods: Python 

and RapidMiner. After supplying all the values, it produces 

the graph shown in Table II. This table shows the user 

@threatintel as an example. The table represents the most 

frequently used words by this “cybersecurity expert.” 

The data shown in Table II is related to an expert because 

of the frequency and meaning of each term. The analysis 
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suggests that a novice or individual with little cybersecurity 

knowledge would not use these terms as frequent as 

@threatintel does. 

Table II.  Selected top 25 words from the frequency table generated by the 

two methods for cybersecurity expert twitter account @threatintel 

In order to process a Twitter expert’s tweets, two methods 

described above; RapidMiner and Python were tested.  The 

similarities between the tools lay within the preprocessing 

techniques.  Both methods used tokenization, stemming, stop 

word removal, and case folding.  However, where the Python 

module took it one step further was with the lemmatization. 

This was able to give the data the extra set of cleaning based 

on the context of the text and produce a slightly more 

narrowed down version of the cybersecurity terms. The 

results are slightly different, which proves that both methods 

of preprocessing are not the exact same. One disadvantage 

with using RapidMiner is that it cannot output the results as 

an Excel file or other files with our source file, users can only 

view within the application. Another disadvantage is it is not 

flexible as Python in terms of input different types of source 

files, as well as further analytics. For example, there are some 

TF-IDF operators that is for analyzing text files, but no 

operators are suitable for analyzing the .csv source file in this 

study. In addition, RapidMiner cannot analyze larger data 

sets unless the user pays for the additional functions. An 

example was it would not analyze the merged .csv file 

because it contained 70,115 tweets for all the 25 

cybersecurity accounts.   

B. Thesaurus for All 25 Profiles 

Based on the disadvantages of RapidMiner, it was decided 

to continue the analysis using Python. Therefore, all 25 

profiles were merged into one .csv file, to create a data set. 

Table III shows the top 50 frequency words in this 25-user 

data set.  

Table III. Top 50 frequency words from the thesaurus for all 25 profiles 

C. TF-IDF Method Results 

The TF-IDF applied in Python adds a level of 

sophistication to the frequency analysis that will increase the 

number of actual expert related terms received and minimize 

the common and typical cybersecurity terms.  

To prove the study was successful and able to create the 

accurate expert dictionary, several tests were performed. 

First, the users were randomly split into two groups; Group 

A which consisted of 13 users and totaled 37,807 tweets and 

then Group B which contained 12 users and totaled 32,308 

tweets. Once all the .csv files for each group were merged, 

the data was processed with Python using the TF-IDF 

method. After comparing all the words for Group A and 

Group B, a total of 20866 words was found. This analysis 

obtained a similarity word count of 6567. The percentage of 

the similarity between the two groups is 31.47%. In order to 

identify patterns in the data, this study experimented with 

different numbers of words as shown in Table IV. This study 

achieved the highest similarity percentage of 57.52% with 

the top 750 words.  

Word Frequency Frequency Frequency

1 infosec 520 infosec 522

2 cybersecurity 400 cybersecurity 402

3 security 235 security 256

4 attack 233 symantec 240

5 malware 219 malware 239

6 ransomware 201 ransomware 215

7 data 152 attacks 175

8 device 149 data 159

9 vulnerability 124 iot 140

10 privacy 118 android 132

11 tech 118 tech 131

12 threat 116 devices 121

13 scam 108 privacy 118

14 patch 106 attackers 112

15 wannacry 101 cyber 112

16 email 100 hacking 110

17 update 95 read 110

18 android 93 wannacry 106

19 user 90 bug 102

20 history 88 icymi 95

21 symantec 84 million 91

22 tip 83 google 88

23 attacker 81 history 88

24 cyber 81 users 87

25 read 77 online 86

Python Results Rapid Miner Results
Rank
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Table IV. Similarities with different words amount 

Moreover, the 25 profiles were split into group A and group 

B by evenly distributing the experts based on the sub-fields 

represented by each profile as shown in Table V. 

Table V. Set the group by fields 

  These new groups were compared using the same method, 

providing the results shown in Table VI. The results are 

similar when comparing the percentage between Tables IV 

and VI. 
Table VI. Similarities based on Table V 

Another approach to determine which terms belongs to the 

thesaurus is to take those terms that are in the top frequencies 

of multiple lists. For example, Table VII shows the 31 words 

that occur in both Group A and Group B from Table IV. 

These words are deemed relevant due to their appearance in 

both groups. 

Table VII. Top 31 frequency words occurring from Table IV in both 

Group A and Group B of TF-IDF study 

Another method of obtaining a thesaurus using TF-IDF 

was also researched.   In this study, the top 20 frequent words 

of each of the 25 cybersecurity experts were gathered, 

making the total word count 500 words. A TF-IDF ‘score’ 

for these 25 documents was then computed.  In order to 

calculate this ‘score’, a python module called 

“tfidfdocuments.py” was developed. The higher the ‘score’, 

then the more important the word. After running the 25 

documents through the Python program, the highest TF-IDF 

score came out to “0.12629”. 40 total words with the high 

score were chosen. The words are shown in Table VIII 

below.  

Table VIII. Highest scored TF-IDF words from top 500 words 

 

 

Word

Scam

password

Spam

User

Safe

microsoft

mobilesecurity

Host

master

cyberark

privileged

credential

access

privilege

crash

breach

contact

authentication

Site

Bot

botnet

webperf

lifelock

system

task

order

framework

incident

advisory

crime

trap

proofpoint

fraud

compliance

visibility

malicious

splunk

share

analytics

devops
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V. CONCLUSION 

Text analytics is a powerful way to examine data.  The 

analysis above demonstrated that preprocessing can be used 

on a corpus of Tweets to build a thesaurus on a specific topic.  

The text analysis and frequency analysis that was performed 

on a data set of over 70,000 Tweets was able to show a high 

percentage of similarities among all 25 “expert” users.  Even 

though each user was different and had their own record with 

thousands of Tweets, the analysis was able to pick out the 

cybersecurity related terms that they tweeted most about and 

then use that information to determine which of these words 

were important to this analysis, and which ones were 

“noise.”  As a result, this study generated a highly filtered 

thesaurus of expert cybersecurity related words.  The final 

product is a data driven thesaurus that can be used to identify 

a Twitter user as an expert or non-expert based upon the 

content of their Tweets. 

For future work, researchers can also try to compare all 25 

profiles at the same time, to see what similarities are found 

among the experts. For example, select top 50 to 100 for each 

profile, then run TF-IDF on all 25 documents, to see what 

data frame it will get, and what they can do with those data. 

This approach may able to find to correct similar top frequent 

words, and those words can be a more accurate for building 

a thesaurus for cybersecurity expert. In addition, researchers 

can also set up a certain number for the similarity percentage, 

for example if the similarity percentage is around or above 

50%, then assume it is a cybersecurity expert. However, to 

evaluate whether the percentage is suitable more supportive 

evidence is needed. Researchers can also look back to all the 

processes in this study, compare with similar studies that 

have been done, to see whether other approaches could 

provide improved results.  
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Abstract—Weather prediction is the application of technology to 

predict the weather for a given location based on historical or 

current data as applicable. It has been getting a lot of attention due 

to the unexpected changes that have been occurring. A very large 

amount of weather data is recorded because of the number of 

sites, the number of data elements and because the observations 

are recorded hourly. Using traditional methods to analyze the data 

has become very resource dependent. This amount of data makes 

weather analysis and prediction an ideal candidate for Big Data 

technology. This project focuses on predicting the target location’s 

barometric pressure by using the data recorded from sites around 

it and uses a novel regression model, which combines several 

important factors of weather data to enhance the prediction rate. 

Key words: Weather Prediction; Big Data; Regression Model; 

Weather Pressure. 

1. Introduction

Weather prediction is the application of science and
technology to predict the conditions of the atmosphere for 
a given location and time by collecting quantitative data 
about the current state of the atmosphere at a given place 
[1]. The prediction of climate has proven to be very 
important and useful for it is always relating to the judgment 
of government to help protect the growth of agricultural 
crops, the warning of hurricanes, floods and so on. However, 
the conditions’ analysis is usually combined with large 
volume of data, which made it a significant challenge and a 
good candidate for Big data technology. 

MapReduce is one of the best-known Big Data methods 
for turning raw data into useful information. It is a method 
for taking large data sets and performing computations on it 
across multiple computers, in parallel. It serve as a model for 
how to program, and is often used to refer to the actual 
implementation of this model [2]. Thus, it is used as general 
model in many technologies such as Apache Hadoop which 
is perhaps the most influential and established tool for 
analyzing big data. 

The Hadoop with MapReduce has been the leading open 
source framework for many years while the Apache Spark [3] 

has become the lingua franca of big data analytics for many 
organizations because of its fast data processing and ease of 
development. The Apache Spark combined with R platform 
is used for our work due to its real-time streamed data 
analyze and generality. 

The weather data is always collected by the weather 
station directly. However, can we get the weather data 
quickly if the sensors at a weather station are not functioning 
for some reason? The weather information in an area usually 
affect each other. Thus, we make a hypothesis that the 
weather conditions can be calculated for a site from weather 
data collected from the stations around the target site using 
a model constructed from the data analysis. 

The goal in our project is to predict the target locations 
weather information by a new model using the weather data 
sets from the cities around the destination. We will analyze 
the data and create a model for the prediction. A novel 
regression line model, combined with standard distance is 
supplied to describe the information of the test. We will also 
do a comparison between the new and original models to 
show the improvements of our work. 

The remainder of this paper is organized as follows: 

• Section two introduces recent research based on the
weather prediction with different methods and
models.

• Section three introduces the backgrounds of this
research.

• Section four introduces the methods and models we
use.

• The rest of the sections introduce our experiments
on this project, conclusion, our enhancement and
future works.

2. Literature Review

Weather prediction is a hot topic. Much related research
has been done with different models and methods. This 
section covers a number of papers in this field, which were 
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published recently. A detailed analysis is supplied for each 
study to show their advantages and improvements. 

In [4], the author introduces a novel Train Delay 
Prediction System whose function is to provide an integrated 
and holistic view of operational performance and enable 
high levels of rail operations efficiency of the Italian railway 
network. The weather data is working as the exogenous 
sources combined with historical data of train movements to 
build this reliable and robust data-driven model. Four 
different methods such as RFI systems, Random Forest 
algorithm, kerneled version of RLS and Extreme learning 
Machine are supplied to make the comparisons to prove the 
novel RFI with weather data perform up to twice better than 
the current state-of-the-art-methodologies. Meanwhile, 
more data sources would be add to the system as the 
conditions to improve the new system in the future. 

Khalid and Mazlina supply a Big Data Prediction 
Framework [5] for temperature based on MapReduce to 
improve the accurate prediction rate of weather. This new 
framework gives faster processing of data due to its highly 
parallelization and distributed characteristics. The 
experiment environment is based on a cluster with three PCs 
(one as name Node while the others work as data Node). 
Their result shows that the additional of more systems to the 
distributed network gives faster processing of the data 
processing and the combination of big data technology and 
commercial industry has the potential to greatly enhance 
the weather forecast’s efficiency. 

Dr.Asha and Shobha [6] describe a data mining study of 
agricultural meteorological patterns collected from the 
meteorological center of Bengaluru district. K-means and 
Hierarchical clustering techniques are used to exact patterns 
and obtain results, which play a crucial role in the decision 
making for sustainable agriculture. The result analysis is 
clustered by the types of crops such as mango, grapes, 
potatoes, and so on for each one has different conditions for 
analysis. The results show that the cluster techniques are 
effective to predict the information of weather details and 
the Hierarchical algorithm performs better than K-means. 

In [7], the authors introduce a project that aims to 
forecast the chances of rainfall by using predictive analysis 
in Hadoop. This model captures relationships among many 
factors in the data to assign a score or weight pattern for 
future rainfall prediction by using historical data. The 
process is in an efficient manner for the large volume of data 
can be well processed by the big data techniques. The main 
method for the analysis is classify the weather type by using 
Naive Bayes with the weather data attribute of humidity. 
The system design and the plot of mean, maximum and 
precipitation parameter of humidity are supplied to improve 
that the more weather information can be efficiently 
predicted by using Naive Bayes in Hadoop Framework. 

Po-Chen Chen and Mladen Kezunovic demonstrate a way 
to utilize historical weather data and climate change 
projections in a large (macro) geographical area to predict 

future electric load patterns in a relatively small (micro) 
geographical area in their paper [8]. The impact of 
temperature rising is based on the load while the deviations 
of the result is large depending on the changing data. Both 
the data and model are from Coupled Model 
Intercomparison Project 5. The future and historical peak 
load consumption are both supplied to show that the novel 
framework is proposed and its efficiency is higher than most 
models, which are also aimed at this research for it shows 
larger numbers for the temperature’s increase. 

Vincent and Katherine describe a method for lossy 
compression of weather data [9] by representing the data as 
a sparse and adaptive subset. This output is used for solving 
an optimization problem for the minimal loss of information. 
The series methods are combined with Numerical Weather 
Prediction (NWP) to support those users who require 
substantially smaller data sets in exchange for some loss of 
information. Mean squared error (MSE) and peak-signal to 
noise ratio (PSNR) are used to judge the performance of 
various algorithms while the long running Genetic Algorithm 
(GA) gives the highest PSNR and the least loss of information. 
They enhance the result that the large data sets can be 
reduced to the size of an email attachment and the loss of 
information can be minimized by use of adaptive sampling. 

In [10], the author proposes to use a geostatistical 
interpolation technique called Kriging to create short term 
weather predictions from scattered weather observations 
derived from surveillance data. This method can accurately 
capture the spatio-temporal distribution of the temperature 
and wind data, which allows obtaining high-quality local, 
short-term weather predictions and providing at the same 
time a measure of the uncertainty associated with the 
prediction. For their research, the UK-ST framework has 
been particularized with the trend models and can be used 
to predict the spatio-temporal variograms focusing on 
temperature and wind speeds. Many methods are supplied 
while the cross-validation is supplied to prove that wind and 
temperature models generated using this technique can 
accurately capture the spatio-temporal distribution of these 
weather variables. 

3. Background

Our project combines Apache Spark and a linear

regression model. This section will introduce the basic 

information of Big Data and Regression model we use in our 

research. 3.1. Big Data 

Big data is high volume, velocity and variety data set 
module [11]. It is a term , which describes the large volume 
of data, both structured and unstructured, which inundates 
a business on a day-to-day basis. However, it’s not the 
amount of data, it is what the organizations does with the 
data and the related analysis based on that data. Big data 
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can be analyzed for insights, which can lead to better 
decisions and strategic business moves. 

Big data originals model is 3V model as follows: 

• Volume: Big data implies enormous volumes of data.
The volume of big data to be analyzed is massive.

• Variety: The variety means that the data sets have
many different types of data, including structured
and unstructured.

• Velocity: It refers to the speed at which new data is
generated and the speed at which data moves
around.

Further research on big data has exposed two new 
characteristics and these have been added into the 3V 
model. The new characteristics are Veracity 
(Trustworthiness of data) and Value (It is well and good to 
have access to big data, but if it doesn’t have value, it is 
useless) to make the 5V model now (shown in figure.1). 

Figure 1. Big Data’s 5V Model

3.2. Apache Spark 

Apache Spark [12] is a fast and general engine for 
largescale data processing which is known for its speed, ease 
of use and generality and can be run on many platforms such 
as Hadoop, Mesos, standalone, or in the cloud. It can access 
diverse data sources including HDFS, Cassandra, HBase, and 
S3. It contains five components (shown in figure.2): 

• Apache Spark Core: The foundation for parallel and
distributed processing of large data sets. It provides
In-Memory computing and referencing data sets in
external storage systems.

• Spark SQL: The component on top of Spark Core
which introduces a new data abstraction called

Schema RDD. RDD: Resilient Distributed Data sets. 

• Spark Streaming: It ingests data in mini-batches and
performs RDD transformations on those
minibatches of data.

• MLib(Machine learning Library)is a low-level
machine learning library that can be called from
Scala, Python and Java programming languages.

• GraphX: It is an Apache Sparks API for graphs and
graph-parallel computation. This component
supports multiple use cases like social network
analysis, recommendation and fraud detection.
Other graph databases can also be used but they
require several systems to create the entire
computation pipeline.

Figure 2. Apache Spark’s Ecosystem

Resilient Distributed Data sets (RDD) [13] is the fundamental 
data structure of Spark. It is an immutable distributed 
collection of objects. Each data set in RDD is divided into 
logical partitions, which may be computed on different 
nodes of the cluster. RDDs can be described as: 

• Immutable distributed collection of objects.

• A read-only, logically partitioned
collection of record. 

• Many types of classes are supported by RDD such as
python, java and so on

• Parallelizing an existing collection or Referencing a
data set in an external storage system are the two
ways to create an RDD.

RDD supports in-memory processing computation. This 
means, it stores the state of memory as an object across the 
jobs and the object is shareable between those jobs. Data 
sharing in memory is 10 to 100 times faster than network 
and disk, which is usually used by MapReduce. Thus, the 
Spark’s processing speed is much faster than MapReduce, 
which spends more than 90 percent of the time doing HDFS 
read-write operations. 
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3.3. Regression model 

Regression analysis [14] is a set of statistical processes 
for estimating the relationships among variables. It includes 
many techniques for modeling and analyzing several 
variables, when the focus is on the relationship between a 
dependent variable and one or more independent variables. 

A function of the independent variables called the 
regression function is to be estimated. In regression analysis, 
it is also of interest to characterize the variation of the 
dependent variable around the prediction of the regression 
function using a probability distribution. The function of 
linear regression can be described as: 

• Given a variable y and a number of variables X1, ..., Xp 

that may be related to y, linear regression analysis 
can be applied to quantify the strength of the 
relationship between y and the Xj, to assess which 
Xj may have no relationship with y at all, and to 
identify which subsets of the Xj contain redundant 
information about y (shown in formula 1). 

y=

(1) 

4. Methodology and Data set

Our project aims at predict the barometric station
pressure at the target, dependent, location from data 
recorded at the independent weather stations which are 
around the target. In order to improve the prediction rate, 
we include the distance of each independent weather 
station to the dependent weather station to the model. This 
section will describe the information in the data sets and the 
model we built. 

4.1. Information of data sets 

The data set we used is from the National Oceanic and 
Atmospheric Administration (NOAA). It contains weather 
information for 2016 from eight different cities in New York 
State; Binghamton, Buffalo, Cattaraugus, Dansville, Penn 
Yan, Rochester, Syracuse, and Wellsville (shown in figure.3). 
Our target location is the Penn Yan weather sta- 

Figure 3. The information of weather stations

tion, which is marked with red hexagon. This data set has 20 
different attributes, which are recorded hourly. After our 
analysis, we choose five attributes (HourlyDryBulbTemp, 
HourlyWetBulbTemp, HourlyDewPointTemp, 
HoulyRelativeHumidity and HourlyWindSpeed) as the 
parameter for our regression model analysis. 

4.2. Model Design 

For our project, we set three steps to get the final model: 

1) For the hypothesis, the Pen Yann station’s weather
sensors is not functioning, thus we need to collect 
the required data from the other seven weather 
stations. We generated the regression model for 
each weather station, the relation is between the 
station pressure and the five attribute we choose, 
taking Binghamton’s data set as an example, the 
information of its coefficients of model is shown in 
figure 3. The resulting equation is: 

Figure 4. Coefficients of Binghamton

y1=28.8104659-0.108434x1+0.0107605x2 

+0.000434x3-0.0049781x4-0.0179267x5 

(2) 
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2) We use different cities’ regression model to test
each city’s pressure. Then we combined them
together with the target location’s pressure
attributes to build the new data sets that are used to
calculate target location’s pressure.

3) For the new data set, we calculate the distance for
each cities using its latitudes and longitude, and set

the log
100 (distance) combined with pressure from

each cities as the parameter to build the new model.
The coefficients are shown in figure 4.

Figure 5. Coefficients of the new model

The resulting model is: 

α = 20.06821 + 0.24991y1/log100(d1) - 

0.04926y2/log100(d2) + 0.05130y3/log100(d3) 

+ 0.02154y4/log100(d4) + 0.04327y5/log100(d5) 

+ 0.06970y6/log100(d6) - 0.07519y7/log100(d7) 

(3) 

5. Experiment results and analysis

In this section, we will introduce the characteristic
analysis of this model and the prediction result what we got. 

5.1. Model check 

The quality of a regression model is usually judged from 
many aspects. We analyze our model from three ways to 
check its efficiency. The figure.6 shows the normal Quantile 
Quantile plot (Q Q) of this model which can reflect the 
distribution of the predict pressure’s probability 
distributions against the original data sets. We can find that 
the linearity of points reflects that most of the data fits this 
model well and is normally distributed. 

Figure 6. The normal QQ of model

The figure.7 shows the information of residuals vs fitted 
for this model. we can find that the model mostly meet the 
liner model assumption and the residuals are not too far 
away from 0, the abstract standardized values are less than 
0.5 to make sure the assumption’s linearity and 
homoscedasticity. 

Figure 7. The residuals vs fitted

5.2. Result analysis 

We use the model to get the prediction station pressure 
while the result cannot be matched exactly, the figure.8 
shows the range of the differences between the calculated 
values and the actual values. 

Figure 8. The range analysis of the result

We first selected the error limit of 0.25 as our criteria for 
having an accurate result. Figure.9 shows the distribution of 
the information of detection and we achieved a 78% 
accuracy rate. 
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Figure 9. Prediction Rate

In order to get a more realistic error limit we did a 

K-Means clustering on the range of differences shown in 
Figure.10 We found that we had two clusters with centers at 
0.09 and 0.32. We set the error limit to 0.32 to improve 

Figure 10. The cluster by using k-means

the accuracy rate. The distributed information is shown in 
Figure.11 and the prediction rate is about 88.78%. 

[8] Po-Chen Chen; Mladen Kezunovic,”Load consumption prediction 
utilizing historical weather data and climate change projections”, 2017 19th 
International Conference on Intelligent System Application to Power Systems 
(ISAP),Year: 2017,Pages: 1 - 6.

[9] Vincent van Leijen; Marijn Boone; Katherine Horgan,”Making 
numerical weather predictions portable compression of weather data for use 
in radar propagation modeling”, 2017 USNC-URSI Radio Science Meeting (Joint 
with AP-S Symposium) ,Year: 2017 ,Pages: 1 - 2.

[10] R. Dalmau, M. Perez-Batlle, and X. Prats. “Estimation and 
prediction of weather variables from surveillance data using spatio-temporal 
Kriging”. 2017 IEEE/AIAA 36th Digital Avionics Systems Conference (DASC). 
Year: 2017, Pages 1-8.

[11] Li, Jingui, Xuelian Lin, Xiaolong Cui, and Yue Ye., “Improving the 
shuffle of hadoop mapreduce”. Cloud Computing Technology and Science 
(CloudCom), 2013 IEEE 5th International Conference on, vol.

1, pp. 266-273. IEEE, 2013

[12] https://www.tutorialspoint.com/apache spark/apache spark 
rdd.html

[13] https://en.wikipedia.org/wiki/Regression analysis Figure 11. The 

distribution of Truth table

6. Conclusion and Future Work

From the result and model analysis, we can prove that
our model reflects the target location’s weather information 
with the prediction rate of 88.78%. Using big data 
technology, we enhanced the efficiency of dealing with large 
amount of weather data. However, the weather information 
prediction is only a basic use of these techniques. There are 
also many other weather feature predictions to explore. For 
our future work, we will continue the related researches in 
two ways. We will build models to predict other weather 
metrics, such as rain, fog and so on, to see if the regression 
model can make good predictions on other conditions. 
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Meanwhile, we will also use the historical data in one place 
to find the rules to predict future weather information. 
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Abstract— Deep Learning is about learning multiple levels of 

representation and abstraction that help to make sense of data such 

as images, sound, and text. For individuals who are new to studying 

and researching Deep Learning, TensorFlow is a popular tool that 

has been sought for machine learning, mainly as it’s designed for 

deep neural network models. While TensorFlow has only been 

available for a few years, it has quickly become the most popular 

open source machine-learning project on GitHub. In this paper, we 

utilize the power of TensorFlow to train a convolutional neural 

network to detect a number of cells in early mouse embryos. In 

theory, to run such a large computational model, researchers today 

look to the cloud for their solution to execute such a model. From 

this research, we find that someone new to Deep Learning does not 

always need to go to a cloud solution for best results, especially if he 

or she is new to Deep Learning.  Utilizing a GPU via a powerful cloud 

solution results in a quicker performance. This research shows that 

utilizing local PC power via CPUs helps with setup time, frustration, 

and cost. 

Index Terms— Convolutional Neural Network, Deep Learning, 

Machine Learning, TensorFlow, Artificial Intelligence 

I. INTRODUCTION 

In this paper, we present an introduction to Machine and Deep 

Learning. We proceed to an overview of TensorFlow, a deep 

learning framework that was chosen to run our deep neural 

network models tests. Lastly, the data selected and setup of our 

experiment utilizing deep learning to detect a number of cells 

in mouse embryos is explained. 

A. Machine Learning 

Machine Learning is a field of computer science that uses 

statistical techniques to give computer systems the ability to 

"learn" with data, without being explicitly programmed [1]. 

This type of learning progressively improves performance on 

specific tasks.   

Arthur Samuel, originator of the term Machine Learning 

defined it as the field of study that gives computers the ability 

to learn without being explicitly programmed. 

Machine Learning enables computational models that are 

composed of multiple processing layers to learn  

representations of data with multiple levels of abstraction. 

Machine Learning has dramatically improved state-of-the-art 

speech recognition, visual object recognition, object detection, 

and domains such as drug discovery and genomics [2]. 

Deep Learning is a new area of Machine Learning research, 

which has been introduced with the objective of moving 

Machine Learning closer to one of its original goals: Artificial 

Intelligence 

B. Deep Learning 

Deep learning solves the central problem in representation 

learning by introducing representations that are expressed in 

terms of simpler representations.  

Fig. 1.1 shows how a deep learning system represents an 

image of a person by combining simpler concepts, such as 

corners and contours, which are in turn defined in terms of 

edges. The quintessential example of a deep learning model is 

the feedforward deep network, or multilayer perceptron (MLP). 

A multilayer perceptron is a mathematical function mapping a 

set of input values to output values. The function is formed by 

composing many simpler functions. We can think of each 

application of a different mathematical function as providing a 

new representation of the input [3]. 

Fig. 1. Illustration of a deep learning model 

Deep learning performs the machine learning process using 

an artificial neural net that is composed of a number of levels 

arranged in a hierarchy. The network learns something simple 

at the initial level in the hierarchy and then sends this 

information to the next level which combines this simple 

information into something that is a bit more complex and 

passes it on to a third level. This process continues as each level 
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in the hierarchy builds something more complex out of the input 

it received from the previous level [4].  

The idea of having the machine learn the best representation 

for the data is one facet of deep learning. Another aspect of deep 

learning is that depth enables the computer to learn a multistep 

computer program. Each layer of the representation can be 

thought of as the state of the computer’s memory after 

executing another set of instructions in parallel. Networks with 

greater depth can execute more instructions in sequence. 

Sequential instructions offer great power because later 

instructions can refer back to the results of earlier instructions. 

According to this view of deep learning, not all the information 

in a layer’s activations necessarily encode factors of variation 

that explain the input. The representation also stores state 

information that helps to execute a program that can make sense 

of the input. This state information could be analogous to a 

counter or pointer in a traditional computer program. It has 

nothing to do with the content of the input specifically, but it 

helps the model to organize its processing.  

There are two main ways of measuring the depth of a model. 

The first view is based on the number of sequential instructions 

that must be executed to evaluate the architecture.  

Another approach, used by deep probabilistic models, 

regards the depth of a model as being not the depth of the 

computational graph but the depth of the graph describing how 

concepts are related to each other. In this case, the depth of the 

flowchart of the computations needed to compute the 

representation of each concept might be much deeper than the 

graph of the concepts themselves [3]. 

As with the need for computation power, the use of tensors 

is needed to simplify and coordinate rules in which numerous 

arrays can be used to break down and use highly complex 

dimensional data. 

C. Tensor in TensorFlow 

TensorFlow, as the name indicates, is a framework to define 

and run computations involving tensors. A tensor is a 

generalization of vectors and matrices to potentially higher 

dimensions. Tensors represent quantities. Tensors provide a 

natural and concise mathematical framework for formulating 

and solving problems in areas of physics such as elasticity, fluid 

mechanics, and general relativity [5].  Tensors are simply arrays 

of numbers, or functions, which transform according to certain 

rules under a change of coordinates. 

D. TensorFlow 

TensorFlow is an open-source software library for dataflow 

programming across a range of tasks. It is a symbolic math 

library and is also used for machine learning applications such 

as neural networks [6]. Despite being relatively new, 

TensorFlow has already found wide adoption as a common 

platform for such work, thanks to its powerful abstractions and 

ease of use.  TensorFlow provides primitives for defining 

functions on tensors and automatically computing their 

derivatives. Internally, TensorFlow represents tensors as n-

dimensional arrays of base datatypes. 

TensorFlow was originally developed by Google‘s Brain 

Team within Google's Machine Intelligence research 

organization. This solution was created for machine learning 

and deep neural networks research, but the system is general 

enough to be applicable in a wide variety of other domains as 

well. TensorFlow is cross-platform. It runs on nearly 

everything: GPUs and CPUs—including mobile and embedded 

platforms. Currently, TensorFlow is supported on Linux, Mac, 

and Windows [7] 

The main architecture of TensorFlow consists of the 

following.  

1) Rank – Defines structure if the Tensor

2) Shapes – How we write or represent it in TensorFlow

defines dimensionality 

3) Types – Structure of the kind of data used by an end user

E. Advantages of TensorFlow 

 Flexibility of representations

 Support from large companies such as Google

 Highly scalable across many machine and large

datasets

 Has both a C++ and Python interfaces

 Performance calculations both on CPU and GPU

 Supports for parallel and asynchronous computation

 Benefits large computational problems and

distributed heterogeneous computation environments

 Tools to build and visualize the data for networks and

Neural networks.

F. Other Frameworks 

Other frameworks that compete, or are compatible to 

TensorFlow include:  

 PyTorch

 Keras

 Lasagne

 Blocks

 Pylearn2

II. PROBLEM

TensorFlow has emerged as one of the top frameworks, 

which has been known to excel on multiple platforms and 

frameworks. However, our research is tailored towards an 

introductory usage for people who do not have the ability to 

obtain expensive, high powered frameworks to start and further 

their research. 

A. Dataset 

The model we used to test performance is a modified version 

of Google’s tutorial “Deep MNIST for Experts” [11]. We 

modified it to train on a new mouse embryo dataset and to 

output some additional performance metrics. The mouse 

embryo dataset consists of larger, more complex, images than 

the MNIST dataset. We will describe the dataset next, followed 

by a more detailed description of the network architecture. We 

used the dataset published by Cicconet et al. [3], which is Time 

Lapse Microscopy (TLM) images of 100 mouse embryos, 

numbered 0-99. Each embryo was photographed every 7 

minutes between 1-cell and 4-cell stage resulting in a total of 

34,133 labeled images. The learning objective of the CNN is to 

predict the number of cells (1, 2, 3, or 4) in each image; we set 
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it up as a classification problem. Images were stored using loss-

less PNG format with 8-bit gray scale and a resolution of 

480x480 pixels.   3-cell stage is significantly shorter duration 

than other cell stages, resulting in only 766 images. When 

training a neural network for classification it is desirable to have 

roughly the same number of training examples for each 

category. We selected all 3-cell stage images, and a random 

subset of 766 images from each of the other cell stages, to get a 

total of 3064 images. 20% of these images were set aside for 

testing, and 80% kept for training. Embryos selected for testing 

were those where embryo number modulo 5 is zero. We 

separated test data based on embryo number rather than 

individual images because subsequent frames from same 

embryo are very similar. If test data is too similar to training 

data we will not be able to see if the network becomes over 

fitted.  

B. Image Preprocessing 

The embryos are always centered, and parts of neighboring 

embryos are visible along edges. The first transform we did was 

to clip images to 320x320 pixels to reduce the amount 

redundant information (fig 1a).  For 3064 images, they are a 

very small number to be training a convolutional neural 

network. A common strategy to increase training data is to 

duplicate and transform images while keeping same labels. 

Given that we are dealing with circular shapes, rotating images 

seemed like the natural transform. Unfortunately, images are 

taken with a light shining from the top, creating shadows that 

would not fall in the same direction if rotated. Before rotating, 

we needed to eliminate these shadows. While being aware that 

this would reduce information, for example, Giusti et al. [5] 

made use of directed shadows while analyzing images, some 

testing was done and we concluded that we needed more 

training data to avoid over fitting. To get rotational invariant 

versions of the images, we inverted all shadows by performing 

a histogram equalization, subtracted each pixel by 128, and 

used the absolute values (Fig 1). This works because the 

majority of pixels, peak in a histogram, is represented by 

background, which is neutral between bright and shaded edges. 

By rotating each image in steps of 18 degrees we increased our 

training data by 20 times, to a total of 61,280 images. To reduce 

memory requirement for training each image was downsized to 

64x64 pixels. 

Fig. 2. a) E00Frame52 original 480x480 image. b) 320x320 center part of 

image. c) Histogram equalized. d)  Shadows inverted 

C. CNN Architecture  

As mentioned in the introduction, most CNN are constructed 

using at least three types of layers: Convolution, pooling, and 

fully connected. Our network consists of six layers, as 

illustrated in Fig. 2: two convolutions, two pooling, and two 

fully connected layers. The first convolution layer takes one 

64x64 pixel image as input and outputs thirty-two 64x64 pixel 

images. The first pooling layer reduces the output to thirty-two 

32x32 pixel images. The second convolution outputs one 

thousand twenty-four 32x32 pixel images (thirty-two images 

from each of the thirty-two input images). The second pooling 

layers reduces the output to thirty-two 16x16 pixel images. The 

first fully connected layer further reduces the input to one 

thousand twenty-four fixed nodes, and the second fully 

connected layer reduces the output to the desired number of 

categories, four. 

Fig. 3. Convolutional Neural Network Architecture 
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D. Trainable parameters 

First convolution layer has thirty-two 5x5 trainable 

convolution kernels. Each of the thirty-two outputs also has a 

trainable bias, resulting in a total of eight hundred thirty-two 

(25x32 + 32) trainable parameters.  

Pooling layers have no trainable parameters. The second 

convolution layer has sixty-four 5x5 trainable convolution 

kernels for each of the thirty-two outputs from the first layer, 

and a shared bias for each output channel, resulting in a total of 

51,264 (25x64x32 + 64) trainable parameters. The first fully 

connected layer connects each pixel from the output images 

using shared weights to one thousand twenty-four fixed nodes, 

each with a trainable bias, resulting in 16,778,240 

(16x16x64x1024 + 1024) trainable parameters. The second 

fully connected layer reduces the output to four categories, so 

only four thousand ninety-six (1024x4) trainable parameters. 

Altogether, we have 16,832,432 trainable parameters, of which 

most come from the first fully connected layer.  

E. Environment Setup 

Through the research, we aim to establish a basic deep 

learning setup for the beginning user. Environments play a big 

factor in the learning curve of a fully functional neural network 

setup. The user ensures that the environment has sufficient 

power necessary to move forward while keeping the trainable 

parameters, pooling, and fully connected layers for the solution. 

III. RESEARCH APPROACH

A. Local Machine Setup 

This research uses rudimental setups for basic TensorFlow 

learning approaches focusing on CPU via local PC/MAC and 

Cloud solutions. 

B. Environments utilized 

These are the environments used for setup: 

Platform 

Microsoft 

Laptop 

MacBoo

k Pro 

Laptop 

Amazon 

AWS 

Cloud 

FloydHub 

Cloud 

OS 

Microsoft 

Windows 

2010 

Mac 

10.13.1 

(High 

Sierra) 

Linux 

Ubuntu 

Linux 

Ubuntu 

Processor 

Intel I5 

CPU @ 

2.40 GHz 

Intel i7 

2.5GHz 

High-

frequency 

Xeon 

Processor 

Xoen 

Processor 

RAM 8 GB 16 GB 16 GB 8 GB 

System  64-bit  64-bit  64-bit 64-bit 

C. Setup Experience  

Initial setups were conducted on local laptops with two 

different Operating Systems (Windows and Mac). Also added 

were two cloud solutions to test against. The goal of the 

experiment was to understand which setup of TensorFlow 

would produce the greatest level of learning for the Mouse 

Embryo dataset.    

D. Local Laptop Setup 

The beginning setup of our new Neural Network 

environment was to download and install TensorFlow 1.5 on 

both Windows and Mac laptops. Next, Python 2.7 was installed. 

Python is needed to interface with the TensorFlow API. Python 

is a general-purpose programming language that can be used on 

any modern computer operating system. It can be used for 

processing text, numbers, images, and scientific data and just 

about anything else one might save on a computer [8]. Once the 

Neural Network environment was up and running, the Python 

source code and the Mouse Embryo data set. 

Finally, we complied and executed the tests against the data 

set to see the results of the CPU power for both Mac and 

Windows OS. 

The experiment was setup to record against each epoch (time 

allocated) to test how quickly TensorFlow was able to train the 

Mouse-Embryo data set.  

Figs. 4 and 5 illustrate the results of executing each 

individual framework via a local laptop. 

Fig. 4. Test and Training Accuracy outcome after running Mouse-Embryo 

against local TensorFlow setup via Windows OS 

Fig. 5. Test and Training Accuracy outcome after running Mouse-Embryo 

against local TensorFlow setup via Mac OS 

E. Cloud Solution Setup 

For the cloud experimentation, we decided to test against the 

well-known cloud service provider, Amazon Web Solution, as 

well as the lesser known FloydHub. Floydhub is a newer deep 
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learning Platform-as-a-Service for training and deploying 

models in the cloud. Both solutions enable an end user to create 

and setup a deep learning solution that does not need to take 

valuable space on one’s local laptop  

For this experiment, there were two objectives. The first was 

to measure setup time and deployment time on the four 

platforms; the second was to observe and monitor the 

performance while training the Mouse-Embryo dataset.  Within 

both cloud frameworks, TensorFlow and Python were part of 

the services. Each configuration needed to select a version and 

update the packages. Within the cloud solution setup, we need 

to set up an instance (virtual server), as well as an additional 

step including uploading the mouse-embryo dataset as well as 

the Python source code. For both cloud platforms, the instance 

was set up to use CPUs as we measured the Test and Training 

Accuracy outcome of each solution case. 

Just as in the laptop testing, the experiment followed ‘setup’, 

via two cloud solutions, to record against each epoch (time 

allocated) to test how quickly TensorFlow was able to train the 

Mouse-Embryo data set. 

Fig. 6. Test and Training Accuracy outcome after running Mouse-Embryo 

against local TensorFlow setup via Amazon AWS cloud solution  

 
Fig. 7. Floydhub with ‘RAM’ memory  

F. Experiment Outcomes  

For each execution of TensorFlow at four separate 

environments, the results were contrary to initial expectations.  

First, we were surprised on how close the local MAC setup 

of TensorFlow compared to training and testing accuracy of a 

cloud solution such as AWSs. 

Fig. 7. Training Accuracy between all 3 CNN solutions 

Second, the number of Epochs to train via a local TensorFlow 

setup in the Mac and TensorFlow setup via AWS were again 

very close. 

Fig. 8. Epoch training per solution 

Third, the Windows machine, with half the RAM of the other 

two solutions, took six times as long the Mac and three times 

longer to learn than the AWS cloud solution.  

Fig. 9. Multiple CPU solutions and time is taken to learn 
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IV. USER EXPERIENCE

This research targets novice participants who have no prior 

experience setting up cloud instances or neural networks such 

as TensorFlow’s deep learning. 

     The researcher’s experience in setting up and configuring 

the experiment concluded the process was more user-friendly 

on laptops as opposed to the same setup and configuration on 

the cloud.  The laptop setup was straightforward to install and 

configure.  Packages were available to download and install for 

TensorFlow and Python.  Additionally, it was an easier process 

to manipulate and move files into corresponding directories 

needed to run the experiment.  This includes downloading 

Python source code and retrieving the Mouse Embryo dataset.   

     As opposed to the PC experience, the researchers 

experienced the cloud solution was a much more ambiguous 

process to setup the environment.  The following was a list of 

common hurdles setting up and configuring a cloud solution: 

 Lack of adequate documentation for setup and

configuration

 Configuring the virtual machine as an instance

 Key setup for communication for SSH

communication

 Loading dataset and source code files

 Virtual service interruptions

 Cost

     In addition, FloydHub, which had similar hardware 

specifications as the Windows laptop used in the experiment, 

repeatedly crashed due to a memory allocation error.  To 

combat this, batches were reduced multiple times and the 

experiment still experienced memory allocation errors.  Due to 

the complications, the experiment was unable to be completed 

on FloydHub. 

V. CONCLUSION

     Based on the experiments conducted in this research, one 

can conclude that a cloud solution may not always be the 

answer when initially attempting a CNN experiment including 

TensorFlow.  These findings supported by the user experiences 

setting up these environments and executing the experiment. 

The Mac performance numbers were more favorable than the 

other platforms, including the cloud environment. 

     Future work to extend our research would be to setup 

multiple frameworks and track the results of each.  Further test 

cases can include running various CNN frameworks, in addition 

to TensorFlow, on local GPU and cloud instances. 
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Abstract— Advanced Metering Infrastructure smart meters 

are the advanced meters capable of measuring customer energy 

consumption at a fine-grained time interval, e.g., every 5 

minutes, 15 minutes etc. The data are very sizable, and might be 

from different sources, along with the other social-economic 

metrics, which make the data management very complex. A 

smart grid is an intelligent electricity grid that optimizes the 

generation, distribution and consumption of electricity through 

the introduction of Information and Communication 

Technologies on the electricity grid. Deployment of smart grids 

gives space to an occurrence of new methods of machine 

learning and data analysis. Smart grids can contain a millions of 

smart meters, which produce a large amount of data of 

electricity consumption (long time series).  Big Data technologies 

offers suitable solutions for utilities. This paper presents a 

thorough analysis of 5-minutes 100 anonymized commercial 

buildings meter data sets to explore time series of electricity 

consumption and on the creation of a simple forecast model, 

which uses similar day approach. Our big data analytics can help 

energy companies to improve the management of energy and 

services, support intelligent grid control, make an accurate 

forecast or to detect anomalies.  

Keywords—Smart meter, AMI, smart grid, time series, big data, 

electric consumptions, forcast, data analytics, load profile.  

I. INTRODUCTION 

Advanced Metering Infrastructure (AMI) smart electricity

meters are rapidly replacing conventional meters in many 

parts of the world. The U.S. government and private industry 

are investing billions of dollars to build the smart grid 

infrastructure to save energy, reduce cost, and increase 

reliability. Smart grids ensure efficient connection and 

exploitation of all means of production, provide automatic 

and real-time management of the electrical networks, allow 

better measurement of consumption, optimize the level of 

reliability and improve the existing services which in turn lead 

to energy savings and lower costs [1–5]. The implementation 

of smart grids features leads to a very large increase in the 

volume of data to be processed due to the installation of smart 

meters and various sensors on the network and the 

development of customer facilities, etc. For example, a smart 

meter could send the consumer energy usage every 15 min, so 

every million meters can generate 96 million reads per day 

instead of one meter reading a month in a conventional grid. 

So, in addition to energy management, smart grids require 

great data management to be able to deal with high velocity, 

important storage capacity and advanced data analytics 

requirements. 

Indeed, smart grids data requires complex treatments, 

because of their nature, distribution and real-time constraints 

of certain needs. Big Data techniques are suitable for 

advanced and efficient data management for this kind of 

applications. The large volume of data will help utilities do 

things they never could do before such as better understanding 

the customer behavior, conservation, consumption and 

demand, keeping track of downtime and power failures etc. 

At the same time, this will present challenges for utilities that 

lack the systems and data analysis skills to deal with these 

data. So, the main goal of utilities now is the ability to manage 

high volume data and to use advanced analytics to transform 

data collected to information, then to knowledge and finally 

to actionable plans. [6] 

In this paper, we present a thorough analysis of 5-minutes 

smart meter data sets for 100 anonymized commercial 

buildings to explore time series of electricity consumption as 

well as the creation/comparison of different forecast models, 

which uses similar day approach. We make the following 

hypothesis: 

1. Histogram, Density plot, bar plot of mean load, linear

regression, aggregate consumption for both Industries

and sub industries and corresponding time series.

2. Median daily/weekly/monthly profile of aggregate

consumption with MAD (median absolute deviation)

for both Industries and sub industries.

3. Predictive analysis and comparison of different

forecast models like ARIMA, Exponential Smoothing

etc. to forecast electricity consumption with lower

prediction error.

The remainder of this paper are organized as follows. In 

Section II, we review the background/architecture of AMI 

smart meter systems. Next, we discuss the related work in 

Section III. In Section IV, we talk about our datasets and time 

series forecasting models are explained in section V. Then, 

we present our data analytics and visualization in Section VI. 

Advanced Metering Infrastructure Smart 

Meter Big Data Analytics for Time Series of 

Electricity Consumption 
Mohammad Harun Rashid, Pace University, USA 

Proceedings of Student-Faculty Research Day, CSIS, Pace University, May 4th, 2018
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II. AMI ARCHITECTURE

Advanced Metering Infrastructure (AMI) is an integrated 

system of smart meters, communications networks, and data 

management systems that enables two-way communication 

between utilities and customers. The system provides a 

number of important functions that were not previously 

possible or had to be performed manually, such as the ability 

to automatically and remotely measure electricity use, 

connect and disconnect service, tamper and theft detection, 

fault and outage identification, and monitor voltage.  

Combined with customer technologies, such as in-home 

displays and programmable communicating thermostats, 

AMI also enables utilities to offer new time-based rate 

programs and incentives that encourage customers to reduce 

peak demand and manage energy consumption and costs. 

Figure 1: AMI System Components 

AMI deployment typically consists of three key components: 

1. Smart meters: The core element of AMI is smart meters,

which installed at the customer’s premise and provide a 

number of functions, including measuring customer 

electricity consumption on 5-, 15-, 30-, or 60-minute 

intervals; measuring voltage levels; and monitoring the on/off 

status of electric service. Smart meters communicate these 

readings to utilities for processing, analysis, and re-

communication back to customers for billing, energy 

feedback, and time-based rates. 

2. New or upgraded communications networks to transmit

the large volume of interval load data from the meter to the 

utility back offices.  

3. A meter data management system (MDMS) to store and

process the interval load data, and to integrate meter data with 

one or more key information and control systems, including 

head-end systems, billing systems, customer information 

systems (CIS), geographic information systems (GIS), outage 

management systems (OMS), and distribution management 

systems (DMS). (Not all utilities used an MDMS.)  

The primary new capability driving AMI investments is the 

ability to generate automated, timely, and accurate bills, 

regardless of weather conditions or property access 

limitations, which traditionally hamper collection of meter 

information. Once properly configured, AMI and billing 

systems generate more consistent and accurate bills 

automatically, with fewer recording errors and customer 

complaints. Because data intervals can be specified in 15-

minute increments, utilities can customize billing periods 

based on customer preferences rather than on meter reading 

schedules set by the utility.  

III. LITERATURE REVIEW

Nezhad et al. [7] developed a smart meter dashboard in 

their research work, called Smart, which is orthogonal to 

the work of the analytics layer of Xiufeng et al. [10], but 

they provide more comprehensive functionalities, and the 

whole software architecture is the complete solution of 

supporting data ingestion, transformation, analyzing and 

visualization.  

Liu et al. [8] use analytic procedures in Hive to process 

smart grid data on cloud storage, and use an RDBMS to 

cope with daily data management transactions on the 

information of meter devices, users, organizations, etc [9]. 

This is also somewhat similar to Xiufeng et al. [10] 

architecture, but their main focus is to streamline the whole 

process of smart meter analytics by taking advantage of 

different technologies. 

Ning et al. [11] presents a thorough analysis of 15- 

minute residential meter data sets to identify possible value 

propositions of smart meter measurements. They make 

some analysis on each individual load profile and the 

signatures defining correlations among load profiles. 

All the above mentioned work were based on residential 

meter data. Peter Laurinec et al. [12] made time series data 

mining with Enernoc smart meter data for 100 anonymized 

commercial buildings and forecast electricity 

consumptions with similar day approach. They present 

some industry level analytics on Median 

daily/weekly/monthly profile of aggregate consumptions, 

Median load and simple linear regression, forecast model 

for different days during the week etc.  

Our work is similar to Peter Laurinec et al. [12], but we 

make more analytics on sub industry levels, which can 

provide detail insights of the energy consumptions. We also 

make more predictive analysis and enhance the forecast 

model with the comparison of ARIMA, exponential 

smoothing, STL decomposition etc. which resulted in a 

lower prediction error. 

IV. DATASETS

This is anonymized 5-minute energy usage data for 100 

commercial/ industrial sites for 2012.Each row of the file 

contains the following values: epoch timestamp, Date/ time, 

reading value, estimated indicator, anomaly indicator.  

The "estimated indicator" is a Boolean indicating if the 

reading was estimated.  The "anomaly indicator" is non-

blank if the reading was erroneous. Note also that the unit of 

measure for energy data is kWh in the CSV files. 
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URL of data source: https://open-enernoc-

data.s3.amazonaws.com/anon/index.html 

Type of data: Structured data with CSV files (for 100 

commercial buildings). 

TABLE 1: Sample Data for site id=213 (schools): 

timestamp dttm_utc value estimated anomaly 

1325376300 1/1/2012 0:05 4.4388 0 

1325376600 1/1/2012 0:10 4.505 0 

1325376900 1/1/2012 0:15 4.4388 0 

1325377200 1/1/2012 0:20 4.3063 0 

1325377500 1/1/2012 0:25 4.4388 0 

1325377800 1/1/2012 0:30 4.3725 0 

1325378100 1/1/2012 0:35 4.3725 0 

1325378400 1/1/2012 0:40 4.3725 0 

1325378700 1/1/2012 0:45 4.3725 0 

1325379000 1/1/2012 0:50 4.4388 0 

1325379300 1/1/2012 0:55 4.4388 0 

1325379600 1/1/2012 1:00 4.3725 0 

1325379900 1/1/2012 1:05 2.1863 0 

1325380200 1/1/2012 1:10 2.3188 0 

1325380500 1/1/2012 1:15 2.2525 0 

1325380800 1/1/2012 1:20 2.3188 0 

TABLE 2: Sample Site IDs for industries and sub 

industries 

site_id industry sub_industry 

6 Commercial Property Shopping Mall 

9 Commercial Property Corporate Office 

12 Commercial Property Business Services 

13 Commercial Property Commercial Real Estate 

22 Commercial Property Bank/Financial Services 

30 Commercial Property Bank/Financial Services 

31 Commercial Property Commercial Real Estate 

88 Education Primary/Secondary School 

92 Education Primary/Secondary School 

99 Education Primary/Secondary School 

100 Education Primary/Secondary School 

101 Education Primary/Secondary School 

275 Education Primary/Secondary School 

281 Food Sales & Storage Grocer/Market 

285 Food Sales & Storage Grocer/Market 

304 Food Sales & Storage Grocer/Market 

V. TIME SERIES FORECASTING MODELS 

Time series provide the opportunity to forecast future 

values. Based on previous values, time series can be used to 

forecast trends in economics, weather, Energy consumptions 

and capacity planning etc. The method we generally use, 

which deals with time-based data that is nothing but “Time 

Series Data” & the models we build up for that is “Time 

Series Modeling”. As the name indicates, it’s basically 

working on time (years, days, hours, and minutes) based data, 

to explore hidden insights of the data and trying to understand 

the unpredictable nature of the market which we have been 

attempting to quantify. In this paper we’ve used the following 

forecasting models: 

1. ARIMA: One of the most common methods used in time

series forecasting is known as the ARIMA model, which 

stands for Auto Regressive Integrated Moving  Average. 

ARIMA is a model that can be fitted to time series data in 

order to better understand or predict future points in the series. 

There are three distinct integers (p, d, q) that are used to 

parametrize ARIMA models. Because of that, ARIMA 

models are denoted with the notation ARIMA(p, d, q). 

Together these three parameters account for seasonality, 

trend, and noise in datasets: [13] 

 p is the auto-regressive part of the model. It allows

us to incorporate the effect of past values into our

model. Intuitively, this would be similar to stating

that it is likely to be warm tomorrow if it has been

warm the past 3 days.

 d is the integrated part of the model. This includes

terms in the model that incorporate the amount of

differencing (i.e. the number of past time points to

subtract from the current value) to apply to the time

series. Intuitively, this would be similar to stating

that it is likely to be same temperature tomorrow if

the difference in temperature in the last three days

has been very small.

 q is the moving average part of the model. This

allows us to set the error of our model as a linear

combination of the error values observed at previous

time points in the past.

When dealing with seasonal effects, we make use of 

the seasonal ARIMA, which is denoted as ARIMA(p,d,q) 

(P,D,Q)s. Here, (p, d, q) are the non-seasonal parameters 

described above, while (P, D, Q) follow the same definition 

but are applied to the seasonal component of the time series. 

The term s is the periodicity of the time series (4 for quarterly 

periods, 12 for yearly periods, etc.). 

The seasonal ARIMA method can appear daunting because 

of the multiple tuning parameters involved. In the next 

section, we will describe how to automate the process of 

identifying the optimal set of parameters for the seasonal 

ARIMA time series model. 
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2. Exponential Smoothing: This is the second well known

method to produce a smoothed Time Series. Exponential 

Smoothing assigns exponentially decreasing weights as the 

observation get older [14]. Exponential smoothing is usually 

a way of “smoothing” out the data by removing much of the 

“noise” (random effect) from the data by giving a better 

forecast. The input of this algorithm is the n items time serial 

values and the smoothing factor alpha. The output of this 

algorithm is the forecasting value at time n+T. The main 

phases of an exponential smoothing forecasting algorithms 

are: 

Step 1: Input the original dataset that has n items and the 

order of the smoothing factor alpha. 

Step 2: Calculate single exponential smoothing 

Step 3: Calculate double exponential smoothing 

Step 4: Calculate smoothing coefficient an and bn 

Step 5: Calculate the forecasting valueYn+T. 

3. STL Decomposition: STL is a very versatile and robust

method for decomposing time series. STL is an acronym for 

“Seasonal and Trend decomposition using Loess”, while 

Loess is a method for estimating nonlinear relationships. 

It is possible to obtain a multiplicative decomposition by first 

taking logs of the data, and then back-transforming the 

components. Decompositions some way between additive 

and multiplicative can be obtained using a Box-Cox 

transformation of the data with 0<λ<10<λ<1. A value 

of λ=0λ=0 corresponds to the multiplicative decomposition 

while λ=1λ=1 is equivalent to an additive decomposition. 

VI. DATA ANALYTICS AND VISUALIZATION

We use clustering algorithm, regression algorithm, time 

series forecasting models with ARIMA, exponential 

smoothing, STL decomposition etc. for our smart meter big 

data analytics. For visualization we use the apache spark 

framework along with language “R”. 

First we create a frequency table of industries and 

subindustries as follows: 

TABLE 3: Frequency table of industries/ subindustries 

Now, we map the location of our consumers to the map 

of USA by splitting them by industries as Figure 2: 

Figure 2: Location map of consumers by industry 

Figure 3 shows the histogram of squared meter for all 

consumers. Looks like we have a majority of buildings 

under 20,000 m2. 
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Figure 3: Histogram of squared meter for all consumers 

We create the density plot for our 4 industries separately 

as Figure 4. Looks like Food Sales & Storage buildings 

have relatively small size. On the other hand, 

Commercial Property buildings have very variable size. 

Figure 4: Density plot for 4 industries 

Now we combine meta data with real electricity 

consumption data and see interesting relations between 

them. Figure 5 shows the Bar plot of mean load by sub-

industries. Looks like the biggest consumers in average 

are manufacturers, shopping centers and business service 

buildings. On the other hand, schools have the lowest 

consumption. 

Figure 5: Bar plot of mean load by sub-industries 

Now we Look at possible dependence between amount 

of consumption and SQ_M. We use median load and 

simple linear regression. Figure 6 shows the Regression 

line SQ_M vs Median Load. There is an evident 

correlation between median load and square meters of 

consumers. 

Figure 6: Regression line SQ_M vs Median Load 

Now, we Prepare dataset to forecast and explore time 

series of load.  

Figure 7 shows the Daily/Weekly/Monthly consumptions 

for one ID (213=school) and corresponding time series. 
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There is strong dependence on time. Daily, weekly and 

monthly seasonality’s are represented. 

Figure 7: Monthly consumptions for one ID (Schools) 

We aggregate our time series to lower dimension, thus 

reduce dimension (period) from 288 measurements per 

day to 48 per day. 

Now we plot typical representants of 4 groups of sub-

industries (Figure: 8). ID 213 is from the Primary/ 

Secondary School segment, ID 401 is the Grocer/Market, 

ID 832 is the Corporate Office and ID 9 is the 

Manufactory. 

Figure 8: Representants of 4 groups of sub-industries 

Forecast of electricity consumption, in practice, is mainly 

done for some area of consumers. So aggregate 

(cumulative) consumption is used and we Aggregate it 

for all our consumers (43) and plot it as Figure 9. 

Figure 9: Aggregate consumption for all consumers 

For utility (distribution) companies it is very helpful to 

create daily profiles of consumers or daily profiles for 

some area. It deals with characteristic behavior of 

consumer during the day. So we create median daily 

profile of aggregate consumption with MAD (median 

absolute deviation). We use medians and MAD because 

of their robustness. 

Figure 10 shows the Median daily profile of aggregate 

consumption with MAD (median absolute deviation). 

Looks like the biggest peak of the load is during the 

evening. 

Figure 10: Median daily profile of aggregate 

consumption with MAD. 

Similarly, we can do this now with week pattern. So we 

make median weekly profile of aggregate consumption 

with MAD as shown in Figure 11. 
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Figure 11: Median weekly profile of aggregate 

consumption with MAD. 

We can see 5 different patterns (separated by vertical 

lines) in behavior of the consumers during the week. 

From Monday till Friday the consumption is quite 

similar, but Monday starts with low consumption 

(because of the weekend), so it’s different than others. 

Friday has a similar pattern, but consumption is a little bit 

lower than on Thursday. It is obvious that weekend is 

absolutely different than workdays. Thereto Saturday and 

Sunday are different too. 

If we make Median weekly profile by sub industries with 

MAD (median absolute deviation), we see different 

patterns. For manufacturing we see the patterns as Figure 

12. 

Figure 12: Median weekly profile of manufacturing 

Now, we create a forecast model for different days during 

the week (similar day approach). As we have seen in the 

previous plot (plots), a forecast of time series of electricity 

consumption will be a challenging task. We have 2 main 

seasonality’s - daily and weekly. So it is necessary to adapt 

the forecast model to this problem. One of the ideas to 

overcome this problem is to use a similar day approach - 

separate forecast models for groups of days. 

Let’s define basic forecast methods - functions, which will 

produce forecasts. We are using two powerful methods, 

which are based on the decomposition of time series. STL + 

ARIMA and STL + exponential smoothing. STL 

decomposition is widely used decomposition for seasonal 

time series, based on Loess regression. With 

package forecast it can be combined to produce very accurate 

forecasts. We have two main possibilities of usage - 

with ARIMA and with exponential smoothing. We will use 

both to compare the performance (accuracy) of both. It should 

be added that the functions return forecast of the length of one 

period (in this case 48 values). 

Figure 13: Comparison of forecasts from two models 

ARIMA and exponential smoothing. 

Figure 13 shows Comparison of forecasts from two 

models ARIMA and exponential smoothing. Seems like 

ARIMA can produce more accurate forecast on aggregated 

consumption than exponential smoothing. 

Plot of computed forecasts for one week ahead is shown 

in Figure 14. 

Figure 14: Forecasts for one week ahead 
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Again, STL+ARIMA is winning against STL+EXP. In this 

way, we can make a forecast for any consumer, any set of 

dates and with your own forecast method. 

To sum up, we have pointed out, which interesting features 

are contained in smart meter data. Then a forecast model 

with similar day approach was proposed. 

VII. CONCLUSION

With the widely implementation of smart meters, smart 

meters produce considerable volumes of data, presenting the 

opportunity for utilities to enhance end-customer service, 

lower cost and improve energy efficiency; and for consumers 

to reduce the bills and save energy. Smart meter data analytics 

is a complex process that involves data ingestion, pre-

processing, analyzing and visualization. In this paper, we 

have presented a thorough analysis of 5-minutes smart meter 

data sets for 100 anonymized commercial buildings to explore 

time series of electricity consumption as well as the 

creation/comparison of different forecast models, which uses 

similar day approach. We have made more analytics on sub 

industry levels, made more predictive analysis and enhanced 

the forecast model with the comparison of ARIMA, 

exponential smoothing, etc. which resulted in a lower 

prediction error. 
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    Abstract—Electroencephalography(EEG) signal provide the 

relative information of individual differences. Characteristics of 

EEG signal was considered as features in biometrics. However, 

establishing the distinctiveness of individual is difficult by using 

EEG signals because the classification task usually is assigned 

extremely large and unspecified number of categories from the 

database. This paper investigates the EEG based user recognition 

problem by using a dichotomy model. The dichotomy model 

transforms the EEG signal features from a feature space into a 

feature distance space for user verification, which is more effective 

to recognize users in a large group. We reviewed the literature of 

current signal based biometric methods and attempt to compare 

the different feature extraction approaches which are effective for 

biometric with EEG-based data. A benchmark dataset was used 

within this work, along with Deep Neural Network(DNN) and 

Support Vector Machine(SVM) algorithm, which yielded 

reasonable classification accuracies for EEG signal classifications. 

The best accuracy is: 96.4% in DNN, and 96.9% in SVM. The 

Principal component analysis (PCA) was also be considered to deal 

with overfitting problem in this research 

Index Terms— EEG, User verification, biometrics, Pattern 

Classification, Neural Network, BCI, Brain-Computer Interface 

I. INTRODUCTION 

lectroencephalography(EEG) signal is considered as a new

biometric and has received growing attention recently.

Traditional biometrics, such as a face, fingerprint, palm-

print, voice, iris, and signature are used more commonly and 

expected to be more reliable. However, they all have a common 

shortcoming that those biometric technologies can be 

counterfeited or reproduced under duress. Thus ways to 

improve the security and privacy of biometric technology has 

become a significant discussion [1]–[3]. Different from those 

biometrics, human brainwaves have abnormality natures on 

liveness detection, performing continuous identifications and 

universality. Each person has private brain-signal patterns that 

can be used in the biometric system. Because of its highly 

unique nature for instantaneous detection, the brain signaling is 

hard to be stolen or mimicked [4]–[6]. The Brain signals have 

emerged as an attractive complement modality to the existing 

biometric systems. 

    EEG is an effective way to acquire brain signals 

corresponding to various states from a scalp surface area. 

Studies [4], [7], [8] discuss the possibility of EEG signals 

provide the relevant information of individual differences. 

Some of them have been questioned because the studies on 

EEG-based biometrics used heavy and expensive medical 

recording equipment, which is difficult to be applied on an 

EEG-based personal recognition system in practical 

applications. However, with the quickly advancing innovations 

in machine learning and sensor technology, a light and wearable 

EEG recording equipment, such as NeuroSky, Emotive, 

OpenBCI et al., enables humans to use EEG signals to convey 

their intention to a computer through a more economical portal 

– Brain Computer Interface (BCI) [9]. Thus, the use of EEG

biometric purposes in automatic personal recognition systems 

has recently received an increased attention. Su et al. [10] 

demonstrated that collecting restful EEG signals from a signal 

electrode has the potential to be used for personal identification, 

and Liwen et al. [1] researched a dual-biometric-modality 

identification system using fingerprint and EEG signals. 

However, most of the research are mainly considered the users 

resting states and may not suitable for real world applications 

because human conduction is not limited to resting. 

    The purpose of this paper is to research the characteristics of 

the EEG as a biometric by examining user recognition approach 

that is representative of inference statistics of the EEG 

biometric features. Establishing the distinctiveness of 

individual is difficult by using EEG signals because the 

classification task usually be assigned extremely large and 

unspecified number of categories from the database. The 

problem of distinctiveness each individual in a group of people 

was considered and investigated the inherent distinctness of the 

classes. The many classes classification problem was 

transformed as a two classes classification problem by using a 

model called dichotomy model. 

    The dichotomized methodology is used to measure the 

statistical inferable discrimination. We transform the one of 

many class problems into a binary decision problem by using 

distance measure. Two brainwave samples are given, the feature 

distance between the two examples is in the same class(intra-

person), or from different categories (inter-person). Besides 

that, the various combinations of EEG features extraction are 

considered for finding a better solution for determining the 

individuality of the brainwave patterns biometric. We attempt 

to generalize the result for a brain signal biometric using DEAP 

data [11] which is a benchmark dataset of EEG signals analysis 

in users’ active states. 

    The DEAP was recorded from 32 participants who watched 

40 selected one-minute media trials. During the watching 

processes, 40 valuable channels of physiological signals 

(including 32 channels of EEG signals, and 8 peripheral 
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physiological signals) were collected and preprocessed. It 

contained 8064 physiological or EEG signal samples from 

different channels for each of the 40 trials for each of the 32 

participants. The data structure for each of the 32 participants is 

illustrated in TABLE I. 

 TABLE I DEAP DATASET REPRESENTATION FOR EACH 

SUBJECT

Name Shape Contents

data 40 x 40 x 8064 trial x channel x data

labels 40 x 4 trial x label

For adapting a wide variety of applications, a traditional EEG 

features extraction method and a fast convert voiceprint feature 

extraction method are used and classified by using the Deep 

Neural Network(DNN) and Support Vector Machine(SVM). We 

also applied Principal Component Analysis(PCA) to deal with 

overfitting problems in our experiments. 

    The layout of the paper is as follows. The Related Work is in 

Section II. The dichotomy method is introduced in Section III. 

Then Section IV provides feature extractions. In Section V, we 

discuss the experiment result using different combinations of 

features measures, and the conclusion follows in Section VI. 

II. RELATED WORK

    Using EEG signal processing for user authentication or 

identification has been investigated in many researches. 

    Paranjape et al. [12] suggested that EEG signals as potential 

features in biometric identification. They were able to 

discriminate individual in a pool of 40 normal subjects with 8 

channels. The subject’s EEG was recorded from a simple 

activity of resting with eyes opened (EO) and eyes closed (EC). 

They used an Autoregressive model in this research with a 

correct classification rate of 82% in average. 

    Riera et al. [13] presented an authentication method uses two 

frontal electrodes and one electrode placed at the earlobe. They 

collected data from 51 subjects the three channels while 

subjects were sitting with eyes closed for 1 minute. Two 

different optional feature sets are testing in this research: the 

Autoregression and Fourier transform are used for single 

channel feature set, and for two different channels they 

considered the synchronicity features, and applied the Mutual 

information (MI), coherence (CO), and crosscorrelation (CC). 

This research obtained a true acceptance rate of 96.6%. 

    Shedeed et al. [14] provided a method for person 

identification using the EEG Brain Signals with Multi-Layer 

Perceptron Neural Network. They examined 4 EEG channels 

for improve the system unobtrusiveness and achieved a high 

recognition rate for 3 subjects. The Discrete Fourier Transform 

(DFT) and 5 levels Wavelet Packet Decomposition was applied 

on the EEG signals. In this research, the rang of correct 

classification rate is from 66% to 93%. 

    Ravi and Palaniappan [15] used a total of 61 channels to 

record Visual Evoked potential (VEP) EEG signals from 20 

subjects. They were able to authenticate subjects with the best 

classification performance of 95% 

    Su et al. [10] demonstrated that collecting restful EEG signals 

from a signal electrode has the potential to be used for personal 

identification. 40 healthy volunteers’ EEG signals were 

collected, and a segment of five-minute restful EEG signal was 

recorded when the volunteer keeps his/her eyes close. This 

EEG-based personal identification system achieved an average 

accuracy of 97.5%. Liwen et al. [1] researched a dual-biometric-

modality identification system using fingerprint and EEG 

signals which was built on Su’s research. 

    For those related work we found that most researches are 

mainly considered the users resting states, with eyes closed and 

opened, and may not suitable for real-world applications 

because human conduction is not limited to resting. Also, with 

the increasing of the biometrics sample sets for the EEG signals 

become larger, the identification process becomes much harder 

and impossible to recognize individuals in an acceptable time 

for biometrics applications. Therefore, we considered using a 

better method to deal with these problems and they are 

explained in the following sections. 

III. METHODOLOGY

    To scientifically establish the distinctiveness of each person 

in a huge group based on their EEG signals is a challenging 

problem. In biometrics system, identification and verification 

are two important models for recognizing the individuality. One 

is identification using polychotomy method to identify one of 

many classes. The another is verification using a binary decision 

aka dichotomy method [16]– [18]. 

    The identification model of biometrics can be described as, 

give n samples of an unknown person of a huge group of x 

people, a requirement to determent whether n belongs to one of 

the x class for identification. This population consists of the 

biometric data of every person in the group. Accordingly, to 

draw an effective conclusion is necessary to observe samples 

from every single person, which is impossible [18]. 

    Another model in biometrics system is dichotomy, which is 

a statistically inferable model that allows nonhomogeneous 

features. This model is more suitable for the EEG based 

biometrics research because the human brain produces a nature 

signal features, and they are not homogeneously displayed. 

Therefore, we consider the dichotomy model to handle 

multicategory classification problem by transforming a feature 

space into a feature distance space. In this model, the multi-

category samples are considered as two categories, which 

means two patterns are categorized into one of two types. They 

are either from a same class, aka intra-person, or two different 

classes. 

    We use d⊕ to represent the intra-person distance, and d for 

the inter-person distance. Let fj
i be a feature vector 

corresponding to the jth biometric sample of the ith person. The 

equations of d⊕ and d  are explained in [18]. 

In order to transform the feature space to feature distance 

space we first extract the brain-signal features from the 

biometric data. The Fig.1 illustrates the whole transforming 

process. Let  be the ath feature of bth biometric data, while the 

feature extracted from both biometric data could be show as in 

Algorithm 1. 
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Algorithm 1: Dichotomy transformation 

input: Two randomly selected biometric samples, fa and fb 

output: Whether the samples fa and fb belong to the same person 

, then according to 

the Algorithm 1, these features are transformed from a feature 

domain to a feature distance domain by computing from each 

pair of the features: 

1) intra-person distance(Within):

{∆(f1
b,f2

b),∆(f1
b,f3

b),...,∆(fa
b,fa

b
i)} 2) inter-

person distance(Between): 

{∆(f1b1,f1b2),∆(f2b1,f2b2),...,∆(fab1,fab2)}. 

    The ∆ is denoted as the absolute difference depending on the 

bio-signal feature type [19] in this research. 

IV. FEATURE EXTRACTION

    In this section we describe the extraction of biometrics 

features. We review the features extraction measures previously 

used for both EEG signal process and speech authorization 

system. Both EEG and speech signal provide information about 

the behavior or attributes of some phenomenon, some 

conventional signal processing, and analysis methods, with 

minor adjustments, works for them. 

    Zheng et al. [20] presented a six-different type of features for 

EEG-based recognition, and they computed the Power Spectral 

Density(PSD) features using Short Time Fourier 

Transform(STFT) with a 1s-long window and no overlapping 

Hann window. Jiraycharoensak et al. [21] calculated PSD in 5 

frequency bands by using FFT filter. Six descriptive statistical 

features which suggested by Picard et al. [22] and Petrantonakis 

et al. [23] were extracted from EEG signal in time domain and 

from each of the brain waves. 

    Ouali et al. [24] using spectrogram to obtained signal features 

in a fast audio fingerprinting system. In [25], MelFrequency 

Cepstral Coefficients (MFCCs) plus energy and its delta 

coefficients are used as audio features for a fingerprinting 

detection system. Sonnleitner et al. [26] proposed an audio 

fingerprinting method STFT with Hann-windos and a hop size 

of 32 samples. 

    Unlike the single channel signal identification for speech 

fingerprint, the brain signals usually work with multiple 

channels at time domain with different frequency band wave. In 

A. Fig. 1. Dichotomy transformation process 

our research, 32 channels of EEG signal were selected and 

filter into four different frequency band: Theta(θ), Alpha(α), 

Beta(β), and Gamma(γ). 

Two types of features are selected from the EEG signal: 

statistical and binary conversion from frequency band using 

STFT(BC-STFT). Totally 512 features were extracted per 

participate on each trail. As a result, descried, the absolute 

vector difference measure between two feature vectors be used 

in feature space in Equ (1).  

∆(fb1,fb2) = (|(f1b1 − f1b2)|,|(f2b1 − f2b2)|,...,|(fnb1 − fnb2)|) (1) 

A. Statistical feature extractions 

    The statistical features were computed from the EEG signal 

with: 

1) The mean of each channel

2) Standard Deviation

3) Mean of the absolute values of the first differences

 i ← 1  x 

f a 
f b 

∆   f a  f b 
 ∆ ≤ d ⊕ 
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4) Mean of the normalized absolute values of the first

differences (nfdm)

5) Mean of the absolute values of the second differences

6) Mean of the normalized absolute values of the second

differences (nsdm)

The corresponding feature vectors is defined by FVstati = 

[µx,σx,fdmx,sdmx,nfdmx,nsdmx]. Thus, 192 statistical features are 

computed for each person. 

B. Band wave extractions 

    EEG signal has multiple features for analyzing the result. 

Each channel of EEG signal has particular range of frequency 

bandwidth. In order to filter the noise and remove the artifacts, 

the EEG data was processed with a bandpass filter between 4 to 

40 Hz. Infinite impulse response filters with Inverse Chebyshev 

filter has to be used in this research for band pass, and four 

different band waves, Theta θ (4-8Hz), Alpha α (814HZ), Beta 

β (14-30Hz) and Gamma γ (30-40Hz), have to be extracted. The 

literature [27] has shown the correlation between these brain 

waves. 

C. Binary conversion feature extractions 

    Suggested by Ouali et al. [28] and Sonnleitner et al. [26], an 

audio fingerprinting feature extraction method was applied. We 

choose the Hann window of length 1024 and computes the 

STFT for non-stationary processes of brain waves. The 

spectrogram is reduced to 10 frequency bins in the frequency 

range from 4Hz to 40Hz. The mean frequency for each bin of 

the spectrogram is computed and the binary conversion is 

calculated, according to [28]. The size of this BC-STFT features 

vectors, FVbc−stft, is 320 per participate for each select trail. Fig.2 

illustrates the process for the band wave extraction. 

V. EXPERIMENTS 

    In this section we compare the experimental results obtained 

by using different feature vectors measures. As descripted in 

previous section, the DEAP dataset as biometrics input and two 

type of brain signal features were extracted from 32 EEG 

channels per participate. 

    We selected 8 of 40 trails for each person from the dataset. 

Totally 32 EEG samples of 256-subjects are used initially. 

    The raw EEG signals were recorded using different 

electrodes 

Fig. 2. Each Brain signal is represented by (d = 320) dimensional vector

placed in the scalp. The signal data has filter from 4Hz to 40Hz 

with noise free to identify the accurate brain wave biometric for 

participates. 

In order to test the dichotomy model, as we introduced in 

Section III, two sets of samples are computed: intraclass 

distance set and inter-class distance set. The intra-class distance 

samples are randomly selecting two binary converted EEG 

signals features from a same person. The inter-class distance 

samples is obtained randomly from two different people. Each 

training and testing set has 500 intra-class and 500 inter-class 

pairs with totally size 1000.  
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    Because of the feature distance vectors are all numeric values 

when proper distance measures are applied, thus these vectors 

become inputs to the dichotomizer. TABLE II shown the four 

different models that we examined. The first and second model 

are using statistical features with Vector difference distance, see 

Equ (1), and the remaining models use BC-STFT features with 

same distance measures method. For the classification, we 

decided to apply Deep Neural Network because it is equivalent 

to multivariate statistical analysis, and we also attempt applying 

SVM as the dichotomizer with PAC, which is considered for 

solving the overfilling problem. The experiments result is 

displaced in TABLE III. In general, deep neural networks 

outperform support vector machines when classifier the BC-

STFT features. Recognition accuracies of model 1 and 2 are 

relatively stable with the statistical features. The best 

performing DNN model was 96.4%, and SVM + PAC was 

96.9%. 

VI. CONCLUSION

    In this paper, we considered the problem of establishing 

EEG-based biometric individuality. The distinctiveness of each 

individual in a population problem was considered. We 

investigated the inherent distinctness of many classes for the 

EEGbased biometric system and used dichotomized 

methodology to measure the statistical inferable discrimination. 

Four biometric verification models are examined for the 

problem of establishing brain signal individuality. 

    To establish the discriminative power of EEG biometric of 

each person, we used 256-subjects EEG signal database. By 

using distances between two patterns of the same class and two 

patterns of different classes, we transformed the multicategory 

problem into a simple dichotomy problem. Different 

combinations of features and classifiers are examined in this 

research. From the experiments result, we found that the deep 

neural networks outperform SVM when classifier BC-STFT 

features. The combination of statistical feature and SVM + PCA 

classifier yielded 94.4% correctness in average. 
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Station Assignment with Reallocation*
Austin Halper, Miguel A. Mosteiro, Yulia Rossikova, and Prudence W. H. Wong

Abstract—We study a dynamic allocation problem that arises
in various scenarios where mobile clients joining and leaving the
system have to communicate with static stations via radio trans-
missions. Restrictions are a maximum delay, or laxity, between
consecutive client transmissions and a maximum bandwidth that
a station can share among its clients. We study the problem of
assigning clients to stations so that every client transmits to some
station, satisfying those restrictions. We consider reallocation
algorithms, where clients are revealed at its arrival time, the
departure time is unknown until they leave, and clients may be
reallocated to another station, but at a cost proportional to the
reciprocal of the client’s laxity. We present negative results for
previous related protocols that motivate the study; we introduce
new protocols that expound trade-offs between station usage and
reallocation cost; we determine experimentally a classification of
the clients attempting to balance those opposite goals; we prove
theoretically bounds on our performance metrics; and we show
through simulations that, for realistic scenarios, our protocols
behave much better than our theoretical guarantees.

Index Terms—Base Station Assignment, Reallocation Algo-
rithms, Competitive Analysis, Radio Networks

I. INTRODUCTION

We study a dynamic allocation problem that arises in various
scenarios where data on mobile devices has to be gathered and
uploaded periodically to one of the many static access points
available 1. Examples include wearable health-monitoring
systems, where ambulatory patients carry physiological sensors
and the data gathered must be periodically uploaded, and
participatory sensing [3], [4], where communities of mo-
bile device users upload periodically information about their
environment. For example, in the SPA system [5], sensors
are attached to participants periodically sampling the heart
rate, blood pressure, movement etc.; while in the MobGeoSen
application [6], mobile phones update periodically their geo-
location and associated environment. Depending on individu-
als the frequency different participants need to communicate
may differ, e.g., depending on the health conditions.

Mobile devices, called clients, join and leave the system
continuously, and they communicate with the static access
points, called stations, via radio transmissions. The ephemeral
nature of the clients is modeled by characterizing each client
with a life interval (from its arrival time to departure time),
during which the client has to communicate with some station
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{ah17939n,mmosteiro}@pace.edu
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A preliminary version of this work appeared in SEA 2015 [1], and a full
version can be found in [2].

1We consider an upstream model, but the same results apply to downstream
communication.

periodically. The need of periodic communication is modeled
by the client’s laxity, which bounds the maximum duration
a client is not transmitting to some stations. The intrinsically
shared nature of the access to stations is modeled by a max-
imum station bandwidth shared among its connected clients,
by a client bandwidth required for each transmission, and by
the client laxity governing how often it must connect to some
stations.

Based on the above model, we study the problem of
assigning clients to stations so that every client transmits to
some stations satisfying the laxity and bandwidth constraints.
We consider settings where clients are revealed at its arrival
time and their departure time is only revealed when they
depart (as in online algorithms). Clients may be reassigned
from one station to another and we call such reassignment
reallocation. As to be further elaborated in the next paragraph,
reallocation has been considered in a similar context in the
Windows Scheduling problem [7], where the cost of realloca-
tion is proportional to the number of clients reallocated. While
counting the number of clients reallocated ensures that we do
not reallocate too much, this may not be a fair cost and it is
typical in scheduling to consider reallocation (or migration)
in terms of the sizes of the jobs instead of the number,
e.g., [8]. Intuitively reallocation causes more disturbance to
a client with small laxity. Therefore, we assume reallocation
incurs a cost inversely proportional to a client’s laxity 2.
Reallocation usually involves handover from one station to
another incurring a cost that is time related and also signal
related [9].

We aim to reduce the number of active stations (a station
is active if it has at least one client allocated to it to transmit)
and reduce the reallocation cost. However, these two goals
are orthogonal, e.g., we can reallocate the clients every time
a client arrives/departs so that the number of active stations
is minimized while incurring a very high reallocation cost;
alternatively we can keep the reallocation cost to zero but
we may use many active stations after a sequence of client
departures. In this paper, we quantify the trade-off between
both performance metrics: number of active stations and
reallocation cost. We call this problem Station Assignment
Problem with Reallocation (SA).
Previous work. Previous work on Station Assignment and
related problems has been extensive. Our thorough overview
of such work has been left to the full version of this paper
in [2] due to space constraints.

II. OUR RESULTS

In this paper, we study reallocation algorithms for SA
assuming that clients have laxity and bandwidth requirements

2As a first step we consider a reallocation cost in terms of laxity. It is of
interest to consider bandwidth in the cost and we leave this future work.

*This paper was accepted for publication in Algorithmica (Springer)
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(arbitrary for the analysis, set to specific values for exper-
imental evaluation), that clients depart from the system at
arbitrary times, and that they may be reallocated, but at some
cost proportional to the resources needed. Specifically, our
contributions are the following. (The theoretical results are
left to the full version of this paper (cf. [2]) due to space
constraints.)
• We define a characterization of SA reallocation algo-
rithms, which we call (α,β)-performance, as a combina-
tion of the competitive ratio on station usage (α) and
the cost of reallocations contrasted with the resources
released by departures (β).
• We show a sequence of negative results proving that
worst-case guarantees cannot be provided by previous
protocols Classified Reallocation and Preemptive Real-
location [7], even if they are modified to our reallocation
cost function.
• We present a novel SA protocol called Classified Pre-
emptive Reallocation (CPR) where clients are classified
according to laxity and bandwidth requirements, and upon
departures the remaining clients are preemptively reallo-
cated to minimize station usage, but only within their
class. The protocol presented includes a range of classifi-
cations that exposes trade-offs between reallocation cost
and station usage. In fact, we first found experimentally
what is the classification function that seems to balance
these goals (i.e. neither of the number of active stations
nor the reallocation cost is the largest observed), and
then we provided theoretical guarantees for all functions
considered.
• In our main theorem, we prove bounds on both of our
performance metrics, and we instantiate those bounds
into three classifications and for specific scenarios in two
corollaries.
• Finally, we present the results of our extensive simula-
tions that allowed us to find the function that maintains
both, station usage and reallocation cost, below the max-
imum observed. Additionally, our simulations show that,
for a variety of realistic scenarios, CPR performs better
than expected by the worst-case theoretical analysis, and
close to optimal on average.

III. DEFINITIONS

Model. We consider a set S of stations and a set C of clients.
Each client must transmit packets to some station. Time is
slotted so that each time slot is long enough to transmit one
packet. A client can be assigned to transmit to only one station
in any given time slot. Starting from some initial time slot 1,
we refer to the infinite sequence of time slots 1,2,3, . . . as
global time. Each client c ∈C is characterized by an arrival
time ac and a departure time dc, that define a life interval
τc = [ac,dc] in which c is active. That is, client c is active from
the beginning of time slot ac up to the end of time slot dc. We
define C(t)⊆C to be the set of clients that are active during
time slot t. With respect to resources required, each client c is
characterized by a bandwidth requirement bc, and a laxity wc,
such that 0 < wc ≤ |τc|. I.e., c must transmit to some station
in S at least one packet within each wc consecutive time slots

in τc
3. On the other hand, each station s ∈ S is characterized

by a station bandwidth or capacity B, which is the maximum
aggregated bandwidth of clients that may transmit to s in each
time slot.
Notation. Let the schedule of a client c be an infinite sequence
σc of values from the alphabet {0}∪ S. Let σc(t) be the tth

value of σc. A station assignment is a set σ of schedules that
models the transmissions from clients to stations. That is, for
each client c∈C and time slot t, it is σc(t) = s if c is scheduled
to transmit to station s ∈ S in time slot t, and σc(t) = 0 if c
does not transmit in time slot t. If a client c is scheduled to
transmit to a station s we say that c is assigned to station s.
Note that a client is assigned to a station from its arrival time
or when it is reallocated to this station until its departure time
or when it is reallocated to another station (not only at the
instant time that it transmits). We say that a station that has
clients assigned is active, and inactive or empty otherwise.
Problem. The Station Assignment problem (SA) is defined as
follows. For a given set of stations and set of clients, obtain a
station assignment such that (i) each client transmits to some
station at least once within each period of length its laxity
during its life interval, (ii) in each time slot, no station receives
from clients whose aggregated bandwidth is more than the
station capacity. Notice that, for any finite set of stations, there
are sets of clients such that the SA problem is not solvable.
We assume in this work that S is infinite and what we want
to minimize is the number of active stations.
Algorithms. We study reallocation algorithms for SA. That
is, the parameters wc and bc needed to assign the client
to some station are revealed at time ac, but the departure
time dc is unknown to the algorithm until the client actually
leaves the system (as in online algorithms). Then, at the
beginning of time slot t, an SA reallocation algorithm returns
the transmission schedules of all clients that are active in time
slot t, possibly reassigning some clients from one station to
another. (I.e., the schedules of clients that were already active
may be changed from one time slot to another.) We refer to
the reassignment of one client as a reallocation, whereas all
the reassignments that happen at the beginning of the same
time slot are called a reallocation event.
Performance Metric. Previous work [7] has considered the
number of clients reallocated as the reallocation cost. In
the present work, we consider a different scenario where
the cost of reallocating a client is proportional to resources
requested by that client. Specifically, we assume a cost for
the reallocation of each client c of ρ/wc, where ρ > 0 is a
scaling factor that generalizes this cost to different settings. For
our simulations, we set ρ = 1, since ρ is also a multiplicative
factor in our reallocation metric and, hence, does not provide
additional information about the performance of our protocols
in terms of reallocation.

Then, letting R (ALG, t) be the cost of the reallocation event
incurred by algorithm ALG at time t, and R(ALG, t) be the set

3To maintain station usage low, we will assume that the laxity can be
relaxed during reallocation.

D1-2



of clients being reallocated, the overall cost is the following.

R (ALG, t) = ρ

∑
c∈R(ALG,t)

1
wc

. (1)

We will drop the specification of the algorithm whenever clear
from the context.

With respect to performance, we aim for algorithms with
low reallocation cost and small number of active stations.
Unfortunately, these are contradictory goals. Indeed, the re-
allocation cost could be zero if no client is reallocated (online
algorithm), but the number of active stations could be as big
as the number of active clients (e.g. initially multiple clients
assigned to each station, and then all but one client from
each active station depart). On the other hand, the number
of active stations could possibly be reduced by applying an
offline algorithm on each time slot, but the reallocation cost
could be large. Thus, we characterize algorithms with both
metrics as follows.

For any SA algorithm ALG, let S(ALG, t) be the number of
active stations at time t in the schedule, let D(ALG, t) be the
set of clients departed since the last reallocation up to time t.
Denoting

∑
c∈C′ 1/wc as the weight of the clients in C′ ⊆C,

let D(ALG, t) be the weight of the clients departed since the
last reallocation up to time t, that is,

D(ALG, t) =
∑

c∈D(ALG,t)

1
wc

.

Also, we denote the minimum number of active stations
needed at time t as S(OPT, t). Throughout, we will drop the
specification of the algorithm whenever it is clear from the
context. Then, we say that an SA reallocation algorithm ALG
achieves an (α,β)-performance if the following holds for any
input.

max
t

S(ALG, t)
S(OPT, t)

≤ α

max
t:R (ALG,t)>0

R (ALG, t)
D(ALG, t)

≤ β.

In words, the overhead on the number of stations used by
ALG is never more than a multiplicative factor α over the
optimal, and the reallocation cost, amortized on the “space”
left available by departing clients is never more than β. The
reallocation cost is only measured at the time when ALG
reallocates some clients, i.e., when R (ALG, t) > 0, because
it is not meaningful to consider times in between realloca-
tion events. The rationale of comparing R (ALG, t) against
D(ALG, t) is as follows. When clients do not depart, the WS
problem admits very good approximation performance even
without reallocation (recall in the introduction that in such
case there is online algorithm that differs from the optimal
offline algorithm by only an additive term [10]). Therefore,
we are motivated to study how algorithms may benefit from
reallocation when there is departure by reusing the space
released by the departure.

Notice that the above ratios are strong guarantees, in the
sense that they are the maximum of the ratios instead of the
ratio of the maxima. (This distinction was called previously

in the literature against current load versus against peak load
respectively.) Moreover, the reallocation ratio computed as the
maximum over reallocation events is also stronger than the
ratio of cumulative weights since the system started.

IV. ALGORITHMS

Broadcast Trees. A common theme in WS algorithms with
periodic transmission schedules is to represent those schedules
with Broadcast Trees [7], [11], [12]. Broadcast trees are
a convenient representation because they allow to visualize
easily how the laxities are combined. Consider for instance
two clients a and b, both with laxity 2. Both clients may be
assigned to the same station alternating their transmissions.
This assignment is represented by one binary tree where a and
b hang from the root of a broadcast tree, modeling such station
schedule. Throughout the paper, we refer to a set of broadcast
trees as the forest, and to the distance in edges from a node to
the root of a broadcast tree as the depth. Generalizing, the 2d

nodes at depth d in a complete binary tree represent the time
slots t mod 2d (see Figure 1(a)). Then, to indicate that some
(periodic) time slot has been reserved for a client c to transmit
to a given station s, we say informally that c is assigned to
the corresponding node in the broadcast tree of s. Throughout
the rest of the paper, we use both indistinctively.

Notice that once a client c is assigned to a node i, no
other client can be assigned as a subtree of i, because all the
time slots represented by i have been reserved for c. (Refer
to Figure 1(b)) However, sibling clients are possible because
they represent interleaving reservations (as in the example with
a and b in the previous paragraph). Thus, if at any internal
node only one child has a client assigned, an empty leaf
is placed in the other child, making explicit the availability
of the corresponding (periodic) time slot. Consequently, in
broadcast trees all nodes have exactly zero or all possible
children. Consider for instance the tree shown in Figure 1(c),
where black nodes represent clients assigned and white nodes
represent available slots. The transmission schedule in this
example is depicted in the figure. Refer to [11], [12] for further
details on broadcast trees.
WS algorithms. In [11] Chan et al. presented a WS algorithm
that allocates clients with laxities that are powers of 2 preserv-
ing the following invariant. For each station, the broadcast
tree modeling the station schedule has at most one available
leaf at each depth. In order to preserve this invariant, when a
client departs from a tree, the remaining clients in the same
tree are rearranged for free. This invariant allows to upper
bound the space available at each tree, but if reallocations
among trees are possible, the same idea can be extended to all
trees simultaneously. Indeed, that is the approach followed in
the algorithm Preemptive Reallocation (PR) [7], maintaining
the invariant that throughout all trees there is at most one
available leaf at each depth. For laxities that are powers of
2, PR achieves an optimal station usage of H(C(t)) for time
slot t, where H(C(t)) = d

∑
c∈C(t) 1/wce, because the sum of

all empty leaves (i.e., the sum of the inverse of laxities of all
clients that could be placed in those leaves) is less than 1.
Such guarantee is met re-establishing the invariant each time
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(c) Some clients assigned.

Fig. 1. Illustration of a binary broadcast tree. (a) A depth-2 tree corresponds
to periodic broadcast of period 22. (b) Clients are assigned to leaves, e.g.,
client c with laxity 4 is assigned the black node meaning time slot 1,5,9, etc.
are reserved for it. (c) Open leaf (white node) corresponds to available slot.

a client departs, possibly through reallocations among trees,
at a constant cost per client reallocated between trees (within
the tree are still free). It was shown experimentally that for
various inputs the number of clients reallocated, amortized
on the number of arrivals and departures, is constant [7].
However, we show (cf. Lemma 1 in [2]) that there are
arrival/departure schedules for which the amortized cost in
PR is unbounded. Furthermore, we show (cf. Lemma 2 in [2])
that if we simply modify PR to reallocate the sibling subtree

of smaller weight (rather than the subtree with less clients)
to restore the invariant, there are arrival schedules for which
the reallocation-cost ratio is exponential for our cost function
(Equation 1).

A WS algorithm with provable bounded reallocation cost
guarantees was shown also in [7]. The protocol, called Clas-
sified Reallocation (CR), guarantees that all clients assigned
to the same station have the same laxity, except for one
distinguished station that handles all laxities linear and above.
At any time t, CR has an additive overhead on station usage of
at most 1+ log(min{maxc∈C(t) wc,ddC(t)ee}/minc∈C(t) wc)

4,
for laxities that are powers of 2. To attain constant amortized
reallocation cost, clients are moved to/from the distinguished
station only after the number of clients in the system has
halved/doubled. However, for the reallocation cost function
in Equation 1, that is a reallocation cost that depends on the
resource requirements of the clients reallocated, CR has an
arbitrarily bad reallocation cost ratio (cf. Lemma 3 in [2]).
Classified Preemptive Reallocation. The negative results in
Lemmas 1, 2, and 3 in [2] apply to WS. Given that WS is a
particular case of SA fixing bc = B for all clients, the same
negative results apply to SA. Thus, should the reallocation cost
be maintained low, a new approach is needed. We present now
an online SA protocol (Algorithm 1) which we call Classified
Preemptive Reallocation (CPR), that provides guarantees in
station usage and reallocation cost. The protocol may be sum-
marized as follows. Clients are classified according to laxity
and bandwidth requirements. Upon arrival, a client is allocated
to a station within its corresponding class to guarantee a usage
excess (with respect to optimal) of at most one station per class
plus one station throughout all classes. Upon departure of a
client, if necessary to maintain the above-mentioned guarantee,
clients are reallocated, but only within the corresponding class.
The protocol includes three different classifications providing
different trade-offs between reallocation cost and station usage.
We recreate the idea of broadcast trees, but now we have
multiple trees representing the schedule of each station. On
one hand, we use broadcast trees with depth bounded by the
class laxities. We call them broadcast subtrees to reflect that
they are only part of a regular broadcast tree. On the other
hand, we have the multiplicity yielded by the shared station
capacity B. Further details follow.

The mechanism to allocate an arriving client can be de-
scribed as follows. Upon arrival, a client c is classified ac-
cording to its laxity and bandwidth requirement. Specifically,
c is assigned to a class for clients with bandwidth requirement
B/bbB/bccc and laxity in [wlow,whigh), for some wlow and whigh
that depend on the classification chosen, as shown in Algo-
rithm 2. Notice that each station has up to bbB/bccc ·ddwlowee
subtrees. That is, bbB/bccc ways to share its capacity B and
ddwlowee ways to share its schedule. Within its class, we assign
c to an available leaf at depth blogwcc − dlogwlowe in any
subtree in the forest. If there is no such leaf available, we look
at smaller depths up in the forest one by one. If we find an
available leaf at depth dlogwlowe ≤ i < blogwcc−dlogwlowe,
we allocate to that leaf a new subtree with c assigned at depth

4Throughout, log means log2 unless otherwise stated.
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Algorithm 1: Classified Preemptive Reallocation. bbxcc
is the largest power of 2 that is not larger than x. We
represent the transmission schedules with broadcast trees.
A node with both children available becomes an available
leaf. A station with no client assigned becomes non-active.
〈wlow,whigh〉 are the boundaries of the class of the input
client. Refer to Algorithm 2 for further details on the
classification.
Algorithm

upon arrival or departure of a client c do
if arrival then allocate(c,〈wlow,whigh〉)
else consolidate(c,〈wlow,whigh〉)

endupon
Procedure allocate(c,〈wlow,whigh〉)

for each depth i = blogwcc−dlogwlowe down to 0 do
for each active station s of class
〈wlow,whigh,1/bbB/bccc〉 do

if there is a leaf ` available at depth i in the
broadcast tree of s then

allocate to ` a new subtree with client c
assigned at depth blogwcc− i−dlogwlowe
of the broadcast subtree
return

end
end

end
activate a new station s in class
〈wlow,whigh,1/bbB/bccc〉
choose one of the leaves ` at depth 0 of the broadcast
subtrees of s
allocate to ` a new subtree with client c assigned at
depth blogwcc−dlogwlowe of the broadcast subtree

Procedure consolidate(c,〈wlow,whigh〉)
for each depth i = blogwcc−dlogwlowe down to 1 do

if there are two active stations of class
〈wlow,whigh,1/bbB/bccc〉 both with a leaf at
depth i available then reallocate sibling subtree
of smaller weight
else return

end
// reallocations cleared a whole broadcast

subtree
if there are two active stations of class
〈wlow,whigh,1/bbB/bccc〉 with empty broadcast
subtrees then reallocate a subtree from the station
with at least one empty subtree to the station with
exactly one empty subtree

blogwcc− i with respect to the root of the broadcast subtree. If
no such leaf is available at any depth, a new broadcast subtree
T is created with c assigned at depth blogwcc−dlogwlowe, and
T is assigned to a newly activated station. Refer to Algorithm 1
for further details.

The above allocation mechanism maintains the following
invariant: (1) there is at most one leaf available at any depth
larger than dlogwlowe of the forest, and (2) there is at most

Algorithm 2: Class Computation. bbxcc is the largest
power of 2 that is not larger than x. The parameter f actor
indicates how the client classes are defined.
Function findLaxityClass(c,factor)

if 1≤ bbwccc< 2 then return 〈1,2〉
if 2≤ bbwccc< 4 then return 〈2,4〉
w← 4
if f actor = constant then

while bbwccc ≥ 2w do // whigh = 2wlow
w← 2w

end
return 〈w,2w〉

end
else if f actor = logarithmic then

while bbwccc ≥ w log2 w do
// whigh = wlow log2 wlow

w← w log2 w
end
return 〈w,w log2 w〉

end
else // f actor = linear

while bbwccc ≥ w2 do // whigh = w2
low

w← w2

end
return 〈w,w2〉

end

one station with leaves available at depth dlogwlowe (an empty
broadcast subtree). When a client departs, this invariant is re-
established through reallocations as follows. When a client
c departs, if blogwcc > dlogwlowe, we check if there was
already a leaf ` available at depth blogwcc − dlogwlowe. If
there was one, either the sibling of c or the sibling of ` has
to be reallocated to re-establish the invariant. We greedily
choose to reallocate whichever sibling has smaller weight of
the two. The process does not necessarily stop here because, if
blogwcc−1> dlogwlowe and there was a leaf already available
at depth blogwcc − 1− dlogwlowe, together with the newly
available leaf at depth blogwcc − 1− dlogwlowe due to the
reallocation at depth blogwcc−dlogwlowe, it yields two leaves
available at depth blogwcc−1−dlogwlowe. Hence, again one
of the sibling subtrees has to be reallocated This transitive real-
locations upwards the forest may continue until a depth where
no reallocation is needed or until the depth dlogwlowe+ 1
is reached, when the reallocation leaves a broadcast subtree
empty. In the latter case, we reallocate a whole broadcast
subtree so that only one station has empty subtrees and the
invariant is re-established. Refer to Algorithm 1 for further
details.

Notice that when a client is reallocated (even within a
station) its laxity may be violated once. Consider for instance
the schedule in Figure 1(c). Let wa = 4, that is, a is transmitting
at its lowest possible frequency. If at the end of time slot 7
client b departs, at the beginning of time slot 8 client a will
be reallocated to the slot of client b, that is, to transmit next
in slot 11. This new schedule violates wa because the previous
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slot when a transmitted was 5. For WS, in [11] the issue is
approached making a client transmit once more within the
original schedule. As the authors say, this approach introduces
a transition delay. In their model, there is no impact on station
usage because their ratio is against peak load. However, for
a ratio against current load such as our model, reserving a
slot for a client in more than one station implies an overhead
on station usage. Indeed, for any given allocation/reallocation
policy, an adversarial input can be shown so that either the
laxity is stretched or the station usage is not optimal. Hence,
in our model we assume that when a client is reallocated the
laxity may be stretched, folding the cost in the reallocation
cost.

V. SIMULATIONS

In this section, we present the main results of our ex-
perimental simulations of the CPR algorithm. We highlight
here that the classification factor (logarithmic) that maintains
simultaneously station usage and reallocation cost below the
maximum observed was found through experimentation with
various functions. For the specific cases presented (constant,
logarithmic, and linear factors) we have focused on a scenario
where ∀c∈C,bc = 1/2i, and wc = 2 j, where i, j≥ 0 and B was
normalized to 1. For all the evaluations the reallocation cost
of each client c has been set to the inverse of its laxity 1/wc.
That is, ρ= 1, since the scaling factor ρ is also a multiplicative
factor in our reallocation metric and, hence, does not provide
additional information about the performance of our protocols
in terms of reallocation.

Our theoretical bounds on performance apply to worst-
case scenarios. Hence, the purpose of these simulations is
to complement those bounds evaluating how much better (if
anything) our protocol behaves in practice for average cases.
Given that the main feature of the protocol is to allocate
(and reallocate) “efficiently”, we aim to stress such feature
considering inputs that entail extremal cases of arrivals. That
is, smooth distributions of arrivals as well as batched arrivals.
The set of inputs chosen are representative of those cases.
Moreover, they are also the customary choices in experimental
evaluation for other problems such as job scheduling, packet
routing, etc. Other reallocation algorithms were not simulated
since, to the best of our knowledge, this is the first time that
restrictions on laxity and bandwidth under a reallocation cost
proportional to resources requested have been considered.

We have produced various sets of clients (recall that each
client is characterized by a time of arrival, a time of depar-
ture, a bandwidth, and a laxity). The laxity of each client
was chosen independently at random from {1,2,4, . . . ,wmax},
for each wmax = 1024,4096, and 16384. We evaluated three
distributions over that range: uniform, biased towards small
laxities, and biased towards large laxities. Biased means prob-
ability 0.7 of choosing from one half of the range (lower or
higher), and then uniform probability within the half chosen.
The bandwidth of each client c was chosen at random as
bc = 1/2i with probability 1/2i for each i = 1,2, . . . For each
of n = 4000,8000, and 16000 clients, time was discretized in
2n slots.
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The arrival time of each client was chosen: (a) uniformly
at random within the interval [1,2n]; (b) in 3 batches of
n/3 clients arriving at t = 1, t = n/2, and t = n; and (c)
as a Poisson process with mean rate λ = 0.7. The choice of
a Poisson process intends to model another case where the
arrival schedule does not include bursts, whereas the value
chosen for λ intends to model an arrival schedule that is
somewhat dense (0.7 expected arrivals per unit of time until all
n clients have arrived). For each client, the departure time was
chosen uniformly at random from the interval [ta,2n], where ta
is the time of arrival of such client. The inputs for n= 4000 and
wmax = 1024 are illustrated in Figure 2 showing the H(C(t))
function, which is a lower bound on the optimal number of
stations needed.

With respect to the protocol, three different classification
factors: constant, logarithmic, and linear, were used, as de-
tailed in Algorithm 2. We implemented the protocol and input
generator in Java 8. The simulations were carried out on one
of the Linux servers at Pace University. The specifications are
IntelrXeonrCPU X5450 @ 3.00GHz, 2GB RAM, 150GB
HD, running Debian 8 x64.

For each of the 243 scenarios that arise from the combi-
nation of the above variants (3 wmax, 3 laxity distributions, 3
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arrival distributions, 3 numbers of clients, and 3 protocols), we
evaluated experimentally the (α,β)-performance of CPR. Our
simulations showed that the performance in practical settings
is indeed as expected or better than the theoretical bounds (as
in Corollary 5 in [2]). The discussion that follows refers to
n = 4000 and wmax = 1024, but similar results were obtained
for the other cases. The plots of our results can be found in
the full version of this paper in [2]. The source code, the input
data, and the raw output data are publicly available in [13].

Our simulations show (refer to plots in [2]) that the reallo-
cation vs. departures weight ratio (bounded by β) is frequently
at most 1. For constant factor classification on uniform arrival
distribution and uniform laxity no client was ever reallocated.
Hence, this case is not plotted. Also, the ratio is defined on
reallocation events. Hence, no data points are shown in time
slots without reallocations.

To quantify the latter observations, we compute statistics
of the reallocation vs. departures weight ratio, over time slots
where some client has been reallocated. The results are shown
in Figure 3. It can be seen that in all cases the average
plus one standard deviation is below 2.5. For comparison, we
compute the bounds β proved in Corollary 5 in [2]. Recall that
the sample space for wmax in the simulations was [1,1024].
Nevertheless, being pessimistic and replacing wmax = 8, and
the value ρ = 1 used in our simulations, we have that the
theoretical upper bound is β≥ 3 for all classification factors.
For larger values of wmax the gap between our observations and
the theoretical bound is even larger, showing that on realistic
inputs our protocol behaves much better than the worst-case
theoretical bounds.

With respect to station usage, our plots show (refer to [2])
that after a period upon initial arrivals and a period before last
departures, the station usage ratio against H(C(t)), which is
only a lower bound of the optimal, (bounded by α) is most
of the time below 4, and frequently below 2. We make this
observation more precise by computing the percentage of time
slots when the station usage ratio against H(C(t)) is below

Laxity distribution Arrival distribution Factor percentage
Unif Unif Const 69.0875

SmallBiased Unif Const 76.5625
LargeBiased Unif Const 9.575

Unif Batched Const 83.4
SmallBiased Batched Const 89.225
LargeBiased Batched Const 79.3125

Unif Poisson Const 73.3875
SmallBiased Poisson Const 80.9
LargeBiased Poisson Const 41.475

Unif Unif Log 90.1875
SmallBiased Unif Log 91.9375
LargeBiased Unif Log 75.925

Unif Batched Log 95.0
SmallBiased Batched Log 95.3375
LargeBiased Batched Log 88.825

Unif Poisson Log 90.0625
SmallBiased Poisson Log 94.05
LargeBiased Poisson Log 78.4375

Unif Unif Linear 91.05
SmallBiased Unif Linear 91.9375
LargeBiased Unif Linear 86.725

Unif Batched Linear 96.0
SmallBiased Batched Linear 95.925
LargeBiased Batched Linear 90.875

Unif Poisson Linear 92.5875
SmallBiased Poisson Linear 94.7375
LargeBiased Poisson Linear 83.275

TABLE I
PERCENTAGE OF TIME SLOTS WHEN THE STATION USAGE RATIO IS BELOW

4, FOR EACH CLASSIFICATION FACTOR, LAXITY DISTRIBUTION, AND
ARRIVAL DISTRIBUTION, FOR n = 4000 AND wmax = 1024.

4 for each combination of classification factor and arrival
distribution. The results are shown in Table I.

Should the reallocation ratio be minimized, the constant
factor classification achieves better performance at a higher
station usage. On the other hand, if station usage must be kept
low, the linear factor classification performs better incurring in
higher reallocation cost. The logarithmic factor balances both
costs. Figure 4 illustrates these trade offs. In comparison with
the bounds proved in Corollary 5 in [2], for the scenarios
simulated CPR behaves better than expected. As we see in
the figure, these trade-offs appear in all input distributions,
although in some the impact is milder (e.g. large-biased
laxities with uniform or Poisson arrivals).

The inputs chosen for our evaluation are intuitively rep-
resentative of a variety of likely cases. Namely, bursts and
smooth arrivals, more/even/less demanding clients, etc. Should
a comparison among factors regardless of distributions be
needed (e.g., if the distribution is unknown, but the extremal
values of bandwidths, laxities, and H(C(t)) are known) the
worst-case guarantees in the analysis must be used.

VI. CONCLUSIONS AND FUTURE WORK

In this paper, we study a dynamic allocation problem SA
and associated reallocation algorithms assuming that clients
have laxity and bandwidth requirements. We characterize
these algorithms by defining the notion (α,β)-performance as
combination of the competitive ratio on station usage (α) and
the cost of reallocations (β). We show that previous protocols
that work well for unit cost per client reallocation do not work
well when the cost is more general. We then present a new
protocol called Classified Preemptive Reallocation and prove
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bounds on both of our performance metrics. We also present
experimental simulation results on average cases supplement-
ing our theoretical analysis on worst case.

There are a few future directions. To further understand
the performance of algorithms, it is desirable to derive lower
bounds on the performance ratio of a general algorithms.
In this paper we assume that each station has the same
capacity. An obvious generalization is to consider stations
having different capacities. In addition, we may extend cost
model to introduce a weight to each client and the reallocation
cost is then calculated as a weighted cost. In terms of the
setting, we aim to quantify the resources required to complete
all requests from clients. A direction is to consider limited
resources and striking a balance between completing more
clients and not violating the resource limitation.
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Abstract—Organizations need to often maintain large 

heterogeneous database systems which have different 

programming models and the datasets stored in each one of them 

varies. Financial data can be stored in relational databases, user 

sessions in a key-value store for faster lookup, recommendation 

data in a graphical database and analytical data in a columnar 

stores for read heavy queries. Trying to fit all datasets in a single 

database could have adverse performance effects. “One Size Does 

Not Fit All”. The main focus of our research is finding an adequate 

solution using materialized views to improve the response time of 

queries across different data systems by leveraging a common 

materialization storage technique. 

Index Terms—Polystore, Data Systems, Analytical Query, 

Materialization.  

I. INTRODUCTION 

There has been a rapid and continuous increase in the volume, 

variety, and velocity of data being used by organizations for 

decision making and improved value captured. In recent years 

many different data management systems with different data 

models have been introduced into the marketplace: Columnar 

databases designed for read heavy analytical queries; OLTP 

databases becoming more main memory oriented; Numerous 

NoSQL data stores for horizontal scaling; HTAP system for 

both online transactional and analytical capabilities; and. 

NewSQL data systems with SQL interfaces and the scalability 

of NoSQL. 

The rise of data stores like key-value, graph, document and 

columnar stores have been designed for specific needs. 

Specialized engines offer performance which implies that “one 

size does not fit all”. No one database performances well on all 

kinds of data. A relational database works fine on structured 

data but its performance decreases on other kind of datasets. 

Hence curated data is stored in different databases, structured 

data in to relational database, historical data in to array 

database, relationship data in a graphical database and semi-

structured data in document data store.  The term polyglot 

persistence summarizes this dynamic and is used to mean that  

when storing data, it is best to use multiple data storage 

technologies, chosen based upon the way data is being used by 

. 

individual applications or components of a single application 

[15]. Also, one needs to learn different query languages which 

are used for these data stores. Data integration methods like 

replication or trying to fit all data in to a single storage are not 

effective solutions. Queries that work across different datasets 

are often limited by the incompatibility of the systems or 

difficulty in translating data from one system into another. 

Analytical queries can cross boundaries between different data 

stores [1]. Finally, having different database systems results in 

having connectors across different systems, leading developers 

to do lot of work and adding to the cost of the organization.  

The above considerations led to the development polystore 

systems which are built on top of different, heterogonous and 

integrated storage systems [2].  

 A polystore system consists of multiple systems and it is 

different from distributed relational databases which consists of 

replicas. In a polystore, multiple engines are accessed 

separately through a common interface. Federated relational 

databases are managed by individual administration team 

whereas in polystore they are managed as single integrated unit 

[2]. Along with polystore systems, there is a need to have a 

unifying framework that supports the functionality of the 

underlying data stores and provide s quicker query response.  

II. LITERATURE REVIEW

MATERIALIZATION: There are several techniques to 

improve query response time like indexing, partitioning of data 

and materialization. An Index is a data structure which 

improves the performance of data retrieval in read-intensive 

queries.  Indexes can be used on one or more fields of the 

database and are like a dictionary for the lookup of the data. 

One of the most widely used index structure is B-tree which 

keeps data sorted and allows sequential access [3]. 

The use of materialized views, derived from the base table, 

is the most effective way to improve query response time  

Materialized views pre-compute and store the aggregated 

results from the base tables. Consistency and freshness is 

maintained by updating the view whenever the base table 

changes. Appropriate views needs to be selected for 
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materialization, for queries to have reduced response time. A 

materialized view can be the joins of two table or a complex 

aggregate functions and consumes storage space. Freshness of 

the views needs to be maintained when they are created. 

Materialization requires disk storage which leads to spatial cost. 

When materialized views are created storage, query and 

maintenance cost needs to be considered [4].    

When a materialized view is created, the database scans the 

entire base table, executes the query and creates a copy of the 

result in a temporary table which is persisted to the disk. When 

we query, the materialized view table data is read from the disk 

similar to a table, if it contains the query result executed ahead 

of time, the result is returned immediately. Few databases 

update these materialized views automatically, some databases  

require a manual refresh and some do not support materialized 

views. 

Materialized views are used in Oracle databases where 

performance and quicker query response is critical and the 

complex SQL queries are executed against large tables. Queries 

are rewritten to execute against preaggregated tables than with 

the base table which speeds up the query response [16].   

 Query rewrite for Materialized Views 

DATABASE TECHNOLOGIES. Spark SQL is a module in 

Apache Spark that integrates with relational processing 

databases and lets users run complex analytical queries. It uses 

DataFrames which performs relational operations on external 

data sources. DataFrames are collections of structured records 

which can be manipulated and materialized in memory, but 

lacks mechanism to persist them on disk and keep them up to 

date [5]. 

Apache calcite is a unifying framework for parsing and  

planning queries on different datasets. It allows for querying 

data which is resident in non-traditional databases through a 

SQL interface. It includes many features similar to typical 

databases but lacks some functionalities like storage of data, a 

repository to store metadata information and a common 

materialization view for all data stores. Multiple calcite 

adaptors have their own notion of materialized views [6].  

BigDAWG is designed to support multiple databases and is 

a polystore. It consists of database engines, islands, middleware 

and interface for visualization applications. It provides location 

independence (where a query can be re-routed to the desired 

engine) and semantic completeness (meaning a query can make 

use of all underlying database features). An island in 

BigDAWG consists of data models and operations which 

provide location independence with its associated databases. A 

shim acts as a connector translating queries defined by 

operations in an island in to the native language of the 

respective storage engines. One of the key aspects of the 

polystore system is to process data on the storage engine it is 

best suited. In order to achieve this feature BigDAWG has 

implemented the “cast” feature where data can be converted 

into different formats. BigDAWG does not support 

materialized views [7]. 

Myria is a data management and analytical system which 

focuses on usability and efficiency. Myria has its own execution 

engine called MyriaX. It also generates query plans for different 

backend engines. Users can query using MyriaL which is a 

relational query language.  Myria can be operated as a cloud 

service. However, Myria does not provide support for 

materialized views [8].  

 Apache Kylin is an open source analytical engine that 

provides an SQL interface and analytics on Hadoop for large 

datasets. Kylin executes queries on pre-calculated cubes which 

are built offline. Kylin uses map-reduce process to build the 

cubes from source data. Recently Kylin is also speeding up the 

cube building processing using Apache Spark. Kylin is tightly 

coupled with Hive as a data source and HBase as data storage. 

Requests originate from a SQL tool or from a third party API 

services. Kylin’s RESTful service intercepts the requests and 

accesses the query engine. If the target data which the query 

processes can be met with the pre-built cubes then the results 

are returned back quickly, else it is routed to execute on the 

Hadoop. Kylin does not support relational and NoSQL source 

data stores to build the cubes nor the creation and maintenance 

of materialized views [9]. 

 Apache Hive is used for data querying, analysis and 

summarization in a data warehouse. It converts SQL-like 

queries to map-reduce jobs for the processing of large volume 

of data. Hive is best suited for batch jobs instead of real time 

data processing. HiveQL is query language used in Hive. 

HiveQL supports map-reduce scripts which can be plugged in 

to the queries. HiveQL does not support Online Transaction 

Processing and materialization views [10].  

Apache Lens integrates Apache Hadoop with traditional data 

warehouse to appear as one layer. It provides a unified layer for 

analytics. It provides a high level SQL like language called  
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CubeQL which queries data sets in the cubes. It uses a REST 

server to query data and make schema changes. Apache Lens 

doesn’t support the ability to create materialized views. 

However creating data cubes from materialized views would 

reduce data cube build time [11].    

Database Native View 

Support 

Native Materialized 

Views Support 

Altibase Yes No 

Apache Derby Yes No 

ClusterixDB Yes No 

DB2 Yes Yes 

EXASolution Yes No 

Firebird Yes No 

H2 Yes No 

Informix Dynamic 

Server 

Yes No 

Ingres Yes No 

InterBase Yes No 

Linter SQL 

RDBMS 

Yes Yes 

MariaDB Yes No 

MaxDB Yes No 

Microsoft SQL 

Server 

Yes Yes 

MonetDB Yes No 

MySQL Yes No 

OpenBase SQL Yes Yes 

Oracle Yes Yes 

Oracle Rdb Yes Yes 

OpenLink 

Virtuoso 

Yes Yes 

PostgreSQL Yes Yes 

Raima Database 

Manager 

Yes No 

SolidDB Yes No 

Table 1: Databases supporting Materialized View [17] 

From the above table it can be inferred that materialized views 

is not supported by all databases and when organizations use 

databases which does not support materialized views there is a 

need to have a framework to support for quicker query 

response.  

III.  PROBLEM STATEMENT

Multiple databases are used within an organization for various 

specialized tasks and requires database specific query 

optimization independently for each database. Materialized 

views is one such optimization which is used for faster query  

response and is not supported in all databases. Hence there is a 

need for a unifying framework in polyglot persistence which 

supports a common and persistent materialized view for all 

databases for lower latency query responses. 

 Queries which return aggregate or summary are frequently 

been used in user applications. Some of these analytical queries 

are not fast enough. Often queries are cached but needs to be 

invalidated and populated again. Native materialized view 

support offered in PostgresSQL provides good query response 

for analytical queries [19]. 

Kodiak is a distributed analytical data platform which uses 

materialization to serve analytical queries. It consists of many 

materialized views over petabytes of data. Kodiak shows that 

query latency is more than 3 orders magnitude faster than 

executing them on base tables and also uses less resources to 

run same workload [18]. 

  Within in an organization using different databases for various 

tasks is a common paradigm. Some of these in use databases 

might have native support for materialized views while some of 

them may not offer. Using materialization is a common 

technique to improve query response.  

Our problem statement is, “In a polystore environment, 

establish the feasibility of having a unifying framework that 

routes queries to materialized views which are stored, 

maintained, updated, statically and dynamically, in a 

common persistent data store, to achieve low latency query 

responses”.   

IV. KEY IDEA

Materialized Views are pre-computed data in databases. 

Instead of computing query from scratch from the base tables, 

the database uses the results that have already been computed 

and stored. This helps in reducing the query latency response 

time which benefits various applications like analytical, data 

mining and web database caching. 

Analytical queries helps us get answers to questions based on 

which business decisions can be made like, “What is the hourly 

pick-up, drop-off of passengers?” “How do ridesharing 

providers like Uber affect taxis in certain places?” “Do 

passengers at the airport use more Uber or taxis?” “How long 

does it take to get to the airport from certain places?” “What is 

the average travel time between two places?” “How does 

weather effect taxis and Uber ridership?” “Do passengers pay 

with credit card or cash?” “Is Uber over taking taxis in certain 

places?” [14]. We will demonstrate feasibility by 

implementing the architecture described in Section V and 

creating a solution that can answer these questions faster 

than they can be addressed without materialization 

technologies.   

ARCHITECTURE 
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The data requests originates from SQL tools which query 

engine intercepts and redirects it to the common storage where 

the materialized views are stored, if the datasets accessed in the 

query matches then the result is returned immediately. 

Otherwise they would be re-routed to execute them on the 

source data stores.  

SQL-Based Tools: Includes any third party tool which uses 

JDBC driver to connect to the engine. 

R: Data manipulation can be done using R for statistical and 

graphics. It helps in analyzing data in a fine manner.   

Query Engine: It is the extension to Apache Calcite open 

source framework that includes SQL parser, relational algebra 

and query planning. 

Metadata: Consists of the schema, subschema and table 

information of the underlying data stores. 

Materialized View Builder: It creates materialized views on 

the specified base table. It also maintains and keeps the 

materialized views up to date whenever changes to the base 

table happens. 

Common Storage for Materialized Views: It is the common 

storage where all the materialized views created by the builder 

is stored. It contains the materialized views from all the 

participating databases in a polyglot environment.  

RDBMS: Includes any relational database with/without 

support to inbuilt materialized views. 

NoSQL: Includes different flavors of NoSQL like key-value, 

document or columnar data stores. 

Hive: It is a SQL-like interface which is built on top of the 

Apache Hadoop for data summarization and analysis. 

In this thesis we use datasets provided by NYC Taxi and 

Limousine Commission (TLC) under the authorization of 

Taxicab & Livery Passenger Enhancement Programs. It 

includes the data collected for yellow and green taxi trip which 

provides pick-up, drop-off locations, fares price, distance 

covered, payment types and the passenger counts [12]. Uber 

has also released some of its trip data [13].  

We would be using Hive which uses Hadoop file system to 

store table which contains detailed trip data, NoSQL and 

RDBMS would contain lookup and transactional related data. 

NewSQL would be used to contain the materialized views. This 

thesis would extend Apache Calcite framework to support 

querying various data systems and provide a common storage 

data system where materialized views can be stored. Queries 

submitted would initially lookup materialized tables for 

response if materialized do not meet query criteria then they 

would be executed against base table. We would also execute 

statistical and data manipulation analytical queries directly on 

the materialized views to get quicker response and display them 

graphically using R.  

V. CONCLUSION 

This research helps in having lower query responses by using 

materialized view optimization technique. Currently it is in 

implementation stage. When complete we would run various 

types of queries against the original base table and 

materialized table to get the response times.   
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Abstract— This paper summarizes an in-progress study of Java 

EE data access choices and performance characteristics.  The 

outcome of the study is aimed at enabling solution architects and 

technical leads in commercial firms engaged in the delivery of 

custom developed software solutions using server-side Java EE 

technology select the right technology choices via a model based 

decision framewaork.  

Index Terms— Application Performance; Enterprise Java; 

Java EE; Data Access; Performance Taxonomy, J2EE 

I. INTRODUCTION 

OMMERCIAL businesses continue to spend significant

resources on Information Technology [IT] for a broad

range of reasons such as running core operations, 

improving employee productivity, improving the efficiency of 

business operations, acquire new customers, develop new IT 

enabled business models and/or new products. 

IT is a major component of the global economy. Figure 1 

shows a forecast by the research firm IDC that global IT 

expenditures will reach $2.4 trillion USD by 2019 [1].  Similar 

projections of technology spend measured in trillions of USD 

are available from other sources. 

Figure 1: Worldwide information technology (IT) spending forecast 

from 2014 to 2019 (in billion U.S. dollars) 

II. BACKGROUND

The study explores the performance characteristics of data 

access technology choices available in the Enterprise Java 

(Java EE) platform in the context of: 

• The evolution of the Java EE specification over time

• Business requirements

• Technology implementation choices that determine

application performance

The hypothesis is that the specific data access technology 

choice is not a significant factor when taken in the context of 

other factors that impact application performance. 

III. EXPECTED RELEVANCE AND CONTRIBUTION

The research idea was born out of practical experience and 

frustration in several large corporations where significant 

amounts of time and effort were spent debating and selecting 

data access approaches that in the end played a minimal role in 

application performance.  Ultimately, these were distractions 

that wasted time and money and contributed to delays in 

delivering working software to customers.  Applied research 

that puts application performance factors in context is of value 

to software architects, designers and developers. 

As part of the research, a taxonomy of application 

performance factors is being developed.  Given the constant 

evolution in component software technology and the Java EE 

specification, a framework to categorize application 

performance factors in a broader context is useful. 

The number of new research publications relating to Java EE 

performance appears to have declined.  An update that 

considers the lessons and developments of the last few years 

should be of value. 

As technology capabilities keep rapidly evolving, recent 

trends in Java EE deployment and data access technologies 

informed by the growth of cloud services will be included in 

the study. 
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The study will place Java EE into a broader context of the 

evolution of server-side computing. 

This is applied research focused on recent and current 

practices. 

IV. WHY JAVA EE

A. Java 

Java remains a vibrant and heavily used programming 

language.  The vendor neutral and operating system platform 

independent core design principle of the platform makes it 

attractive to many firms.  The TIOBE Programming 

Community Index [6] currently lists Java as one of the most 

popular programming languages. 

B. Enterprise edition specification evolution 

The server-side implementation of Java, referred to as “J2EE” 

or “Java EE”, provides facilities to construct distributed, 

multitier enterprise applications. [8] 

Figure 2: Java EE multitier application model 

The platform is active and the specification continues to 

evolve. 

Table 1: Java EE standard evolution 

Version Ratification Date 

Java Professional Edition Project at Sun 1998 May 

Enterprise Edition Specification, v1.2 17 Dec, 1999 

Enterprise Edition 1.3 (JSR 58) 24 Sep, 2001 

Enterprise Edition 1.4 (J2EE 1.4) (JSR 151) 24 Nov, 2003 

Enterprise Edition 5 (Java EE 5) (JSR 244) 11 May, 2006 

Enterprise Edition 6 (Java EE 6) (JSR 316) 10 Dec, 2009 

Enterprise Edition 7 (Java EE 7) (JSR 342) 28 May 2013 

Enterprise Edition 8 (Java EE 8) (JSR 366) 18 Sep 2017 

V. INDUSTRY BENCHMARKS 

The study will look at the evolution of industry performance 

benchmarks utilizing Java technology and how those 

benchmarks address Java EE in general and data access in 

particular.  One such benchmark is the Standard Performance 

Evaluation Corporations SPECjbb 2015 [2] 

VI. EXPERIMENT DESIGN

A. Use cases 

The experiment design uses use case abstractions to represent 

a broad class or systems. 

Table 2: Use case permutations 

Use 

Case 

Computation 

Profile 

Data Usage 

Profile 

Result Set Profile 

1 1 Compute Intensive 1 Shared 1 Small Single Value 

2 1 Compute Intensive 2 Private 1 Small Single Value 

3 2 Data Retrieval 1 Shared 1 Small Single Value 

4 2 Data Retrieval 2 Private 1 Small Single Value 

5 1 Compute Intensive 1 Shared 2 Large Aggregation 

6 1 Compute Intensive 2 Private 2 Large Aggregation 

7 2 Data Retrieval 1 Shared 2 Large Aggregation 

8 2 Data Retrieval 2 Private 2 Large Aggregation 

9 1 Compute Intensive 1 Shared 3 Large Single Value 

10 1 Compute Intensive 2 Private 3 Large Single Value 

11 2 Data Retrieval 1 Shared 3 Large Single Value 

12 2 Data Retrieval 2 Private 3 Large Single Value 

B. Common topology and tools 

The experiment design simulates a generic multitier and multi 

node web application topology utilizing commonly available 

application server technologies such as the WebSphere 

Application Server, the GlassFish Java EE Reference 

Implementation and the JBoss Application Server. 

Basic performance tuning recommendations of each platform 

provider are applied prior to any test execution. [3][4][5][6][7] 

Figure 3: Sample System Under Test 

Websphere Application Server Cell

Cluster Members

DB2

Test Driver

(Java Client or J2EE Client)
Cluster Node 1

Test Parameters

Test Results

Cluster Node 2

Cluster Node 3

Test Client 1

Test Client 2

Deployment Manager

Database Server

Windows

Performance Monitor Performance Logs

D3-2



C. Hosting 

Multiple generations of direct hardware and cloud 

Infrastructure-as-a-Service hosting models are utilized for 

different tests. [13][14] 

D. Test Permutations 

The use case abstractions are combined with variations in data 

access technology and application server cluster node counts 

to round out the study. 

Table 3: Test permutations 

Computation 

Profile 

Data 

Usage 

 Profile 

Result Set 

Profile 

Data Access 

Technology 

Cluster 

Usage 

1 Compute 

Intensive 

1 Shared 1 Small 

Single 

Value 

1 Servlet – 

Session Bean – 

JDBC 

1 Node 

2 Data 

Retrieval 

2 Private 2 Large 

Aggregation 

2 Servlet – 

Session Bean – 

Stored Procedure 

2 

Nodes 

3 Large 

Single 

Value 

3 Servlet – 

Session Bean – 

Entity Bean 

CMP 

3 

Nodes 

4 Servlet – 

JDBC 

5 Servlet – 

Stored Procedure 

Figure 4: Sample data access technology flow 

VII. SAMPLE EXPERIMENT RESULTS

The study intends to provide analysis for two categories of 

results. 

A. Use case to data access technology correlation analysis 

The sample table below corelates use cases to data access 

technology selection. 

Table 4: Use case to data access technology correlation sample 

B. Data access technology to use case correlation analysis 

Table 5: Data access technology to use case correlation sample 

C. Use case, response time, throughput to data access 

technology correlation analysis 

The sample results below are for use case 1 

Computation Profile Data Usage Profile Result Set Profile 

Compute Intensive  Shared  Small Single Value 

S
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_

E
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IT

Y
C
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P

J
D

B
C

S
T

O
R

E
D

P
R

O
C

UseCase1 3,318.28      3,514.98      3,929.81      3,303.59      3,350.91      

UseCase2 3,232.03      3,370.66      3,251.97      3,261.99      3,490.73      

UseCase3 34.97           31.76           33.43           33.57           28.44           

UseCase4 34.56           31.96           32.36           33.15           28.58           

UseCase5 3,280.66      3,271.25      3,907.74      3,253.92      3,271.59      

UseCase6 16,968.61    23,051.04    17,295.61    16,451.50    24,541.99    

UseCase7 53.08           40.99           51.38           53.25           38.01           

UseCase8 12,754.24    16,420.23    12,483.73    12,074.26    16,983.55    

UseCase9 3,164.04      3,121.37      3,777.15      3,156.43      3,116.70      

UseCase10 3,810.20      3,827.52      3,932.95      3,780.81      3,816.84      

UseCase11 891.16         893.41         1,164.10      885.80         908.37         

UseCase12 2,498.53      2,587.62      2,557.54      2,606.20      2,603.86      
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UseCase1 3,318.28     3,514.98     3,929.81     3,303.59     3,350.91     

UseCase2 3,232.03     3,370.66     3,251.97     3,261.99     3,490.73     

UseCase3 34.97          31.76          33.43          33.57          28.44          

UseCase4 34.56          31.96          32.36          33.15          28.58          

UseCase5 3,280.66     3,271.25     3,907.74     3,253.92     3,271.59     

UseCase6 16,968.61   23,051.04   17,295.61   16,451.50   24,541.99   

UseCase7 53.08          40.99          51.38          53.25          38.01          

UseCase8 12,754.24   16,420.23   12,483.73   12,074.26   16,983.55   

UseCase9 3,164.04     3,121.37     3,777.15     3,156.43     3,116.70     

UseCase10 3,810.20     3,827.52     3,932.95     3,780.81     3,816.84     

UseCase11 891.16        893.41        1,164.10     885.80        908.37        

UseCase12 2,498.53     2,587.62     2,557.54     2,606.20     2,603.86     
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Figure 5: Sample response time and throughput measurements 

D. Resource Utilization by Use Case 

Figure 6: Sample resource utilization measurements 

VIII. A PERFORMANCE TAXONOMY

The study will deliver an extensible taxonomy of factors that 

impact application performance. 

A. Level 0 

Figure 7: Application performance drivers 

B. Level 1 – Business Requirements 

Figure 8: Business requirements 

C. Level 2 – Business Requirements – Application Profile 

Figure 9: Application profile 

D. Level 1 – Technology Choices 

Figure 10: Technology implementation choices 

E. Level 2 – Programming Languages and Component 

Models 

Figure 11: Programming Languages and Component Models 
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Abstract— a paperless web application will store and retrieve a 

student’s work-hour information at the Center for Community 

Action and Research within a safe and secure environment. 

This new system replaces the previous laborious paper forms 

with an efficient and easy-to-use website for all user types. 

There are two major components of the system, the frontend 

and the backend development. The frontend is a user-friendly 

web interface developed in PHP to make access to a student’s 

information quick and secure. The backend consists of a 

database to increase efficiency in storage, retrieval, processing, 

and editing of collected data for the center. The resulting system 

provides a more efficient and secure paperless database system 

compared to the previous unsecured and inefficient paper 

system. 

Key terms— Database, graphical user interface, MySQL, PHP, 

RDMS, system design, web application development 

I.  INTRODUCTION 

A. Background 

For more than two decades, the Center for Community 

Action and Research (CCAR) has supported civic 

engagement, social responsibility, and reciprocal partnership 

with the community, resulting in enriched learning for 

positive change. Housed within the Dyson College of Arts 

and Sciences, the CCAR's programs serve the entire 

university through curricular and co-curricular initiatives, 

coordination of national civic engagement programs, and 

support of ongoing community partnerships. 

The current system utilized by CCAR is a paper form 

submitted by students to log their hours. The approval 

process is cumbersome. The student must deliver their forms 

to the community supervisor for approval. Once this 

approval is obtained, the student delivers the form to their 

instructor for approval and credit toward their course. 

Finally, the instructor delivers the approved form to the 

CCAR for manual data entry into an Excel spreadsheet. The 

CCAR uses this spreadsheet periodically to track overall 

hours served by the student body for various community 

organizations. 

The current system puts the majority of the labor on the 

student to complete the form and obtain approvals. The 

manual process has several disadvantages, such as: 

1) Manual data entry required by the CCAR

2) Data redundancy. Students may call a community

by multiple names, thus the spreadsheet may have

different name entries for the same community.

3) Limited capability of the current spreadsheet to

connect and sort data.

B. Objectives 

The purpose of this work is to find an accessible, efficient, 

and effective way for: 

1) Students to confirm required community hours.

2) Community partners to confirm hours with minimal

effort.

3) Instructors to review and access approvals.

4) The CCAR to run reports on who and where

students have completed their hours.

5) Require CCAR administrator approval for addition

of new community names to the database.

We seek to create a system by which Pace student volunteers 

can log their hours electronically and get them approved by 

the community supervisor. Additionally, the system will 

simplify data input and retrieval processes for the CCAR. 
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C. Literature Review 

Our goal is to develop a uniform coding protocol for query 

accessible through a user-friendly web interface.  

We aim to create a web interface where users can access 

relevant data efficiently and without error. One model we 

looked at was “Development of Web-based Examination 

System using Open Source Programming Model”, written by 

Olalere A. Abass, Samuel A. Olajide, Babafemi O Samuel 

[1]. This provided a basic idea how to build our system.  We 

chose to follow stages outlined in the paper written by 

Lucian-Ionel Cioca, Marius Cioca and Adrian Cioca, “Three 

stages are required for the implementation of this system: the 

installation and configuration of the product/application; 

training for the efficient use of the product; and creating a 

user's guide focused on both application management and on 

the client [4].”  

Based on the characteristics of good programming practices 

that reduce maintenance and modification costs, we followed 

the High Cohesion and Low Coupling Principles [9]. This 

implies that without doing analysis and system design prior 

to coding, one is likely to end up with a program that is 

overly coupled and has low cohesion. Therefore, we made 

some sketches and prototypes to synthesize the customers’ 

requirements and develop the features before coding. We 

followed the double diamond model [5]: Discover-insight to 

the problem; Define-the areas to focus upon; Develop-

potential solutions; Deliver-solutions that work. For the 

graphical user interface, based on the customers’ 

requirements, we will keep it as simple as possible while still 

making it user friendly. “By simplifying the layout, there will 

be fewer elements, and overall, less, but more meaningful 

content [9].”  We have four user types for this system: 

students, instructors, supervisors and administrators. 

Regarding the user experience, a navigation menu will make 

it easy for users to locate the correct page. All the users will 

login through the same login menu on the home page. After 

they logged in, each of them has access to different pages 

which then accesses the backend database in different 

capacities that relate to each other in a sequence. 

D. PHP and MySQL 

[3] PHP is an open source, cross platform, server-side, 

HTML-embedded scripting language used for creating 

dynamic web content. On the Linux platform, PHP provides 

the a reliable and complete equivalent to ASP. A recent [6] 

Netcraft survey indicates that over 1.5 million sites use PHP. 

One of the strongest features of PHP is its support for a wide 

range of databases. PHP is compatible with all popular web 

servers, and can be integrated into the Apache server, the 

most popular web server on the Internet (58% of websites 

according to Netcraft statistics). [2] MySQL is one of the 

world’s primary databases. It is open source, reliable, 

compatible with all major hosting providers, cost-effective, 

and easy to manage. Many organizations are leveraging the 

data security and strong transactional support offered by 

MySQL to secure online transactions and enhance customer 

interactions. However, enterprises using MySQL are 

presented with several challenges when their apps 

experience exponential growth and they need additional 

scale. We decided to use MySQL for similar reasons and its 

regular high performance on its benchmarks even in its 

community edition [8]. 

II. METHODOLOGY

For scripting the webpage, we are using PHP with the 

combination of HTML and CSS. In conjunction with these 

scripting languages, the database will be implemented using 

MySQL. The development kit needs PHP, MySQL, a PHP 

editor and Apache Server with JDE. We installed JDE from 

oracle, and used XAMPP, a free, easy to install Apache 

distribution containing a package of PHP, MySQL, and 

Apache HTTP Server. For the PHP editor, we used JetBrains 

PhpStorm, a commercial, cross-platform IDE for PHP built 

on JetBrains’ IntelliJ IDEA platform. PhpStorm Provides an 

editor for PHP, HTML and CSS with code analysis, error 

prevention and automated refactoring for PHP code. It 

includes a full-fledged SQL editor with editable query 

results. 

The Communication Methodology is used to research, 

create, and execute a communication plan for our effort that 

targets key audience groups. These audiences can include the 

University, faculty, staff, students, and more. We have 

developed a strategy to help our team mates work as a unit 

in order to reach a common goal, overcoming the challenges 

of the past efforts, along with the challenges of coming 

together as a team with one goal in mind. As a team we are 

organized by communicating daily, via E-mail, group 

discussion on the black board or by WhatsApp. Once a week 

we communicate via phone conference to share our progress 

and codes working in tandem with each other.  

For our work, figure 1 displayed the home page we created 

and Figure 2 displayed the sign up page we created. The 

system that we created allows users to log in through the 

home page as either students, instructors, supervisors or 

administrators. Because of the unique username patterns for 

each user type, it makes it easy to specify which table to 

search for the username password combination. It allows for 

dynamic updating of the webpages created and grant or deny 

access based on user type and associated privileges. After the 

verification of the user’s authorization, the user’s 

information will be in the database and they will have access 

to certain forms and pages depending on the user type. The 

login system is complete with a strong password regex 

pattern, and hashed password in the database to prevent easy 

viewing. The user will enter their user ID and password and 

then click Log in to log on to the system. Users have 

permissions granted to them according to their authorization 

status, so administrators and web users can have different 

access to Student’s records. 
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Fig. 1.  This figure shows the user login screen. 

Fig. 2.  This figure is the sign up page we created. It allows users to sign up 

as either students, instructors or supervisors. 

Fig. 3.  This figure shows the sign up page for new student users. 

Students will constitute the majority of the registered users. 

When they log in, the home page will change from the initial 

one seen, to a new one that will be different for each user 

type. The format is largely the same for each user, a welcome 

menu that greets the user based on their entered name, and 

buttons corresponding to the different functions each user 

has. An example of this is shown in figure 4, which displays 

the menu for the student user type. For students, the system 

they will have an option to submit a new community service 

form, as seen in figure 6. As well as an option to view all the 

forms they have submitted, which is shown in figure 5. The 

information displayed to the student here will be updated 

dynamically based on the retrieved session University ID 

which will be their unique University ID (UID) that is 

entered when they log in. Therefore, each student can only 

see the forms they filled out and no other student’s forms. In 

this form they will see the date of service, description, hours 

submitted for that date, whether the submission has been 

approved or is still pending, as well as a view of the total 

approved hours. This will assist the student in keeping track 

of their volunteer hours’ status relative to course 

requirements. Additionally, since the unique UID is tied to 

the login of each user, students will not make the error of 

entering their hours under another students UID. 

Fig. 4. This figure shows the main page for successful signed up students, 

after logged in. 

Fig. 5. This table displays the users submitted forms, whether they are 

approved or not and the total completed hours for that user. 
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Fig. 6. This figure shows the fields the students need to fill out for the form 

they submit. 

For the supervisor pages we created, it will only be viewable 

by a logged in and approved supervisor. They will be able to 

see the main information of their students’ forms, including 

student name, date, and hours completed, etc. Besides this 

function, they can also select a specific form and approve it. 

Fig. 7. This figure shows supervisors can view the forms their students 

submitted, and have the ability to approve specified forms.

For the administrator pages, as displayed in figure 8, they 

have more privileges and authorities to access and approve 

data. They can create new administrators, view all data 

sorted by fields, and approve submitted data where needed. 

One example as shown in figure 9, displays how 

administrators can approve the communities submitted by 

students.  

Fig. 8. This figure shows the page after the administrator logged in. 

Fig. 9. This figure is an example of the various functions only the 

administrator has the authority to perform. 
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The basic flow of information following form submission by 

the student is shown in figure 10. For instance, if a new 

community is introduced it requires administrator approval.  

Fig. 10. This figure demonstrates the flow of information after the student 

submits a form for approval. 

We also created a table that will link the supervisors with 

related students and vice versa. This will allow the logged in 

supervisors to retrieve the related forms based on students 

who submitted forms with them as their supervisor. This will 

allow an easy way for supervisors to see relevant forms and 

approve or reject them based on validity. This is the general 

flow of how the page will be set up from the user and 

supervisors perspective. There is also an administrator view 

that is able to see the entire database to obtain valuable data, 

statistics, and trends which can be used to improve the 

program and provide valuable insight for the future.  

After the user has completed his or her task, they can then 

logout and it will end the session and go back to the default 

homepage. The application will be simple in nature but 

provide a valuable resource that should be able to cut the time 

spent processing paper forms significantly. 

Figure 11 shows the error page if user does not submit the 

form properly. We used the PHP function “preg_match” to 

see if the inputs followed a certain regex pattern. For 

example, for UIDs, the pattern must be an upper or lower 

case “U” followed by eight numbers. We also used other 

functions such as the “is_numeric” function to check that 

fully numeric inputs did not contain characters and the 

“FILTER_VALIDATE_EMAIL” to ensure that emails 

entered were in the proper format.  The combination of the 

regex patterns and the built in PHP functions made the 

validation used in our application robust and prevents 

incorrectly formatted data from entering the database. 

Fig. 11. This figure demonstrates the error messages a student will see if 

they fill the fields incorrectly during form submission. 

In addition, based on the feedback from the CCAR faculty, 

we added a “Pace white pages” link beyond the “instructors 

first name” field. This way, the students that might not 

know their instructors’ first name or how to spell it properly 

can easily click the link to check, and ensure that they are 

entering the information regarding their instructor correctly. 

“The complete set of tables designs for database is called the 

database schema. It is an akin to a blueprint for the database 

[10].” Our goal is to demonstrate the procedure of 

configuring the schema and database using MySQL in order 

to provide the building structure for data entry, query, editing 

and reporting functions. The frontend user will be provided 

with the interface to enquiry the database on the fields 

defined in table I. 
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Table I. This table illustrates all the initial fields contained within the 

database. 

Fig. 12. The Entity Relationship Diagram of the seven database tables and 

how they link to each other. 

“There are three kinds of update anomalies need to be 

avoided: modification, insertion, and deletion anomalies 

[10].” There are several many-to-many relationships 

possible in our database, such as students to courses and 

students to supervisors. To avoid creating a table-inside-a-

table, we separated the database logically into multiple tables 

in an attempt to eliminate the potential for update anomalies. 

The relational diagram displayed in figure 12 shows 7 tables 

in total. Each table has a primary key as a unique ID. This 

figure shows that we divided and cataloged them into seven 

parts based on the initial fields. For some parts that already 

have a unique ID, we used the existing one. For example, 

students’ Pace Unumber, and course CRN. For the other 

parts that do not have a unique ID, the database will generate 

one. 

For our database we created seven tables, the seven tables 

are: 

1) Supervisor: Contains supervisor’s name, phone

number, and email address.

2) Course: Contains CRN, course title and course

number.

3) Community/organization: Contains the name of the

community/organization.

4) Instructor: Contains instructor name and email

address.

5) Student register: Contains student name, phone

number, address, and pace email.

6) Student form: Contains the date(s) of service, time

in, time out, total hours, brief description, and

approve by the supervisor or instructor.

7) Student-Supervisor relational table: This table is

used to link students with their related supervisors

and vice versa

For example, when the student first fills out the form, the 

query will insert their unique session data identifier into the 

database along with the information they entered into the 

form. This information will also be linked to their related 

supervisor, and instructor. Students will then be able to 

retrieve their forms based on identifier values in the database. 

Using the student supervisor relational table, supervisors will 

be able to see the forms their volunteer students submitted, 

and approve it. By approving it, they will change the value 

stored in the student form, in the column “is-approved”, to 

one that indicates the form has been approved. By using the 

session data, students will not have to fill out the personal 

information each time they submit a form. 

The administrators will have special access to approve and 

view all data. Supervisors and instructors will have to be 

approved by administrators before they will be able to 

approve any student forms. As well as administrators can 

approve new communities submitted by students. These 

approve functions will serve to ensure that data entered by 

students is correct and not fabricated in an attempt to approve 

their own hours for a fictitious community. New 

administrators will only be able to be created by an existing, 

logged in administrator to ensure that students or 

unauthorized users cannot create an administrator account, 

unless they are accompanied by an existing administrator and 

have been verified to have these account capabilities.  

III. RESULTS
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The CCAR at Pace University has an ever-increasing role 

assisting community partners. One way to help increase that 

role is creating a safe database, to store data electronically. 

The switch to electronic storage and filing systems has 

become increasingly strategic and more important with the 

growth of technology.  

For our results, we have been able to configure a basic 

database that can have forms inserted through our PHP 

webpage. We have been able to insert into each table of our 

database, with data that is properly escaped and validated as 

well as select and display forms from it. We also have been 

able to store session ID to the student submitting forms so 

that all the forms submitted by a certain user are linked and 

can be easily referenced back to that user. We have created a 

login system through PHP and MySQL that has password 

verification as well as the passwords are “hashed” when 

stored to be more secure. We also have incorporated a strong 

password Regex pattern that requires at least eight 

characters, an upper and lower-case character, a number and 

a special character.  

We also were able to separate the user types. Students can 

create an account by using their UID, which is a university 

given ID for Pace Students. Supervisors can create an 

account by using their email. Supervisors need to be 

approved by administrators to ensure that even a falsely 

created supervisor account will not have the ability to 

approve forms. Instructors have also been given the same 

privileges. Administrators are only able to be created by an 

existing administrator. There is an initial administrator 

account created for purposes of setup to create accounts for 

new administrators within the CCAR. Administrators also 

have additional features, such as the ability to search the 

forms based on UID number, as they will have the most 

information to look through. This creates an easy way for 

administrators to look up data that may have been falsely 

entered into the database to account for any potential 

unforeseen linking errors between students and related 

instructor or supervisor.  This allows us to ensure that data is 

being validated by approved individuals and allows for an 

easy process to ensure data veracity. 

During our work, we found a few difficulties. Building our 

database was more complicated than we anticipated. Because 

the instructors’ tables are tied to the course table, and there 

can be multiple instructors for one course. When we invoke 

the instructors table primary key to check whether the row 

matches to that specific key, there will be a chance to match 

multiple rows in the course table. We are still in the process 

of learning and optimizing our database to adhere to best 

practices and maximize its speed. 

IV. CONCLUSION

Our task was to develop an online database used to store and 

verify students’ volunteer data through an online web portal. 

To do so we conducted research to see what languages and 

methods we should use to achieve this. PHP was selected as 

the webpage language as it is server side, which is more 

secure with sensitive data, and its free and easy to implement. 

For our database management system, we used MySQL as it 

was one of the fastest, and it is open source and has a native 

connection to PHP. Our study shows an example of using 

these two languages together to create a simple but effective 

way of storing forms that can be potentially used by smaller 

organizations that are still using a paper based system for 

data storage. This application makes it much simpler for all 

involved in the process as it can store and submit data at the 

same time, approve within the application without requiring 

physical meetings, and is a straightforward way for 

administrators to view the submitted data. 

We are currently able to have students, instructors, 

administrators, and supervisors log in and the page options 

will change dynamically depending on the user type. All user 

types have different options and functions that they can 

perform. Students can submit their volunteer verification 

forms and view their previously submitted forms and see if 

they are approved or still pending. Supervisors can see all the 

forms that were submitted by the students that are associated 

with them and select and approve from within the page, 

which will reflect in the database as well. Instructors will 

have the same functions as supervisors, in case supervisors 

are unable to approve forms. The administrator can add new 

administrators, verify data, and view all available data.  

Our application is currently on a staging server for Pace 

university, going through the last steps of error testing and 

debugging by our team and the CCAR faculty. This step is 

being done in conjunction with the Pace web service team, 

who are helping facilitate this process. Once this step is 

complete and our clients are happy with the program that we 

have, it will then be able to begin the deployment process 

onto the production server to be used by the CCAR as a 

replacement to their current paper based system.   

To improve our application, we can add features to make it 

more convenient for the users, such as email notifications, or 

some other form of notification when a form has been 

submitted or approved. Allowing users to edit previously 

submitted data for some fields, such as their addresses or 

contact information in case they moved or changed phone 

numbers. We can also include the function to export data to 

an excel file. Improvements can be made to the style and user 

interface of the page. Additionally, we could include more 

ways to sort the data as well as additional search functions. 

Our system is completely made with open source programs 

and languages, making it easy to expand and improve upon 

by other developers or IT personnel. This also makes it easy 

to apply to other systems as the cost will be very low and the 

performance will be comparable to that of larger applications 
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and services. As smaller organizations tend to not need the 

extra space and features provided by said applications, our 

program becomes a viable and simple option for small 

organizations such as the CCAR.  
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Abstract—The Doctor of Professional Studies (DPS) in 

Computing Studies is a unique degree program designed for 

active IT professionals with at least five years of fulltime 

experience in the computing field. This paper examines the first 

114 dissertations that have been defended at Pace University in 

the Seidenberg School of Computer Science and Information 

Systems.  We analyze the topics defended by students to gain an 

understanding of the topic categories and topic spread produced 

by the program.  We also examine how the DPS program relates 

to other doctoral computing programs in the United States and 

globally. 
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I. INTRODUCTION 

The Doctor of Professional Studies (DPS) in Computing 
Studies is a unique degree program designed for active IT 
professionals with at least five years of fulltime experience in 
the computing field.  This allows for a student to practice 
computing while earning their degree.  The part-time program 
allows working IT professionals, managers, and executives to 
continue their computing education within a three year 
weekend-oriented program.  The classes follow a hybrid 
design: monthly meetings occur in person in Pleasantville, 
New York; and, weekly meetings occur at least two times a 
week online within smaller team groups comprised of both 
faculty and students.  This design creates a unique learning 
experience due to to the diverse backgrounds of the team 
members.  The nature of the team cohort is strengthened by 
the bonds formed between the team members which lends 
support to each student as they complete this rigorous research 
based program as well as focus on the daily stresses of work 
life[11].   

Pace faculty--who come to Pace from Cornell, IBM, 
Oracle, West Point, and other well known full time IT careers-
-work with students during evening and weekend hours 
enabling working professionals to continue to succeed in their 
professions (e.g., meetings, travel, promotions, etc.) while 
enhancing and expanding their chosen domains of IT 
expertise.  Students are enabled to work on their dissertations 
during their off work hours and on average defend their 
dissertation after their third year of studies.  Many of the IT 

professionals in the program write a dissertation that is 
correlated to their full time career.   

This paper extends the work of Merritt et al. [10] by 
examining the first 114 dissertations that have been defended 
at Pace University in the Seidenberg School of Computer 
Science and Information Systems.  This paper examines how 
the DPS program relates to other doctoral computing programs 
in the United States and globally.  The paper then analyzes the 
topics defended by doctoral students to gain an understanding 
of the research needs facing IT working professionals. 

II. LITERATURE REVIEW

There is surprisingly only a few research studies relating to 
doctoral dissertations or doctoral degree programs in 
Computing, Computer Science and Information Systems.  
What research that exists on doctoral degree programs, and is 
present on either the ACM Digital Library or the IEEE Xplore 
web portals, tends to be polarized as either related to program 
curriculums or student demographics.  We summarize the 
research, as given by searches on these web services, in the 
following two subsections. 

A. Research on Doctoral Program Curriculums 

There are a few studies on doctoral program curriculums 
across the globe.  The research is claiming to find insights on 
program curriculums as informed by interdisciplinary, 
industrial, and student needs. 

Moreno [9] research provides  a  better  understanding  of  
the process, content and outcome of different programs’ 
models of doctoral education in Computer Science. The study 
examined the differences between Anglo-American  doctoral 
degrees  and  traditional European Master-apprentice model 
degrees.  

Bernat and Grimson [1] proposed improvements to  
doctoral program ranking strategies.  Part of their 
improvement plan includes using other metrics of importance, 
besides the traditional ranking system metrics, in a new 
ranking system.   

Research by Hoganson and Amoroso [6] showed that 
establishing an interdisciplinary doctoral program between 
Information Systems and Computer Science combines the  
strengths  of  the  two  related  disciplines to capitalize on 
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areas of overlapping expertise to meet the needs of high-tech 
employers and innovators. 

Joyce and Young [7] describes the processes involved in 
developing and implementing the Doctor of Computing 
(DComp) programme at UNITEC Institute of Technology in 
New Zealand.  The DComp program aimed to provide 
extended education to working IT professionals of over 10 
years.  Their research found that the greatest DComp 
challenge was in meeting  the  students’ wide  range  of 
interests  and  facilitating  the  integration  of   the   many   and   
varied   inputs. 

Research by García-Peñalvo [3] showed that creating a 
new PhD computing interdisciplinary program in Spain met 
growing needs across different industry sectors. 

Research from Heldal et al. [5], in Sweden, developed an 
instrument to support systematic   communication   and 
collaboration between the  different  stakeholders  involved  in 
industrial  based doctoral  projects.   

B. Research on Doctoral Degree Student Demographics 

The ACM and IEEE only list a few studies related to 
doctoral degree student demographics.  These studies tend to 
analyze the following: age, enrollment status, or gender. 

In a Turkish Engineering student body case study analysis 
published by Gulluoglu [4], the research showed student 
statistics on age, gender and time enrollments within the 
Engineering school advanced degree programs, which 
included doctoral programs.  The quantitative study showed 
that 45% of the students were under 30 years old, 25% of all 
students were female and that only 20% of the students were 
full time across all offered degrees. 

Cohoon et al. [2] research used qualitative methods to 
examine why women are not present in greater numbers 
within United States computing doctoral degree programs. 
Their research characterizes gender differences. 

A study of doctoral dissertations by Lian et al. [8] in a 
Chinese University studied effects of student  enrollment  
ages, study periods, modes of study and subject categories, 
and cross-specialty.  They claimed they found that theses 
categories impacted  the  quality  of  doctoral dissertations. 

III. DOCTORAL PROGRAM DEMOGRAPHICS

Doctoral Programs targeting working IT professionals 
have unique strengths and challenges.  This section examines 
recent published demographic data that has been reported by 
the following: the United States Department of Education, 
National Science Foundation, the New York State Department 
of Education, or online by individual universities. 

A. Unique IT Professional Student Strengths 

Working students offer different perspectives to their 
education.  These students bring the reality into the classroom.  
As noted by Grossman et al. [11], the research and proposals 
given by IT professionals are grounded closely related, if not 
directly integrated, into their full time jobs.  

B. Unique IT Professional Student Challenges 

Working students have different challenges than traditional 
full time doctoral degree students.   As discussed by Grossman 
et al. [11], full time working IT professional students are not 
only required to put their hours into direct IT jobs, they are 
required to put in additional hours into their studies and 
research. 

C. Doctoral Program Cost Comparison 

Post undergraduate degrees help to build great 

achievements in “world’s scholars, educators, innovators, and 

leaders [13].” It is now becoming norm that students are 

getting post-graduate degrees.  Undergraduate degrees are no 

longer enough for entry level jobs;  thus, students are pursuing 

professional degrees. “In fact, it is projected that about 2.5 

million jobs will require either a master’s, doctoral, or 

professional degree between 2008 and 2018 in the United 

States [13].” Yet, due to lack of financial resources about 40% 

of all students looking to achieve a doctorate degree do not 

finish. Without the right amount of financial support students 

tend not to have continuous enrollment, which causes a normal 

3 or 5 year degree to take more time and ultimately decreases 

the student’s chance of completion [13]. 

Table 1 shows the cost range of doctoral degrees in the 
United States.  A sample of 50 schools were discussed in an 
article [12] that shows the most popular professional doctoral 
degrees.  From the 50 schools reported, 25 schools were 
selected and their websites were viewed to obtain the costs in 
the Table 1.  The schools selected for the sample had both a 
PhD and DPS program.  The findings resulted in the average 
cost of a PhD where a lot more expensive than a DPS. The 
difference between the lowest and highest professional 
doctoral degree was more than 50%. 

Table 1 shows that the least expensive DPS degree was 
from George Fox University which cost $48,832.00; and, the 
table shows that the least expensive PhD was from the 
University Of South Alabama which costs $ 63,792.00. The 
most expensive DPS was from Harvard University which cost 
$147,471.00.  In addition, the most expensive PhD was from 
Harvard which cost $245,785.00. 

TABLE 1. Doctoral Professional Degrees High and Low [12] 

George Fox 

University 

Cheapest DPS $48,832.00 

University Of South 

Alabama 

Cheapest PhD $63,792.00 

Harvard Most Expensive 

DPS 

$147,471.00 

Harvard Most Expensive 

PhD 

$245,785.00 
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Students were surveyed in 2006 by Mendoza et al. [13] to 
find out how they pay for their doctoral degrees. The findings 
from the study showed a breakdown of students (partial) 
funding sources: 44% through research assistantships, 60% 
through teaching assistantships, and 48% through fellowships. 
The survey [13] also indicated that federal loans accounted for 
69% of financial aid given to graduate students  in 2010–2011.  
The study showed that the average loan received by students 
was $16,423 per year. 

D. Part-time Doctoral Programs 
Full-time PhD degrees are traditionally multi-year 

programs where students do not have the opportunity to work 

full-time jobs. “When Ph.D. programs restrict their 

enrollments to a small number of full-time students[, they] 

exclude working professions [14].” There was a study done on 

graduate students from 1967 until 2000. According to statistics 

collected by the Department of Education, part-time students 

represented about 55% of the total graduate-student population 

through the 1960s and 1970s. As of 2010, it is still relatively 

large as part-time students amounted to 44% of the total 

enrolled in graduate programs [14]. 

Part-time programs, target senior-level managers who are 

looking for leadership roles in their industry and offer them a 

program that can potentially help them achieve those roles. 

Higher education institutions that offer the part-time programs 

look for people who are thinking about the next stage in their 

careers. These programs try to support working professionals 

with flexibility and accommodations to complete their 

postgraduate degrees. Graduates with a doctorate degree can 

easily expect to earn six-figure salaries. “A recent salary 

survey completed by the University of Pittsburgh showed that 

doctoral candidates received average offers of $100,448 in 

research schools and $86,769 in teaching schools [15].” The 

idea for the completion of the part time doctorate degree gives 

professionals with work experience in their field an 

opportunity to increase their wages [15]. 

Part-time doctoral students must have long-term academic 

readiness which requires the student to have resilience to 

complete the program. “Because of the fractured student 

identity of the part-time doctoral candidate, who is usually 

balancing a range of work, study and family commitments 

[16];” thus, they must be proactive, have a good support 

system and have a good plan that will vary based on each 

student's individual circumstances in order to be successful in 

completing the program.      

E. Doctoral Program statistics across United States 

Pace University programs are registered with the New 
York State Education Department (NYSED).  Within NYSED, 
the Office of Higher Education, approves every curriculum 
(program) leading to a degree that is registered in the state.  
Upon reviewing the NYSED Inventory of Registered 
Programs [17] in Subsection 7, Computer and Information 

Sciences, there are only two doctoral degree programs 
awarding a Doctor of Professional Studies.  Pace University is 
registered with a DPS in Computing Studies and is considered 
to be one of the first DPS programs in Computing in the nation 
[18].  Syracuse University is registered with a DPS in 
Information Management. In addition, at the doctoral level in 
Computer and Information Sciences, there are 18 programs 
registered as Doctor of Philosophy and one program registered 
as Doctor of Engineering Science in New York State [17]. 

 The United States Department of Education publishes 
statistics on educational programs across the United States. 
The National Center for Education Statistics’ Digest of 
Education Statistics: 2015 [22] provides graduate enrollment 
in research-based programs by discipline division for selected 
years from 2007 through fall 2015.  As seen in Table 2, during 
those eight years, the enrollment in graduate computer 
sciences has increased by 78.65% [19].  As seen in Table 3, 
the Digest of Education Statistics also provides a range of data 
on Doctor’s degrees conferred by postsecondary institutions, 
by race/ethnicity and sex of student for selected years, 1976-
77 through 2014-15 [20].  The data shows that the number of 
males earning the degree declined from 1976-77 at 71,709 
conferred through 1990-91 at 64,242 conferred. The lowest 
number of Doctor’s degrees conferred to males was in 2002-
03 at 62,730  and steadily increased to the highest number in 
2013-2014 at 85,585 degrees conferred to males.  The number 
of degrees conferred to females steadily increased every year 
from 1976-77 with a maximum in 2014-2015 at 93,626 
doctor’s degrees conferred to females.  Females began 
surpassing males in the total Doctor’s degrees conferred in 
2011-2012 in the United States. 

While females are earning the majority of doctorates in 
2015, the National Science Foundation reports in The Survey 
of Earned Doctorates an exception when it comes to physical 
and earth sciences, mathematics and computer sciences, and 
engineering [21].   

TABLE 2. UNITED STATES  GRADUATE ENROLLMENT IN RESEARCH-BASED 

DISCIPLINES [19] 

Disciplin

e 

Division 2007 2011 2015 

Computer 

Science

48,246 51,234 86,192 

 TABLE 3. UNITED STATES DOCTOR’S DEGREES CONFERRED BY 

POSTSECONDARY INSTITUTIONS [20] 

Number of Degrees Conferred to US citizens and 

nonresident aliens 

Year Male Female 

1976-77 71,709 19,509 

2000-2001 64,171 55,414 

2005-2006 68,912 69,144 
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2007-2008 73,453 75,925 

2011-2012 82,670 87,547 

2013-2014 
85,585 92,002 

2014-2015 84,921 93,626 

. 

IV. PACE DISSERTATION CATEGORIZATION

The IT working professionals producing dissertations at 
Pace University bring unique backgrounds and insights into 
their doctoral research.  They all have extensive experience in 
computing which adds to the speciality of the dissertations.   

A. Methodology 

We extracted the abstracts for the dissertations and 
categorized their text to determine categories of dissertations 
produced at Pace University. 

We used TF-IDF processing on the documents and then 
subjected them to K-means clustering for values of K between 
2 and 25.  

TF-IDF for “term frequency - inverse document 
frequency” is a characterization tool for text documents. Each 
abstract is regarded as a ‘bag of words,’ as if the meaning of 
each abstract were implicit in the words used in that abstract 
and the order of those words were unimportant. Each 
individual word is them deëmphasized according to how often 
it occurs in the collected abstracts overall. 

K-means clustering is an iterative process in which a 
number K of initial cluster centers is declared, and each datum 
in a space is then assigned to its nearest cluster. The 
heterogeneity of each cluster is measured, and the mean point 
of each of those clusters is declared to be a new cluster center. 
This process repeats until the heterogeneity fails to decrease or 
a predetermined maximum number of iterations has been 
performed. 

We applied K-means clustering to the TF-IDF 
characterization of the abstracts after Zhan, et al.[23]. We 
dispersed the initial means seven times for each run and 
captured the lowest heterogeneity score for each value of K as 
shown in Figure 1 below. 

Categorizing documents in this way gives you more well-
defined categories as the value of K increases, but the more 
categories there are, the more difficult reasoning with the 
model becomes. To balance these two demands, we look for a 
point on the chart where heterogeneity starts to drop off less 
quickly with the number of clusters. This appears to happen at 
around K=6 in Figure 1. 

Fig. 1. TF-IDF feature dispersion with the number of clusters

Extracting the top keywords for the lowest heterogeneity run 
in the 6-cluster case gives us the clusters in Table 4. 

B. Interpretation 

These six categories represent six different areas of 

investigation for DPS dissertations. They align with our 

intuition for the following reasons. 

Cluster 0: Software Development  

Software development is the professional occupation of many 

DPS students, and we would expect many of them to do 

research in this area, especially as they have unusual access 

for academic work to a operating software development 

enterprise, which is likely contributing to their tuition. 

Cluster 1: Network Security and Data Security Compliance 

Again, this is driven by the needs of employers of mid-career 

technical professionals. Technologists who are not in software 

development tend to spend a fair amount of time reflecting on 

security and trying to meet compliance mandates. 

TABLE 4. KEYWORDS FOR 6-CLUSTER TF-IDF CATEGORIZATION 

# Count Top keywords with weight Category 

0 
21 

software:0.069 agile:0.045 

development:0.043 

usability:0.039 

outsourcing:0.037 

Software 

Development 

1 
20 

security:0.100 cloud:0.054 

compliance:0.053 

knowledge:0.051 privacy:0.035 

Network 

Security and 

Data Security 

Compliance 

2 19 

students:0.072 science:0.057 

computer:0.057 

programming:0.055 erp:0.043 

Education 

3 17 

cloud:0.054 genetic:0.053 

algorithm:0.043 problems:0.041 

algorithms:0.041 

Algorithms 

4 8 

virtual:0.078 projects:0.076 

estimating:0.072 cics:0.070 

shape:0.068 

Project 

Management 
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5 
29 

keystroke:0.054 system:0.041 

classification:0.039 

biometric:0.037 xml:0.034 

Keystroke 

Biometrics and 

Text 

Classification 

Cluster 2: Education 

Education makes sense as an area of interest for DPS students 

because of the prevalence of adjunct and junior faculty in the 

student body. Many students see a doctorate as a way to 

advance their careers, however for academics, this is often a 

concrete requirement to stay in their current job or advance in 

their career. 

Cluster 3: Algorithms 

Algorithms of course are at the core of Computer Science. 

One would expect dissertations in this area in a Computing 

Studies program. 

Cluster 4: Project Management 

Project manager and technology executives can be expected to 

tend to focus on these areas, looking for improvements in their 

processes and platforms. 

Cluster 5: Keystroke Biometrics and Text Classification 

Keystroke biometrics is a specialty of Pace Seidenberg in 

particular. It accords with our intuition that one cluster at least 

would be driven by the interest of the hosting school, which is 

what we see here. 

V. FUTURE WORK

As the popularity of a proven doctorate program for full 
time working individuals increase, there is a need to 
perpetually analyze and provide updated statistics to prove or 
disprove the effectiveness of the program.  The first area of 
future work would be to examine the data using a different 
statistical methodology. e.g., CRISP-DM (cross-industry 
process for data mining.) or latent Dirichlet analysis.  A 
second area would focus on student success metrics such as 
job levels (Jr., Sr., Manager, Executive, etc.), first year annual 
salaries, and student loans accrued after graduation.   A third 
area would focus on the completion statistics as well as a 
survey to past cohort members to gain insights into the 
program experience. 

VI. CONCLUSION

The Doctor of Professional Studies (DPS) in Computing is 
a unique degree program designed for active IT professionals 
with at least five years of fulltime experience in the computing 
field. This paper examined 114 dissertations that have been 
defended at Pace University in the Seidenberg School of 
Computer Science and Information Systems.  The program 
was officially approved in 1999, with its first dissertation 
successfully being defended in 2002.  We analyzed the topics 
defended by students to gain an understanding of the topic 
categories and topic spread produced by the program.  We also 
examined how the DPS program relates to other doctoral 
computing programs in the United States and globally.   
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Abstract— The incidence of cyber-attacks and breaches 

continue to rise, even though cyber-security practitioners have 

continued to improve Incidence Response by investing heavily in 

prevention technologies, frameworks and improved skillsets. 

These investments have unfortunately not created a significant 

impact on stopping or slowing down attacks.  Response to cyber-

threats are still slow and high-profile breaches continue to rise and 

take center stage in global media coverage. This study therefore 

examined the slow response to cyber-breaches and identified the 

consequence of task disengagement within the usually stressful 

operating environment of Security Operations Center (SOC) as a 

novel and contributory factor to slow incidence response.  Task 

disengagement sets in, resulting in the decrement of mental and 

physical alertness and overall vigilance after the initial 30 or 40 

minutes of continuously staring and monitoring banks of monitors 

and other security tools for anomalous traffic.  Since this, like most 

cyber-vulnerabilities, are induced by human errors, we related 

works in the area of Artificial Intelligence were examined as a 

means of replacing human analysts in continuous monitoring, 

identification and triaging of threats within the SOC.  However, 

the study concluded that cyber threat hunting, monitoring and 

early detection rely on critical human intuitions, and that AI has 

not been developed sufficiently to handle the behavioral 

complexities of human intuition to understand such stealthy and 

sophisticated attacks.  

Key Words — Augmented Security, Autonomous Defense, 

Cybersecurity, CCTV, Dynamic SOC Monitoring, Incident 

Response, SIEM, Security Frameworks, Security Operations 

Center, Task Disengagement, Threat Detection. 

I. INTRODUCTION 

 The global proliferation of cyber-attacks has clearly 

rendered current cyber incident response strategies tepid and 

inadequate.  This has consequently led to the regular reports of 

successful high-profile breaches as reported in the main stream 

media outlets.  According to Europol, the Total impact of 

Cybercrime is now estimated to be US$3 Trillion, making it 

more profitable than the global trade in marijuana, cocaine and 

heroin combined [1].  When you throw both criminal and 

Nation-State cyber-espionage into the mix, it becomes very 

clear why countermeasures and attempts at protecting cyber 

infrastructures have become a huge challenge [2]. 

A successful cyber defense strategy depends on an incident 

response that is nimble, efficient and effective as a consequence 

of the seamless integration of People, Process and Technology 

[3].  Cybersecurity practitioners are responding to today’s 

complex and sophisticated threat landscape, which is made up 

of a community of highly motivated and well-funded 

adversaries, with improved frameworks and smarter tools that 

take advantage of new technologies and platforms such as 

machine-learning, big data, cloud computing, and improved 

systems integration and automation [4].  Unfortunately, the 

People aspect of an incident response strategy has proved to be 

the weak link and, in effect, has been responsible for the overall 

slow or ineffective reaction to contain or disrupt cyber-attacks 

[5-7].  

II. THE PROBLEM

Cybersecurity incidents and data breaches have continued to 

grow by significant margins, size and frequency on a year by 

year basis since 2005, with the exception of 2007 and 2011 (see 

Figure 1). For the purposes of this paper, we shall adopt the 

FISMA (Federal Information Security Management Act of 

2014) definition of “incident” as “an occurrence that (a) 

actually or imminently jeopardizes, without lawful authority, 

the integrity, confidentiality, or availability of information or an 

information system, or (b) constitutes a violation or imminent 

threat of violation of law, security policies, security procedures, 

or acceptable use of policies”.  Data breach on the other hand, 

occurs when there is an impact resulting in the loss of a variety 

of data or the unauthorized access or modifications of data with 

consequential impairment or loss of confidentiality, integrity 

and access to proprietary and sensitive data. Event is simply 

“any observable occurrence in a system or network” [8]. Not all 

incidents or imminent exposure of records translate to 

successful data breaches, but threats and successful breaches all 

combine to equally put a lot of strain on overall incident 

response resources in spite of improved technologies, 

processes, frameworks and the increasing application of Big 

Data Analytics, Artificial Intelligence, Cloud Computing and 

better integration of disparate layers of cybersecurity tools and 

platforms for added efficiency.  

 The potential damage to an enterprise as a result of a 

successful data breach could include all or some of the 

following: 

• Loss of reputation

• Loss of Critical Data

• Expensive legal liabilities
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• Actual loss of funds and Intellectual properties

• Disruption of operations

Each of these risk factors can cause a significant number of 

setbacks to an organization’s wellbeing and in some instances, 

lead to actual bankruptcy [9-11]. 

Figure 1. 2005-2017 Cyber Breaches & Records exposed [12] 

Figure 1 shows that Information Security professionals are 

not doing a good job of early detection and mitigation of the 

flood of attacks that are frequently initiated by threat actors.  

There is a reasonable assumption that threats and the flood of 

attacks will continue to increase.  All targeted entities are prone 

to eventual breaches, thus exposing the inherent inadequacies 

in the current methods and strategies of threat mitigations.  

III. TASK DISENGAGEMENT

Task Disengagement is the gradual depletion of attention 

resources and subsequent lack of vigilance to a given task. Such 

disengagements may be the result of visual and mental fatigue 

either due to the monotony of the task, stress at the workplace 

or long but inactive periods between significant events, all of 

which are typical of a SOC environments. Task engagement on 

the other hand, is characterized by enthusiasm, arousal, 

alertness, motivation and concentration [13, 14]. 

Task Disengagement is a well-known neurological issue 

within certain scientific communities, particularly within the 

medical research community, but its linkage to the limitations 

of cybersecurity defense has only recently been recognized [15, 

16]. 

We can further apply Yerkes-Dodson Law (Figure 2) which 

describes low levels performances as a consequence of both low 

and high levels of arousal and finding the optimal level of 

performance in the middle between low and high levels of 

arousal[8, 17] to further highlight the incidence of Task 

Disengagement. 

Figure 2. Yerkes-Dodson Law of Levels of Arousal 

A typical enterprise Cybersecurity technology platform in 

today’s challenging operating environment will be made up of 

several layers, including: 

 A Security Incident and Events Monitoring platform,

preferably SIEM 2.0 with a 24/7 SOC monitoring;

 A set of Next General Firewall (NGFW) for both

external and inside of DMZ protection including

IPS/IDS features;

 Network Access Control System

 Enterprise Anti-Malware with machine-learning, Zero

Day and Behavioral Analytics capabilities;

 Additional Endpoint Threat protection and visibility

system

 Identity and Access Management platform integrated

into the enterprise Active Directory Infrastructure;

 A Data Leak Protection (DLP) and File Integrity

Monitoring System.

Other functional areas that form best practices in 

Cybersecurity management include: 

 Incident Response Plans, including regular table-top

simulations;

 Business Continuity and Disaster Recovery Plans

 Vulnerability Management

 Patch Management

 Audit and Periodic Third-party Penetration Testing;

 Cybersecurity awareness Training

Based on the results of our field investigations on the effects 

of Task Disengagement within a cyber-security environment, 

we propose a unique framework which we shall identify as 

Dynamic SOC Management (DSM) Framework.  The main 

components of the framework are the creation of an automated 

system-enforced task and job rotation mechanism at given 

intervals within a Security Operations Center (SOC) or 

integrated to an on-premises SIEM operations center. We 

believe such rotations help to enhance task engagement with the 

consequence of an improved and more effective continuous 

monitoring within SOC operations.  It will further improve the 

early detection and activation of incident responses and an 

overall reduction of the capabilities of the adversaries to breach 

victims’ cyber defenses. 
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A. Dynamic SOC Management (DSM) Framework 

The objective of the DSM framework is to improve on the 

alertness, early investigation of suspicious or anomalous 

activities within the monitoring system and where necessary, 

commence an early incident response exercise to either disrupt 

an ongoing attack or contain one that is inbound.  According to 

Lockheed Martin’s Cyber Kill Chain Framework, cyber-attacks 

are easier to be disrupted or contained at the early stages of the 

attack [18]  cycle. The overall objective of the DSM is to do just 

that within a SOC environment with the following components 

and capabilities: 

 It identifies and integrates the main tasks of a SOC

which are: 1) Continuous Monitoring, 2) Threat

Hunting, 3) Threat Intelligence Analysis and 4)

Triage/Incident Response Support;

 It has the capacity to not only rotate tasks among SOC

Analysts but also rotate their jobs unto different SIEM

platforms and tenants in an MSSP environment;

 The process of task or job swapping is automated at

intervals and is enforced by the system;

 The design also incorporates periodic pop up

notifications to Analysts and a countdown that their

job roles are about to change;

 The system can further be tightly integrated, through

the use of APIs (Application Program Interface) that

could further be developed to seamlessly switch the

Analyst over to the next job tasks with the SIEM

platform or SOC environments.

 Our framework can also be integrated into other

evolving processes of threat mitigation technologies.

IV. RELATED WORK

 Different initiatives have been developed or in development 

to improve on efficient and early detection of cyber-attacks.  

These initiatives include the development of predictive threat 

analytics that ensures that cybersecurity practitioners are not 

caught unawares during an inbound attach, the deployment of 

Artificial Intelligence to address the presumed limitations of 

human analysts (autonomous defense) and in some instances, 

the combination of AI and human analysis known as augmented 

reality security [12].  These developments would be examined 

and compared to our proposed solution. 

A. Cyber Threat Prediction – Predictive Analytics 

The adversary is resourceful, nimble and efficient to adapt to 

evasive defensive mechanisms applied to protected targets.  The 

threat landscape is typically engaged in an arms race that 

borrows from the established strategies and execution of 

longstanding military doctrines.  Cyber-security professionals 

are however perpetually dug into defensive positions and are 

most of the time, only reacting to a successful incident or 

breach. 

The ability to predict an attack within a threat landscape 

would therefore appear to be significantly effective in 

disrupting or containing the impending attack [19].  However, 

while applying predictive analytics to identify a planned or 

inbound attack holds a lot of promise it can also be challenging 

in view of the peculiarities and differing obfuscation 

techniques and motivations of the threat actors [20].  

The promise of greater effectiveness to Incident Response 

have led to continuing developments and investments in 

predictive analytics.  Researchers have adopted several 

methodologies in developing algorithms and statistical 

probability models to achieve the objective. 

In their Paper, Axelrod and Iliev identified timing as the key 

and pointing at the successes of zero-day-attacks as a typical 

example of the importance of timing.  Zero-day exploits the 

vulnerability within a system on the very day the vulnerability 

is discovered, leaving no time for the targeted victim to fix the 

vulnerabilities.  They went further to develop a model based on 

this understanding to validate the assumptions [21]. 

For this model to be effective, the following assumptions 

were made by the authors: 

 Assumption 1. Stakes:  Establish the current level of

the target value now and in the near future to determine

the timing of exploiting the vulnerability;

 Assumption 2. Resource Characteristics: Determine

the availability over time within certain parameters of

stealth and persistence.  Stealth is the probability of the

exploit remaining within the target environment

without being discovered and neutralized and

persistence refers to the probability that the exploit or

resource can remain within the target environment to

be redeployed if for some reason the initial attempt

was inappropriate.  It is best to initiate a strike when

the stakes are high enough to consider the resource

expendable.  Such exploit-mode is defined by the

Threshold (Pr (s ≥ T) of stakes.  An average short-

term gain is then represented by G (T),

S = Stealth = Pr (resource survives |use it) 

P = Persistence = Pr (resource survives | not use it) 

Current discounted value of the resource = wSV. 

According to the authors, the decision to use the resource at 

a given time is the probability that the current stakes represented 

by S, is at least as great as the Threshold.  Conversely the 

chance that the exploit will not be activated at a given time is 

the complement of this, which is represented by:  

1 – Pr (s≥ T).  This will give us the expected discounted 

value of the resource, V as follows: 

V = Pr (s≥ T) ( G(T) + wSV ) + ( 1- PR(s≥ T)) w P V.   [1] 

 Assumption 3. Value of a resource: The value of a

resource to exploit a target’s vulnerabilities is

measured by the level of its stealth and persistent

capabilities and the distribution of future stakes as

defined in Equation [1] and solving for V gives the

following:

V = Pr ( s≥ T) G (T)/ [ (1-w P) + Pr ( s≥ T) w (P-S) ].    [2] 

A cursory glance at the Paper will create the impression that 

that the Authors had based the importance of optimal timing to 

initiate an attack from the perspectives of the threat actors using 

an APT (Advanced Persistence Threat) exploit tool and so it has 

limited value as a tool for effective Incident Response.  This 
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could be true to some extent; however, the target could predict 

and prepare for a possible attack based on some of the 

parameters such as the historical upsurge of cyber-attacks on 

the publication of zero-day vulnerabilities. The data sets for 

their models may also require further refinements and directed 

at a specific target group for the model to work in a production 

environment. 

B. Context-Based Detection Framework 

Although P. Giura and W. Wang in their works [22], 

developed a model of Context-Based Framework as an 

effective defensive mechanism against Advanced Persistent 

Threats but the same model can be extended to address 

detection challenges with all malware and attack vectors 

considering that most malware footprints have similar 

attributes. 

The framework proposed a conceptual attack model called 

the attack pyramid based on the attack tree concept (Figure 3).  

It then modeled an attack pyramid with specific identification 

of possible attack scenarios and targets within the organization.  

The detection scheme then correlates these events into contexts 

of potential targets that can then be modified into enhanced 

security [22]. 

Figure 3. Attack Tree aimed at an organization's source code [22] 

C. Replacing Human Analysts with Virtual AI 

The role of an Analyst, particularly in the operating 

environment of Security Operations Center (SOC), is critical 

not only in identifying actionable value in the streams of data 

that the SIEM and other security devices generate, but also the 

ability to intuitively decide which, among the many data sets 

require further investigation and decide when to disrupt a 

suspicious incident and initiate a timely Incident Response 

exercise. 

There is the feeling in certain quarters that AI could carry out 

these functions faster and more accurately than humans.  In his 

works: “Thinking, Fast and Slow”[23], author Daniel 

Kahneman described the human brain as having two systems: 

System 1 being automatic and System 2 as conscious and 

logical.  The automatic system provides our emotions, 

automatic response to events such as danger which 

automatically evokes fear and good things which brings the joy 

in us.  Kahneman noted that AI, which is acknowledged to be 

effective in the logical way things work, is fast learning and 

adapting to the emotional system too, pointing to recent 

developments where AI responds to positive and negative 

signals just like humans. 

He further stated that given that there are ‘systematic errors’ 

in the automatic function of the human thinking, AI could 

eliminate those ‘errors’ and indeed surpass humans in the 

quality of “gut reaction” decisions and consequently, do a better 

job.  The implication here is that Analyst, such as SOC 

Operators who are saddled with such expectations of “gut 

reactions” would be replaced by AI. 

There could be some limited logic to this argument but we 

must understand that algorithms and pattern recognitions are 

critical and they form the foundation of these AIs. These 

algorithms can only operate within the conditions of the world 

that the humans, who originally developed them can precisely 

understand and describe to them.  The world of Cyber warfare 

is not a controlled and precisely predictable environment as 

would be required by an AI to respond and take its clinical 

decisions. 

D. Blend of AI and Human Analysts 

Acknowledging the limitations of totally eliminating human 

SOC Analysts and replacing them with machines based on 

Artificial Intelligence, IBM[24] and a group of MIT[25] 

researchers separately developed platforms that aimed to 

compliment the tasks of human SOC Analysts. 

IBM’s Watson supercomputing platform was developed with 

collaborations from various faculties and students from 

Carnegie Mellon University, University of Massachusetts 

Amherst, Rensselaer Polytechnic Institute, University of 

Southern California, MIT, University of Texas, New York 

Medical College and University of Trento.  Watson started life 

essentially as capable of giving answers to sophisticated 

questions in natural language.  It combines AI and big data 

analytics to deliver performances that approached human 

capabilities. 

In 2016, IBM decided to leverage and integrate Watson’s 

computing power with its QRader SIEM platform to develop 

what it describes as Augmented Cognitive Security.  IBM 

adopted the approach of deploying Watson’s resources in 

delivering actionable Threat Intelligence and Threat Hunting 

analytics to the SOC Analysts for timely decision making to 

prevent breaches in a typical Security Operations Center.  IBM 

has always been careful by stating that Watson’s critical 

contributions to Cognitive Security currently is to “augment, 

not replace” human Analysts.  IBM’s approach provides 

grounds for human Analysts to deliver more focused, 

qualitative and faster service based on Watson’s ability to 

provide greater insights into anomalous data sets and up to date 

threat intelligence data in a rapidly changing threat landscape.  

 Watson’s capabilities are currently available only to IBM’s 

QRader SIEM platform users and while it provides speedy and 

quality data upon which Analysts could quickly initiate an 

Incident Response, it does not significantly address the stressful 

work environments that exist within a typical SOC which leads 

to the incidence of task disengagement. 
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Following a path almost similar to IBM’s Augmented 

Cognitive Security model, a group of MIT researchers in the 

Computer Science and Artificial Intelligence Lab developed a 

platform called AI² that they argued predicts cyber-attacks 

significantly better than any existing system – by continuously 

incorporating inputs from human Analysts.  AI² integrates 

Artificial Intelligence with the intuitive capabilities of human 

Analysts[25]  

According to the researchers, AI² can detect 85 percent of 

attacks, with the ability of reducing the number of false-

positives by a factor of 5.  It was tested on 3.6 billion log lines 

which were said to have been generated by users over a period 

of 3 months.  To predict attacks, AI² depends heavily on 

machine-learning, data analytics and presents its data to human 

Analysts who confirm which events are actionable security 

events.  The feedbacks are further incorporated for better 

refinement. 

In our view, the current data upon which AI² achievements 

were based appear to be in a controlled environment.  It is not 

clear if this performance can be replicated in a real-world 

situation.  There is no indication that it ingests threat 

intelligence feeds in addition to human Analysts’ inputs. 

E. Application of Neural Networks in Cybersecurity 

AI Neural Networks apply powerful computational models 

build on AI frameworks to process and negotiate computer 

network operations. 

Neural Networks incorporate machine learning with the 

capability to acquire, store and apply newly acquired 

knowledge to continually improve the input/output 

performance within the network.  Interesting works in the 

application of Neural Networks for early intrusion detection are 

currently in development at the following research centers[26, 

27]. 

V. SOME SURVEY RESULTS 

Perhaps the most exhaustive research data relevant to this 

Paper are the works of Donald, FM and Donald, CHM – “Task 

Disengagement and implications for Vigilance Performance in 

CCTV Surveillance”[28].  The research examined the 

relationship between the neurological indicators of task 

disengagement and alert surveillance by experienced CCTV 

operators and novices.  The study attempted to measure how 

long an operator can remain vigilant for an extended period of 

time in monitoring activities on a bank of CCTV screens before 

eye and mental fatigue sets in to degrade the performance and 

vigilance of the operator. 

The sample size of 73 participants made up of 42 (32 males 

and 10 females) operators employed full time in CCTV 

surveillance drawn from six organizations in the hospitality and 

gaming, town-center surveillance, academic, mining and 

processing sectors in South Africa.  The sample population also 

included student participants with no experience in CCTV 

operations, deemed as ‘novices’ in the study. These are 31 

students made up of 9 males and 22 females. 

The experienced operators were further divided into 

‘generalists’ and ‘specialists’.  Although this is not very clear 

but the differentiating factors appear to be length of experience 

and education.  The mean length of experience with CCTV 

operations for the generalists was 2.83 years whereas in the case 

of the specialists, it is 5.85 years, indicating that specialists are 

more experienced than generalists.  Both generalists and 

specialists also differ in the level of education.  The data shows 

that 66.67% of generalists had <12 years of schooling compared 

to 71.05% of specialists who had 12 years of schooling. 

Generalists and specialists were within similar mean age of 

36.48 years. 

We shall exclude the novices in our analysis because they are 

not relevant to this research.  Security Operations Center 

analysts are highly trained and experienced individuals. 

A. Gap Analysis 

CCTV Operations and SOC within the cybersecurity threat 

landscape are similar, somewhat.  Both require dedicated 

alertness to continuous monitoring using tools, in this case, 

banks of screens to monitor activities and where some 

suspicious issues are observed, to take immediate action to 

neutralize the threats. Both activities are stressful and can 

quickly render operators ineffective as a result of visual and 

mental fatigue also known as Task Disengagement. 

A wholesale acceptance and application of the works of 

Donald & Donald in a SOC/SIEM operations environments 

would ignore some fundamental differences that could throw 

up conclusions based solely on their data sets.  This is capable 

of impacting the validity of our research. 

Differences between CCTV and SOC Operation [28, 29]: 

Some of the significant differences between the operations of a 

typical CCTV and SOC operations are: 

 CCTV Operations are in the main dedicated to

monitory physical security and operators are always

on the lookout for movements and audio activities.

Operators can immediately determine unfolding

threats based solely on what they see or hear from the

screens;

 SOC Operations are more sophisticated, varied and in

several cases, unfolding threats are cleverly masked

and requiring further investigations with several other

tools to determine the threat level;

 The education and proficiency levels of both a CCTV

operator and SOC analyst are significantly different.

While the CCTV operators in the survey had around

12 years of schooling plus the accumulation of on the

job experience, the SOC analyst requires more than 12

years schooling and must acquire skillsets in network

and systems engineering with several months of

training to be proficient in administering and

analyzing the data that a typical SIEM in a SOC

environment generates;

 Apart from the primary role of continuously

monitoring the SIEM, SOC analysts are expected to be

proficient in threat hunting, pouring through threat

intelligence feeds/making sense of the data flow and

assisting in specific incident responses.  Pivoting

between these tasks can be problematic and takes up
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significant amount of critical downtimes. 

A. Measuring the workplace stress levels of a SOC 

The Role of a SOC analyst is multifunctional, though 

continuous monitoring remains the key function.  The data sets 

of both Donald & Donald and our field studies have similarly 

established the pervasive incidents of Task Disengagement and 

the subsequent decrement of vigilance in continuous 

monitoring such as CCTV operations and Security Operations 

Center (SOC). 

The methodology of testing and data collections were 

slightly different but the results are similar in the significant 

areas.  For example, the research by Donald & Donald split their 

testing and observations into three phases of 30 minutes cycles, 

whereas our field study data sets were measured based on 

Continuous Monitoring which is indicative of the operational 

requirements in SOC management. 

Administering the tests in phases may have helped in 

establishing improved engagement behavior in the final 30 

minutes cycle in the Donald & Donald research and which the 

researchers had ascribed to better management of attention 

resources during the second 30 minutes cycle that resulted in 

the least successful engagement overall.  In the case of our field 

studies, 43.75% disengaged after 60 minutes, 37.50% after 90 

minutes, 15.63% stayed up to 120 minutes of continuous 

monitoring while only 3.13% did not make it beyond the first 

30 minutes. 

B. Coping Mechanisms 

Our field studies determined that certain steps can be taken 

at the work place to extend and sustain the vigilance of 

operators to a significant level.  Such coping mechanisms 

include tasks rotation or swapping roles with work colleagues 

at certain intervals.  54.84% of participants felt swapping job 

roles or tasks to a different SIEM platform or tenants was 

helpful in alleviating vigilance decrement and stress levels.  A 

typical Managed Security Services Provider (MSSP) manages 

more than one SIEM platform and has several clients (tenants) 

on these platforms.  A typical SOC analyst in a MSSP-managed 

SOC is trained to be able to administer these different SIEM 

platforms. 

The high levels of stress and boredom occasioned by 

repetitive tasks or continuous monitoring of banks of screens 

could in themselves, accelerate the depletion of attention 

resources and participants’ responses gave us a good insight 

into this. 62.50% of participants agreed that working in a SOC 

is stressful, 34.38% felt it is very stressful and only 3.13% 

agreed it was moderately stressful. 

People obviously would not be swapping job roles 

indiscriminately and at some unreasonably short intervals, so 

we tried to identify what other coping mechanisms are 

employed by participants to remain cognitive and vigilant.  

41.94% take short breaks, 29.09% spend time browsing the 

Internet and 29.09% switch tasks to say threat hunting, threat 

intelligence or swapping roles with another analyst. 

Browsing the Internet and swapping tasks roles throw up 

additional challenges of managing how and when analysts 

switch back to their regular job functions which we further 

investigated. 65.63% of respondents forget to pivot back to their 

primary tasks of monitoring once or twice in a work week and 

only 18.75% never forget and are right on time always to 

switching back and forth. While the high rate of lack of on-time 

pivot to primary tasks may be indicative of the informal and ad-

hoc process of managing a coping mechanism, the high 

incidence of leisure web browsing, also known as cyber loafing, 

could have contributed significantly to the high rate. 

Although some studies have established that cyber loafing is 

an effective restorative function in a stressful workplace[30] 

[31], it should be done with moderation and more importantly, 

regulated or system-enforced in order for this coping 

mechanism to be beneficial not only to the analysts but the 

effectiveness of the primary role of the SOC as well. 

C. Discussion on Related Works 

We shall now proceed to examine the related works 

described in the previous section, identify their weaknesses to 

establish why my framework, Dynamic SOC Monitoring 

(DSM) potentially remains the best solution at this time, for 

proactive detection and effective Incident Response: 

The study conducted by Donald F.M, et al and published in 

2015 examined the relationship between behavioral responses 

between Task Disengagement and vigilance by operators of 

CCTV surveillance.  They argued that participants began to 

indicate disengagement or decrement of vigilance after the 

initial 30 minutes which is associated with declining rates of 

detecting suspicious or anomalous activities [32]. 

The research study therefore proved that the monotony of 

monitoring events on the screen consistently triggers eye and 

mental fatigue after the first 30 minutes and such declines 

become rapid over the next 90 minutes.  

However, the Donald study of CCTV Surveillance 

operations which appears to be somewhat similar to SOC 

operations, is inadequate and does not  proffer solutions that we 

can compare with our framework and even if it did, such 

solutions may not be relevant to the unique operations and 

requirements of a typical SOC operations[33]. For example, 

whereas CCTV surveillance operators look out for physical 

movements and voice/noises, SOC Analysts must concentrate 

in observing IP and other obscure traffic patterns and try to 

make sense of not only several alerts but also anomalous traffic 

that buck the trend.  The skillsets, together with the training of 

a typical SOC Analyst is different and significantly more 

rigorous than a CCTV Operator.  The work environment of a 

SOC is also more stressful than the typical CCTV surveillance 

center. 

The use of predictive analytics without integrating other 

capabilities is flawed because of the unreliable variables that 

formed the input for such algorithms.  The exclusive use of AI 

as a replacement for human analysts in order to address certain 

human frailties such as the incidence of Task Disengagement 

also lacks sufficient effectiveness.  A substantial part of the 

skillsets for a typical analyst is the use of his/her intuition to 

further investigate certain incidence that may not “feel or 

appear normal”. 

D6-1
D6-1

D6-1

D6-6



The approach of IBM’s Augmented Cognitive Security 

model and similar others in deploying AI to assist in the 

effectiveness of human SOC Analysts, especially in the areas 

of threat hunting, threat intelligence and threat investigation is 

promising and may well be a path that will be followed by most 

cybersecurity stakeholders.  However, that does not address the 

neurological problems of decrement of alertness and vigilance 

arising from eye and mental fatigue of consistently monitoring 

banks of screens in a SOC environment which our novel 

framework has identified. 

The Dynamic SOC Monitoring Framework (DSM) did not 

only highlight this gap in incident response, but has, within the 

limitations of its complexities, proffered a solution in 

addressing the problem by: 

 Developing a solution for the enforcement of Job/task

swapping

 Creating a framework for automating the

management of job/task swapping

 Creating a process of integrating this framework

through APIs, to either the SOC ticketing system or

the SIEM itself

 Integrating the framework with all the AI advances

and frameworks that is currently in development.

In the case of the application of Neural Networks in 

Cybersecurity, these are interesting works though still in 

development. However, the use of DARPA’s database of 

Intrusion Detection, first developed in 1998, renders dataset 

dated for building an initial resource of training the system for 

an effective Neural Network designed for cyber defense.  

Malware definitions evolve rapidly and threat actors are 

proficient in applying several mechanisms or obfuscations to 

evade detections.  The works of Lippmann and Cunningham 

together with Ghosh and Schwatzbard on Neural Networks in 

cyber defense are promising but they are reactive to known 

heuristics and may not be effective in a rapidly evolving attack 

vectors and stealth capabilities. 

P. Giura and W. Wang’s Context-Based Detection 

Framework [22] to be similar to the design of segmented 

network design as opposed to flat networks that has always 

been considered vulnerable in Cybersecurity practice.  

Networks are segmented to ensure that high risk entities or 

systems that hold sensitive data are isolated and additionally 

hardened for security reasons.  This design concept is widely in 

use but networks are still prone to successful attacks either as a 

result of poor management of privileged accounts or theft of 

privileged credentials through social engineering.  

This Framework is therefore rendered ineffective if the 

adversary had access into the environment through stolen 

credentials with elevated rights, as is common now. 

There is also the case for a streamlined and hierarchical 

Internet governance model.  This is compelling and has the 

potential to enhance early detection and more importantly, 

attribution that could significantly curtail the incidence of 

successful cyber-attacks. The community of threat actors 

consist of different shades of characters with different interests 

or motivations.  These include nation state actors, common 

criminals and terrorists.  They all hide under the anonymity or 

jurisdiction of another state to launch attacks on transnational 

targets or use the dark Internet as a base.  The criminals use 

crypto untraceably currency such as Bitcoin as a medium of 

exchange or ransom payments.  The current governance model 

of the Internet encourages, rather than enhances the protection 

of legitimate businesses or users and therefore weakens Cyber 

defenses. 

Moves in the past to strength the governance of the Internet 

through transnational cooperation and the involvement of 

governments have been unsuccessful for two major reasons; the 

Internet grew out of a culture of being self-governing and its 

strength in the early years was the interdependence of servers 

holding resources widely located globally in such manner that 

a central takedown of the infrastructure is almost impossible.  

The resistance to hand its governance to state authorities has 

therefore been viewed with suspicion and continually resisted. 

Secondly, the interplay of rivalries among nation states and 

mutual suspicions, including the beneficial effects of the 

activities of state sponsored actors within the current structure 

of the Internet has impaired the ability of the international 

community to develop a governance framework that would 

effectively enhance the security of the global Internet and thus 

address a lot of the weaknesses that continue to give rise to 

cyber-attacks.  This will not happen for the foreseeable future. 

Task disengagement is essentially a neurological issue that 

comes naturally to individuals as a result of either the monotony 

of the task at hand or the gradual decrement of attention to detail 

and impairment of vigilance.  Task disengagement is also 

prevalent in a stressful work environment. 

The continuous monitoring required in a SOC operations and 

the constant stare on banks of screens, especially for an 

anticipated event within streams of traffic can quickly inject eye 

and mental tiredness. 

VI. FUTURE WORK

 Cybersecurity is complex and the dynamics of threat 

mitigation requires very rapid and expensive development 

cycles for mitigation technologies to work.  This framework 

will not end successful breaches but could initiate a process of 

improved mitigation strategies, which is currently lacking in the 

initiation of early and effective Incident Response.   

 The following limitations are therefore noted: 

 The proposed framework will need to be further

developed with detailed specifications into full-

featured automation tool either as stand-alone or a

plug-in to existing SIEM or SOC Management tools;

 Special API’s compatible to all or most leading SIEM

or SOC Management platforms will be essential to

ensure tighter integration and effectiveness;

Further research studies on Task Disengagement by multi-

disciplinary teams with the scientific community, including the 

cyber-security community, will need to be done to resolve the 

neurological effects and further develop a work environment 

that will specifically improve on the overall alertness of 

operators in high stress high security job roles where continuous 

monitoring and vigilance are essential. 
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VII. CONCLUSION

Task disengagement within a CCTV operating environment  

and a SOC are similar but +we have established that it is more 

stressful within SOC environments. Though, no formalized and 

consistent process is known to have been established by SOC 

systems, the disengagement would have been worse except that 

certain coping mechanisms are informally applied or accepted 

in the management and operations of a SOC.  We have also 

established that the skill sets required to be a SOC operator are 

more complex and, in some sense, help a SOC operator to stay 

better engaged by deploying such skill sets in executing other 

tasks such as threat hunting, investigations and analyzing threat 

intelligence feeds. 

While a lot of funds have gone into improving the 

technologies, frameworks and integrating cutting edge 

technologies such as Artificial Intelligence, Cloud Computing 

and Big Data analytics, sufficient attention has not been paid to 

the incidence of improving the critical interface of human 

analysts such that they will remain fully engaged to do what 

humans do best – applying intuition to further investigate 

innocuous anomalies within the traffic streams of monitoring 

devices.  The incidence of task disengagement therefore merits 

further research. 
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    Abstract— The purpose of this research is to identify and 

unmask ISIS-affiliated Telegram channels which would be useful 

to law enforcement. The first phase of our research was to 

determine flaws within the Telegram application which law 

enforcement and counterterrorism officials can exploit to monitor 

ISIS communications. We conducted experiments using mobile 

forensic tools including Blacklight for iPhone, Mobile Phone 

Examiner (MPE+) for Android and Cellebrite. We then pivoted 

towards finding active Telegram channels by utilizing an English 

and Arabic search glossary which we created.  The next aspect of 

our research will be analyzing popular social media outlets such 

as Twitter, Reddit, YouTube, etc. for more jihadist propaganda 

being spread. With this information, we will also be using their 

usernames through a search in Moltego to see if they have any 

other social media presence and take a look at what is being 

discussed on the forums. By monitoring ISIS-affiliated Telegram 

channels which we found, security professionals will be able to 

better understand ISIS’s goals and potentially preempt attacks. 

 Index Terms— Telegram, jihad, encryption, violence, analyzing 

I. INTRODUCTION

Propaganda is defined as information, ideas, or rumors 

deliberately spread widely to help or harm a person, group, 

movement, institution, or nation. Jihadism is a 21st century 

phrase used to describe Islamist militant movements. This kind 

of propaganda has been present on Telegrams for the longest 

time because of the advantages the app can bring such as easy 

secure access and encryption. But lately there has been a 

movement from Telegrams to social media pages, gaining 

popularity fast since anyone can access and view it. Ever since 

ISIS’s violent and swift rise to power, the world has been 

captivated by their effective usage of technology, specifically 

social media. After the November 2015 Paris Attacks, security 

officials were once again reminded of the need to monitor the 

communications of ISIS members. Investigators found 

WhatsApp and Telegram, among the mobile applications 

downloaded on the phones belonging to the terrorists who 

committed the attacks. On Telegrams, it’s more about seeking 

out the information of jihad and their propaganda channels 

rather than bumping into it. The targeted audience of posts are 

ISIS’s active supporters rather than on social media where 

everything is out in the open and there to view.  

II. PROBLEM

Our research will explain the use of encryption used by ISIS 

and ways in which these terrorists could have been tracked 

using these communication apps. With experiments to identify 

vulnerabilities in these communications and detail how mobile 

apps have been used to locate terrorist operatives. 

We also looked at social media sites to find more aspects of 

jihadist propaganda spreading. With this referring to Tumblr, 

Facebook, and Twitter, Twitter and analyzing the information 

and usernames being shared. To narrow down the search 

results, we will use the hashtags #MuslimBrotherhood, #Allah, 

#Daesh and #Jihad.  

III. CHALLENGES

A. For us as student researchers 

 ISIS-affiliated Telegram channels have a language barrier 

which not only makes it a challenge to search; but  also difficult 

to determine whether a chat group was ISIS-related. Most of 

ISIS’s content is in Arabic and all of the Telegram channels we 

found were only in Arabic. 

The hard part we are going to be facing is trying to translate 

Arabic and decode the conversations they are speaking about 

on Telegram. Yes, it is easy to copy and paste it into a translator, 

but sometimes it’s not an exact translation and that can cause 

some misconception. Sometimes the easiest way to determine 

if a channel is ISIS-affiliated is looking for the iconic black flag 

of ISIS. However, this was not always accurate. Also, older 

forums may have been reported, deleted, and taken offline 

along with some that might be a couple years old.   
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Above: Channels focused on what could be classified as 

“cyber jihad”. Channel entitled “جيش اهل السنه االلكتروني” 

(Electronic Sunni Army) encouraged followers to commit 

cyber attacks, and gave some basic tutorials on how to hack 

social media accounts 

    B. For forensics leads 

The challenges being faced are that no matter how much of this 

propaganda they try to get deleted, the movement is still going 

to be happening. That being said, if the internet was free of all 

propaganda, it doesn’t change the fact that horrible things are 

still happening all around us. It is important to note that ISIS 

will not disappear when all the online presence of it stops as 

fighting as it will remain significant. In a way, the propaganda 

opens our eyes to problems happening all around the world as 

horrifying as it may be. Sadly, the only way we know people 

are being slaves, the act of terrorist attacks happening, gun 

sales, hundreds dying each day, etc... is through the power and 

exposure of social media. Hopefully as time goes on, more 

recruiter’s pages get taken down and the popularity of these 

groups isn’t as glorified. New problems that have been created 

by this is the fact that plastered all over Telegram apps and 

social media sites is this unfiltered violence happening in hopes 

of recruiting new members/communicating. These groups on 

Telegram, most open to the public, can be terrifying, horrific, 

and dangerous for someone who stumbled across it.  

The overall results were very negative with regards to finding 

useful data from either platform. Sound forensic practices were 

used to image the iPhone. The iPhone was unlocked and sleep 

mode was set to ‘never’. When prompted by the iPhone with 

the "Trust This Computer?" alert, “trust” was selected and 

image started. Photos and videos were not imaged, only the file 

system was selected. In the file system, two folders under 

/root/mobile/applications that were tied to Telegram. The first 

folder, group.ph.telegra. Telegraph contained a few files that 

had designations of .maps. No locational data was found in 

these files, because all the information was encrypted. The 

second folder, was ph.telegra.Telegraph, this folder contained 

the Telegram Property List (plist).  

The Android phone had very similar results as the iPhone. 

Again, sound forensic practices were used and the phone was 

unlocked with USB debugging enabled. MPE+ was used to 

create an image of the Motorola, then the image in both MPE+ 

and FTK were examined. The image from MPE+ contained the 

root file system from the Android device. There was only one 

file that contained information about Telegram and it was titled 

Telegram. The file contained a number of other files, but the 

information in them was encrypted or proved to be of no 

significance to our research. 

IV. BENEFITS/IMPACTS

Applications like WhatsApp, Threema, and Telegram in 

particular, have been used extensively by ISIS members. Due 

to these applications’ strong encryption, it has been a major 

challenge for law enforcement to track ISIS’s communications. 

The benefits about being knowledgeable on this topic is mostly 

awareness. To know that things like gun sales, selling women 

for sex, planning attacks, homophobia, ISIS updates, and gory 

images are being spread all over Telegram and the sites we go 

on everyday such as Twitter and YouTube are alarming. The 

advantage would be having more people reporting pages to get 

them taken down, elimination of IS groups (Lucky Troll Club), 

etc. It’s important to note that every little bit makes a difference 

and stopping propaganda can have an effect. Below displays a 

Twitter account trying to combat ISIS by reporting their social 

media accounts and encouraging other users as well. 

Anonymous citizens have helped the public loads of times so it 

is possible. In 2015, a group of famous anonymous hackers, 

being known just by Anonymous, wanted the public’s help in 

shutting down these social media accounts affiliated with 

Islamic terrorism. Within one day of the Paris attacks, 

Anonymous closed 5,500 Twitter accounts. Instead of lurking 

and doing nothing they urged people to contribute and make the 

internet a safer place. This hack activist group sent out 

messages with links to how-to hacking guides for beginners, 

even anyone with a lack of cyber skills, in order to shut down 

propaganda everywhere. The impact that we know this would 

have is making us feel safer overall. 

V. ETHICS 

    Of course, spreading negative types of propaganda, coming 

from someone who doesn't believe in Allah, is not okay. It 
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would be unethical to see it and not do anything about it. But, 

from analyzing the ISIS-affiliated Telegram channels, we 

determined that channels could be roughly categorized into 

these 3 categories: 

1. Propaganda, religious teaching and recruitment

channels

2. ISIS related news channels

3. Tutorial channels, teaching about physical and cyber

attacks and how to evade authorities

      From reading posts on the channels, it was clear that ISIS is 

very concerned with cyber security and trying to make 

themselves anonymous online. Especially after analyzing the 

third type of channel, tutorial channels, this type post 

encouraging pro-jihadist messages and meme-like images. 

Some channels also assigned Imams to give religious lectures 

and lessons on a weekly basis to the channels members. The 

content is meant to be motivational and convince normal Sunni 

Muslims to adopt ISIS’s radical brand of Islam. As for motives 

and consequences, these channels are not ethical. 

VI. FINDINGS

A. Telegram 

 Although ISIS supporters haven’t deserted Telegram 

completely, but this old fashion way of communicating might 

be on its way out compared to newer modern day 

communication. We downloaded the app on our own personal 

phone and explored through to find groups relating to jihadism. 

We also searched up some popular channels on the internet 

beforehand in order to find them easier. Next, we ended up 

joining all the legit ones we could find and started scrolling 

through.    

Possible exploits that could be used to gain access to the 

information in Telegram were also explored. There were very 

few exploits that were directly targeted at Telegram. One that 

was found which was not necessarily helpful because it was a 

Ransomware. It could be useful to an intelligence if they were 

able to extract the data from the phone and not just encrypt it. 

Above:  Telegram channels with ISIS propaganda being 

spread. 

      The first thing we noticed was straight up propaganda 

pictures being shared in these channels. Displaying explosives, 

bloody bodies, men in war, and more. There’s a search option 

to quickly find content in all the channels an account has joined. 

By using this feature we were able to search for ‘guns’ and 

found a marketplace. Basically, what users do is put pictures of 

the weapons with descriptions of them. We translated the 

Arabic online and they just explain the statistics of the weapons 

such as the make, size of bullet, etc. Hundreds of people have 

viewed these photos and to note the amount is even larger than 

the amount of people subscribed to that group on Telelgram.  

Above: Market place and Islam, religious teaching channel. 
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 The Telegram channel shown is called Al-Maqalaat, talking 

about the theme of rape, which has been constant throughout 

our research. Here the author brings up a topic named ‘Honour 

or life?’. They talk about how Hitler was referring to the 

German girls raped by soviets that “A soviet over your belly is 

better than an American on your head!”. This means that being 

raped is better than an American flying over in a plane and 

killing you. They picked life over chastity as they would rather 

be raped and keep their country safer than face defeat. 

Although, not sure how rape would stop an attack in the 

situation they are referring to. Later on, they go on to talk about 

how Muslim women have a different perspective. Muslim 

women are seen as sisters in this religion, and males as brothers. 

As ‘for the sake of Allah’ they need to stick together and not be 

treated like prisoners. This is interesting because in this religion 

they do treat women as sex slaves, and rape does indeed play a 

role. In this message, they are trying to make it seem like their 

religion is greater than other beliefs and women are treated with 

respect. As if women have a different perspective on the 

situation that if they said a simple ‘no’ of consent to intercourse 

their brothers wouldn’t do it.  

Relating to this topic, a concept called sex jihad is when Islamic 

women offer themselves as a comfort for sexual pleasure for 

terrorists to feel more empowered. Although many do this 

willingly as they want to help as much as they can, India TV 

states that women have intercourse with anywhere from 20 to 

100 militants in just one day. ISIS actually force families to give 

their daughters over, going door to door, killing the men and 

raping the women, all for this sex jihad concept. Apparently, 

the Quran states that women will get a place in paradise 

afterwards. Although ISIS claims it also states that women and 

even young girls refusing actually violates Allah’s will. There 

are cases where militants have beaten and killed women, even 

pregnant ones, for refusing to participate in this manipulative 

concept. According to the Quran, male suicide bombers are 

expected to find 72 female virgins in paradise when they die, 

but female suicide bombers are only promised their husbands. 

Although, for females their paradise includes living without 

jealousy, becoming beautiful, and being overall happy.  

While radical Islam is intrinsically connected with every ISIS 

Telegram channel, there is a category of ISIS-affiliated 

Telegram channels specifically more religious in nature, 

publishing content similar to that of Al-Bayan Radio. These 

types of channels post encouraging pro-jihadist messages and 

meme-like images. Some channels also assigned Imams to give 

religious lectures and lessons on a weekly basis to the channels 

members. The content is meant to be motivational and convince 

normal Sunni Muslims to adopt ISIS’s radical brand of Islam. 

ISIS members try to convince others that they are the “saviors 

of the Islamic world” and “Allah’s true followers” (خلفاء اإلسالم). 

This is where their belief in creating the “Caliphate” comes 

from, making Abu Bakr al-Baghdadi their Caliph ( الخليفة

 There is also a lot of propaganda describing Islamic .(االسالمي

countries and mainline Islamic leaders as having “lost their 

way” and left the “true” Islam, Saudi Arabia being one of the 

most commonly criticized nations. 

B. Social Media: Tumblr and Twitter 

 As mentioned and displayed before, Telegram was where a 

good chunk of our research came from. There we saw hundreds 

of messages of propaganda in the channels. We also took a look 

at popular social media websites to see how they played a role. 

Muslim brotherhood is the oldest political Islamist group in the 

Arab world and can be seen as a violent terrorist organization. 

The main focus of this ideology is on the reform of existing 

political systems in the Arab places. The supreme leader of the 

Muslim Brotherhood is currently serving life and death in 

prison but goes with Mohamed Badie. Under the search of the 

Muslim Brotherhood on Tumblr we found an interesting blog 

called The Bored Jihadi, as jihadi is a synonym of jihadists. This 

blog posts about jihad society and daily life in these groups. 

They showed Telegram posts that are a series of photos 

showing small pearl embroidery messages stitched onto a white 

background. According to the Telegram post, these were 

produced in a Jordanian prison by supporters of al-Maqdisi, a 

prominent writer figure. As this type of craft is unusual for the 

jihadists, but it’s also very common in prison to pass the time 

as prison culture. The blog writer states: 

“The distribution and celebration of these pictures on 

jihadi social media suggest that embroidery, just like 

weeping or poetry-recitation, is not considered by 

jihadis as an unmanly activity. Rather, it is viewed as 

an expression of devotion and thus as an entirely 

normal and even commendable activity for a 

respectable Muslim man involved in jihad.” 

This basically is describing that jihads aren’t ashamed or feel 

like they are hurting their manhood by taking part in a crafting 

activity like this and we thought it was interesting to mention. 

It’s actually displaying brotherhood and they show them off 

with pride to hang the artwork on their car dashboards proudly. 

They do this for support for their brothers who got caught and 

put in jail and most importantly, their leader who has no 

changes of getting out. (Below) 
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Daesh is an acronym for the Arabic phrase Al-Dawla al-

Islamiya al-Iraq al-Sham as world leaders in the media are 

replacing ISIS, Isil and IS with the use of this term instead. This 

term also refers to the Daesh flag (left).  The white Islamic creed 

words read, "There is no God but God (Allah)," at the top of the 

flag and in the circle, "Muhammad is the messenger of Allah." 

This term assisted us in our next search via Twitter.. 

ISIS actually despises this word as it’s a derogatory term to be 

called and they had reportedly threatened to ‘cut out the 

tongues’ of anyone who uses it. This term has grown popularity 

since the 2015 Paris terror attacks. Searching this term on social 

media came up with the most results. We stumbled upon one 

Twitter page, where every tweet has been just videos. Horribly 

nauseating videos where they are showing them killing 

members, dead lifeless bodies, and even clips with bombs going 

off. There was even a gory video of what looked like a US 

soldier with a knife to his neck within 5 seconds of it playing. 

We were completely shocked this was all accessible and 

apparent on social media that anyone could get to. Although, to 

do our part in the community after we got all the research we 

needed to make sure to report these profiles. Even kids could 

access and see as there was no message that these videos were 

graphic content before they played (Some video screenshots 

below).    

VII. CONCLUSION

Throughout our research, we became more aware of what is 

going on all around us, along with realizing that even though 

the government does monitor what is going on, it’s still scary 

to read about and see on the Clearnet. We have both gained new 

skills in research, pushed boundaries that were scary to dive 

into, and also learned how passionate we are about this topic. 

With our findings on Telegram and social media, all of the data 

we found was either encrypted or proved to be of no 

significance to our research. These findings were in line with 

the law enforcement consensus that Telegram is a secure 

messaging application, making it a challenge to track terrorists. 

If we were to continue with our research for another semester, 

we would continue searching for more ISIS-affiliated Telegram 

channels, which proved to be the most fruitful in terms of 

gaining actionable intelligence. Our goal would be to find ISIS 

content directed towards Western, homegrown terrorists, which 

would probably be most relevant to U.S. based law 

enforcement. We would also like to escalate our research and 

eventually start communicating with ISIS members, or pose as 

a potential recruit, rather than simply being flies on the wall. 
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Abstract—with music analytics now being an billion dollar 

industry, the development and use of its services has become 

noticeable within recent history. Those taking advantage of this 

newfound data range from music artist to record labels and 

publishing companies; becoming a force that influences the music 

in a myriad of ways. However, the potential of music streaming 

analytics has just scratched the surface - the focus being for 

numerical breakdown and economic forecasting - with grey areas 

in the usage of music analytics still apparent. This study focuses 

on how music analytics can be used to further the study of 

subgroups and music identities; looking at music distribution 

history and its effect on subgroup formations along with music 

analytic services and those invested within. Subgroups and 

musical subculture study helps reveal global issues extending 

from class to sexuality. What ethnographic tropes can music 

analytics tell us about various mental health and social issues 

internationally? It’s possible the information music analytic gives 

can truly help us understand new/unique subgroups in the world 

and their various identifications. 

Index Terms— Technology, Music Streaming, Music 

Subculture, Music Identity,  

I. INTRODUCTION (HEADING 1) 

It is a common theme that music has evolved from the 

passion of both technicians and music artist. Music, 

technology, and its coalition is something that can be traced 

back to the 1600’s. There is a belief that music and technology 

have a relationship that is both physical and ideological; the 

evidence can be found to this present day. Rob Birdwell, 

composer and songwriter, believes that both “music and 

software are… collaborative and an individualistic 

undertaking” [1]. To Birdwell, technology and music have 

always lifted up the possibility of self-expression and that 

common denominator has consistently improved the way 

music is made. That ideal and many others have been the 

backbone when it came to music production, distribution, and 

consumption. 

Birdwell states that “musicians (regardless of era) are 

generally engaged” [1]. By engaged Birdwell means aware of 

the development of technological devices and what it means 

for them moving forward. The integration between music and 

technology has, in a way, mirrored the advancement of music 

throughout the years. The way music was made and listened to 

was limited to which generation of computing was currently 

available. Peter Webster, a scholar-in-residence in music 

education, was able to document the parallel. The first 

generation of computing started with using vacuum tubes, 

which in turn introduced devices such as “amplifiers, new 

phonographs (a device for the mechanical recording and 

reproduction of sound), tape recorders, jukeboxes, and even 

early electric guitars” [2]. All the previous devices listed were 

based on the vacuum-tube oscillator but what they show is that 

advancement was limited not just to computers but actual 

instruments as well. The evolution of music production 

continued with every generation. The second generation, the 

era of transistors, helped to create music synthesizers, an 

electronic musical instrument that generates electrical signals 

converted to sound through loudspeakers or headphones, and 

analog tape for recording. Studios now use the MIDI (Music 

Instrument Digital Interface) protocol developed in the mid-

1980s that allowed music devices to transmit codes describing 

sound, this came during the fourth generation of computing. 

The fifth generation, the one we live in now, helped to 

introduce integrated circuits, chips and sampling technology. 

Artist now can use bits and pieces of previous music to make 

new compositions. Technology's fingerprints is not just 

excluded to the creation of instruments and devices. These new 

recording devices and instruments assisted in music creation in 

terms of songs and even upcoming genres. Without electric 

guitars rock music, and its variations, would not have been 

composed. Prominent hip hop producers such as Dr. Dre, 

Timbaland, and Pharrell can thank MIDI and sampling 

technology as their way into the music industry and the rise of 

rap music. Popular sounds that you hear today are also made 

from the introduction of programs such as auto tune, an audio 

processor created by Antares Audio Technologies, which uses 

a proprietary device to measure and alter pitch. Music 

consumptions has advanced greatly alongside the methods of 

distribution especially in the 21st century. There are many 

artist today that were able to bypass the gateway of radio and 

rise to prominence due to their social exposure and the 

connectivity of their fans. The shift in power to the consumers 

of music has also altered the research of subcultures and music 

identities - for better or for worse.  

This research paper will be focusing on the newest phase of 

music technological advancement today - music streaming, 

analytics, big data - and its relations to how we should view 

music identity and subculture. There has always been a gap in 

the connection of identifying subcultures to music genres or 

artist; this paper will inquire if the technology of today can be 
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the bridge. By looking into the concept of subcultures and 

music identity we will first learn the effects technology had on 

the definition. We will then look into the methods of 

identifying subcultures, the type of data collected for 

correlation, and its grey areas. After diving into how 

technology is mainly utilized today this paper will question if 

the software can aide in the improvement of music 

subculture/identities. I believe this question is important now 

being that - to be explained more in depth - as subcultures 

begin to vary their significance rises. 

II. MUSIC SUBCULTURE & IDENTITIES

The concept of subcultures in music and music identities 

has developed since the early twentieth century; changing 

overtime as more research was introduced. Leah Bush gives us 

insight on the idea and how broad the definition can be. The 

term subculture “refers to a group of people, usually youth, 

who differentiate themselves from a greater culture through 

shared taste in music and style” [3]. There is no specific range 

involved so a genre of music can be an influence if not a 

specific artist. Music is not the only component that creates a 

subculture. There are other elements that can help define 

subcultures. Elements of a subculture relates to any factor 

leading to the creation or the establishment of the subculture. 

Having a distinctive look like the Columbiana’s youth 

subculture of “baggy pants, plaid shirts and religious prints, 

complemented by fringes that are plastered resolutely down 

and spectacular sideburns that stretch to the chin” [4] plays a 

part as well. How the music is sonically as opposed to the 

lyrical content can also help determine what a subculture is. 

Bush states that's it’s “the music which defines their 

boundaries” which helps the formation of group identity 

through difference. This is a theory created by Theodor 

Adorno, a German sociologist, in 1941 setting the tone for this 

research. A well-known example of a music subculture is the 

American hipster culture that emerged in the 1940s. This is a 

music subculture that was mainly influenced by jazz music. 

The members of this group were influenced by the music and 

the fashion of the artist; translating into their ambiguous, go 

with the flow lifestyle. Jazz music in general has little to any 

lyrical content and has improvisation during live performances. 

This is a key element in the reasoning why hipsters at that time 

lived a life that accept things as they came. Aside from the 

element of music, being a subculture was also to be separated 

from popular culture or ”rendered apart from society”. Most 

genres of music associated with subcultures have been those 

that have never truly reached mainstream success or is a branch 

from a genre such as emo, metal rock, trap music, etc. The 

reason for this is that popular music, along with popular 

culture, set defined roles in society when it comes to gender, 

class, and hierarchy and subcultures either reiterate or resist 

those immediate boundaries dependent on the group’s 

necessities and perspective. One example of this is the punk 

rock band Pussy Riot and the way they advocate anarcho-

feminism - the combination of anarchism (the abolition of all 

government) and feminism - to their listeners [4]. In this 

instance, politics is a defining boundary for the subculture 

members. In music subculture there are intersecting values 

when it comes to how the audience asserts both a group 

identity and an individual one. Subcultures in itself - as further 

defined through technology - is amenable; meaning a group or 

person does not have to stick to a specific identity or a musical 

sound. For instance, Angela McRobbie from the Birmingham 

Centre for Contemporary Cultural Studies (CCCS) let us know 

that bedroom culture (romanticism of pop stars within the 

space of one bedroom) cannot last due to the fact that the 

adolescent members of this subculture will age away from it 

[3]. Going back to hipsters, this subculture began to fade due to 

the fact that the genre of jazz started to become mainstream. 

Rap music has its own culture from clothing to jewelry to the 

jargon based on location. However the culture revolving 

around rap now cannot be considered a subculture due to its 

growth and has now officially surpassed rock music as 

America’s most popular genre according to Nielsen Music's 

2017 year-end report. Subcultures can also be rendered to 

innovation as the hipster culture never really died but was 

made to be more radical. Rap music being a popular genre has 

witnessed different subgenres and independent groups branch 

out from it. This also leads into the issue of music’s set role; if 

the culture is associated by the music or if the music creates the 

subculture. Music sociologist Simon Frith questions if music is 

a symbol for a subculture or rather an activity that subculture 

members take part in; thus limiting the importance of music in 

this role. 

As the study continued, more terminology was introduced 

along with more challenges to subculture existence and 

addition of elements. There is the term music identity which is 

a two part idea started by Simon Frith. The first part is Identity 

in Music (IIM) “which focuses on how musicians and 

composers define their identities” and Music in Identities (MII) 

“which focuses on how individuals use music as a resource for 

developing different aspects of their individual identities, 

including gender identity, national identity, and youth identity” 

[3]. You can view a subculture as a group of similar music 

identities with specific boundaries. This makes the idea of 

subcultures being amenable true if the idea of having a music 

identity can be amenable as well. An individual can change 

their music identity with each genre they listen to or can simply 

have more than one music identity leading to more than one 

subculture or even subcultures inside of a subculture. This is 

what is called “neo tribes” - a term coined by Michel 

Maffesoli, a French sociologist [3]. Thanks to globalization and 

technological advancement more boundary elements of a 

subculture were added such as local, race, ethnicity, spatial 

zones, and place. Music’s role was once again changed from a 

symbol to an activity to a tool. 

The study of music subcultures and identity has led to a 

myriad of different research areas over time. In 1976 the 

Birmingham Centre for Contemporary Cultural Studies looked 

into the culture of the post war British youth working class and 

its perspective of the country's leadership during that time. 

Angela McRobbie focused on feminism in her study of females 

D8-2



in a youth working class in 1991. Seven years later Gayle Ward 

wrote an article for Signs of the Times magazine that related 

rock music to society’s formation to specifically the image of 

white female youth. Timothy D. Barker from Saint Cloud State 

University, and others, looked into linking the genre of emo 

music to potential mental health concerns. There really is no 

anthropological limit to the type of research and breakthroughs 

that be found through the dissection of music and its positions 

in the world. However, Bill Osgerby, a professor of Media, 

Culture and Communications at London Metropolitan 

University, also notes there have been setbacks when it comes 

to subculture research. Since majority of the analysis is based 

off of symbolic elements, there is a call for more rooted, 

detailed definition on what these symbols represent. When 

studying subcultures, it is easy to not properly iterate the 

“subcultural styles and patterns of media consumption” 

subculture members select for themselves. This asks for 

improvement on being able to specify what musical tropes are 

being isolated by subcultural members and what part of a 

subculture’s identity is being represented. There are even 

instances where the music attached to a subculture does not 

represent the audience’s identity but what the audience would 

like to identify as. This goes back to Music In Identities, which 

gives audiences a chance to model different ways of 

recognition in a safe manner. Patterns of media consumption 

can be hard to track because that is dependent on the type of 

methods used by an audience to obtain music and how music 

consumption has changed overtime - as the techniques of 

distribution change as well. There is also the issue of a 

generalizing groups of subcultures without diving deep enough 

[4]. For example, to characterize baggy jeans with an affinity to 

rap music can be deceptive when styles of clothing vary in 

sections of America that listen to the same artist and producers.  

These limitations can be the result of how subculture 

fieldwork is executed. As Leah Bush writes out the timeline of 

the research that progressed ethnomusicology, the procedures 

of leaders in that field are somewhat revealed and show what 

denominators are looked for when attempting to identify 

subcultures. If we look back to musical sociologist Simon 

Frith, to write his book The Sociology of Rock in 1978 he took 

data from “a combination of survey research, interviews with 

British youth, and a textual analysis of popular music and 

magazines” [3]. From here you can see that demographics such 

as age and genre of music help form the boundaries of a 

subculture. Another example, Mark Tarrant, who wrote for The 

Journal of Social Psychology, focused on “young English 

males based on their estimated musical tastes” which shows 

gender as another boundary to be cognizant of. Tarrant is 

criticized by Bush in regards that his research was limited to 

the options of genres survey takers were given. The biggest 

grey area in subculture research is the limitations of what an 

analyst can find. Survey research, observations at local concert 

events, and interviews at times can play into location which 

can lead to misinterpretation of how far a subculture or music 

identity can reach. In Frith’s case the fieldwork taken for his 

book was limited to the U.K and the breakdown of music not 

how the music was consumed. While the restriction of research 

subjects to the U.K could be what Frith wanted, if he wanted to 

pursue the global effects of Rock music, he would need ways 

to capture Rock in other countries like America. The access to 

rock music, how the music is consumed, has also changed 

drastically since 1978. Bush states that “the issue of subcultural 

music consumption and use is not addressed by any existing 

literature” [3]. Whether a subculture is focusing on one artist or 

an entire genre can change the boundaries representing these 

collective identities. Whether an individual is subjected to just 

rock music or is able to transition to different sounds can reveal 

the degree of investment in that genre. It is the change in music 

distribution and consumption that has influenced how 

subculture research is critiqued and analyzed. 

III. TECHNOLOGY’S INFLUENCE ON SUBCULTURES

The template is used to format your paper and style the text. 

All margins, column widths, line spaces, and text fonts are 

prescribed; please do not alter them. You may note 

peculiarities. For example, the head margin in this template 

measures proportionately more than is customary. This 

measurement and others are deliberate, using specifications 

that anticipate your paper as one part of the entire proceedings, 

and not as an independent document. Please do not revise any 

of the current designations. 

Within the timeline of Bush’s study on music subculture, 

the remnants of technology's effect is apparent as well. The 

boundaries of a subculture and the group/singular music 

identities have been dependent on the power that the audience, 

the consumer of music, is given. Ethnomusicologist Martin 

Stokes asked “does music provide any means by which the 

boundaries - of socially constructed identities of place - might 

be challenged in any way?” [3]. Through this question Stokes 

ponders how far and to whom a specific subculture could 

reach; technology answered that question. The limitations of 

CD sales and radio impeded what forms of music an audience 

heard. As a consumer, you were restricted to the specific 

albums sold in available stores or the songs played on the radio 

stations allocated to your local. This made any music 

subculture curated within the boundary of local identity or the 

artist/genre recognized with where you lived. The digitalization 

of sound and portable devices was the first major technological 

advancement that increased the power of subculture members 

with Apple releasing the first iPod in 2001. Bush notes that 

“the use of a portable MP3 player or digital music device could 

allow for the possibility of instantaneous switching between 

subcultures by changing songs or styles of music.” Just owning 

a portal listening device such as a Walkman or mp3 player 

challenges several already identified cultures such as bedroom 

cultures which relied on the spatial zone of your bedroom and 

the components that come with it.  Belonging to more than one 

subculture at a time was most likely considered an impossible 

boundary but is now feasible with technology. The second part 

of music identity’s definition, music in identities (MMI), is 

given more relevance as music is more of a resource though the 

previously mentioned devices and solidifies music as tool.  
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As technology advanced, the music business has gone 

through major globalization and audiences worldwide have 

experienced what can be called temporary cultural relocation 

while finding their own identity(s). Music streaming has been 

the main contributor starting in 1993 with the Internet 

Underground Music Archive (IUMA); “supplant(ing) records 

and CDs, as well as other digital music formats, to become the 

mainstream technology for everyday music listening” [5]. This 

rise of music streaming is one of the focal points needed to 

understand technology’s modern day effects on subcultures. 

The Internet Underground Music Archive (IUMA) did not 

have the potencies of major streaming sites now but gave 

unsigned artist the power to share music to those on the 

Archive’s platform; blending the concepts of Identities in 

Music, for musicians, and Music in Identities, for consumers, 

by allowing them to interact. The “culturally defined features 

of [a] musician, composer, performer, improviser or 

teacher”(IIM) that distinguish an artist were now becoming 

clearer to audiences; allowing them to use these characteristics 

along with the music they listen to as way to better develop 

their own identities. In 2002, the company Last.fm was 

launched running a music recommendation program that had 

users create a profile based on musical taste - a music identity - 

and in return received songs/artist based on their profile. 

Pandora was released three years later following a similar 

format. SoundCloud continued to build on the artist/consumer 

relationship in 2007; allowing users to give feedback on the 

songs that artist uploaded [6]. Artist, through their music and 

style, have been able to portray themselves to their fans. Now 

the fans, through feedback and more personal interaction, 

receive the audience’s cultural features. By finding out what 

their audience is more drawn to, an artist may change the music 

they produce to cater to his fans. .  

Now major streaming services such as Pandora, Spotify, 

Tidal and Apple Music allows users to cross international 

borders and listen to music from any area and any genre even if 

it is not prominent to where they may live. Bush call this the 

“ubiquity of technology;” connecting musical fans and this 

confirms Frith statement that music “provides part of the link 

between self-identity and group identity” and that new 

subcultural identities can form outside of traditional models; 

through even multiple genres. Anja Nylund Hagen wrote an 

article titled The Playlist Experience where Anja zooms in on 

the practices used to create a listener’s playlist on Spotify or 

WiMP Music. Hagan states that “audiences have been able to 

subvert given music structures in personal listening practices.” 

The aforementioned mixing of genres is one example; taking 

specific songs from the designed album order is another. This 

is something music consumers would not have been able to do 

purchasing vinyl or CDs. Hagen begins her probe by 

introducing the concept of collection. It is important to note 

that a collection “ cannot exist as such without an internal 

scheme that may speak to others but always, first and foremost, 

speaks to oneself” [5]. This shows that prior to music’s 

technological advancement, self-identities were attempted to be 

established though music. It is now through various platforms, 

programs and different algorithms that establishing a musical 

self-identity became easier and at times more complicated. The 

personal playlist that were scrutinized clouded the concept of 

musical identities; making them once again amendable. In 

Hagen’s studies, playlist by users were consistently created, 

deleted, or modified. Songs in user playlist were changed based 

on life events, change in genre or artist taste, or the music 

recommendation options given to them. Software provided on 

these streaming sites to share playlist with others erases the 

limits of who can cultivate group identities regardless of 

demographic. The collection of self-identities into group 

identity is now essentially limitless. The access to music is also 

key here - we can look at Spotify which is available in 21 

different countries and holds over twenty million songs. Music 

streaming users also do not have to stop collecting/adding 

music in fear of taking up too much storage on their devices 

thanks to cloud technology. Some of Hagan’s subjects for this 

study also took advantage of the metadata software their 

streaming platform provided to expand on the sounds they have 

been listening to. When it comes to the consumer’s 

perspective, the essence of music selection and music 

identification only improves with the functionality of the 

technology used. The same can be said for other stakeholders 

in the music industry; however, their use of technology today 

varies. 

IV. USE OF STREAMING AND MUSIC ANALYTICS

The use of music streaming and music streaming analytics 

is assuredly more quantitative than qualitative when it comes to 

the distributors and the creators. The shift in how we get our 

music is also creating a wrinkle in the economic flow. The 

music industry now has to include streaming companies like 

Spotify and Apple Music since they have a more manageable 

relationship with artist. Record labels have long been the 

middle man between artist and consumer but the power has 

been given to the artist to distribute their own music via 

multiple platforms. The streaming platform Tidal was bought 

by rap icon Jay Z; giving ownership stock to artist as a way to 

increase the percentage of revenue off of streams that is still 

deemed low regardless of your status in the industry. What was 

once meant as a means to defeat music piracy is now a drain on 

industries such as Sony and Atlantic records, who still try their 

best to capitalize off publishing and royalties. Measurables for 

labels and artist is in reset mode due to majority of music, 

specifically album sales, being purchased digitally. An 

example: by RIAA standards, Cardi B’s first week sales for her 

album, Invasion of Privacy, will not include steaming numbers 

for her Bodak Yellow single before the date of release for her 

album. However, Cardi’s overall album steaming numbers will 

include all of her single streams; giving her a gold plaque 

almost instantly. This process is not adopted by Billboard and 

the differences in how sales numbers should be calculated 

changes what it means for an artist to be successful in modern 

times. Artist are now trying different techniques to increase 

their sales. Taylor swift for example, held her album off of 

streaming sites for the first week; instead offering incentives 

like concert tickets to coax fans into buying her album [7]. This 
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is because it takes 1500 steams to equal one album download. 

The methodology of even buying music has changed to the 

popular “freemium model supported by advertisements” [8] 

that gives users either free or low cost access to thousands of 

digital libraries. There are numerical statistics that lean towards 

the influence music streaming is having. In 2016 Pandora had 

56 million monthly users, Spotify had 38.9 million and 

SoundCloud had 47.3 million [9]. In the first quarter of 2015 

Pandora made “$297.3 million in revenue from ads, 

subscriptions and ticket sales” and Spotify is currently valued 

at approximately 3 billion dollars. As music streaming 

continues to make the old methods of sending out music 

obsolete, there is less resistance to this form of business and 

more cooperation with its potential. Music labels now use their 

leverage of copyright and artist ownership to strike deals with 

streaming platforms; taking whatever percentage of streaming 

profit they can to make up for declining music purchase. 

Music streaming has shifted the power of distributing, and 

the analytics of music streaming is shifting the power of artist 

scouting. Kadhim Shubber of The Guardian wrote an article on 

how the music industry is trying to use music streaming 

analytics to weed out the future of what is popular. To define 

music analytics is to take the “explosion of data from sources 

like torrenting, music streaming sites and social media 

platforms...to understand their fans and spot upcoming artists” 

[10]. Music analytics is becoming an industry by itself, a gold 

mine everyone wants to be a part of. Shubber mentions that 

Spotify was “acquiring The Echo Nest for a rumored $100 

million” to help the artist they are contracted with. The Echo 

Nest is a music intelligence and data platform that uses audio 

fingerprinting - tracing/identifying and audio sample through 

its acoustic fingerprint (generated from specific audio signals) - 

and digital signal processing techniques. This can classify 

music based on its beats per minute (song’s tempo), length, 

valence, energy and other categories. There are other music 

analytic business such as Music Metrics and The Next Big 

Sound that procure various metrics from social big data. What 

is interesting is that even though the metrics being used is not 

strictly numerical - there is specifications on demographics and 

consumer social behavior - the use still stands as quantitative. 

This year Apple Music has introduced Apple Music for Artist, 

an “analytics tool that breaks down the streams and sales of 

individual songs in a variety of ways” [11]. There will be 

geographical data available along with ages, gender, and other 

demographics for lower level artist. Aside from The Echo Nest, 

Spotify has other analytical tools such as Dashboards, Data 

Warehouse, and Luigi. Dashboard is an interface where you 

customize the data you are interested in. Data Warehouse is for 

queries and the creation of data pipelines, a set of actions that 

extract data from various sources, and Luigi is a python 

manned software that runs algorithms and communicated with 

storage systems [12]. The goal though is always to find ways to 

gain more listeners, more subscriptions, and more record sales. 

V. TECHNOLOGY’S USE IN SUBCULTURE 

Modern day technology has been able to answer pending 

questions and concerns associated with music subculture 

research. Over the years what technology has done is prove the 

existence of subculture themes and its continuous development. 

Simon Frith’s questioning of music’s role in subcultures to 

Martin Stoke’s question of boundaries being pushed have been 

answered within the growth of digital music and it’s spread 

worldwide. It is possible for subcultures to beget from a 

national or worldwide connection or even from another 

subculture that precedes it. At the end of Leah Bush’s research, 

she states that the question “how can subcultural members use 

music to determine or develop a subcultural identity?” has not 

been answered in literature.  However; technology, primarily 

music streaming, sheds light to how music is the tool/resource 

for trying on different identities linked to sounds while piecing 

together a personal identity. This is shown through Hagan’s 

playlist investigation and the availability to curate deeper 

artist/fan relationships. Music streaming confirmed that the 

creation of subculture is not just accidental or a product of 

circumstance and environment. Subculture formation is a 

science that involves meticulous organizing even if 

subconsciously. Bush lastly proposes a new question, “how can 

an individual’s musical identity affect their subcultural 

identity? Are they socially constructed in the same manner?” 

The vast access to music a person has can lead to being a part 

of several subcultures while having several identities. A 

musical identity and a subculture may not be socially 

constructed the same being that a subculture is more based on 

similarities to others thus a tendency to have a more set ideal. 

Music streaming tells us to be cognizant about the degree of 

attachment people have to subcultures in today’s time.  

On the discussion of if there is software that can aid in the 

improvement of music subculture/identities, the answer should 

be yes. The technology of music analytics cover the grey areas 

of music subculture research because of the information it can 

provide. Universal Music UK’s director of digital, Paul 

Smernicki was quoted in Shubber’s article saying that “It’s 

important to remember that it's [music analytic software] just a 

set of tools to help inform us. The data doesn't make the 

decisions, that's an un-replicable part of what we do.” If music 

sociologist of the modern day has access to this same data that 

music labels, artist, and streaming companies have, then the 

best feasible step would be is to change the use of the data from 

quantitative to qualitative. The various demographic 

information Verto Analytics, a company that measures cross-

platform consumer behavior, might capture, age, ethnicity, 

gender, is the same type of data sociologist use to determine 

their boundaries for subcultures. Some analytic programs dive 

in deeper; recording number of plays and duration to see if a 

listener is actually listening, which could filter out who is 

actually listening to what. Mediabase, a music industry service, 

“use sound-recognition technologies to monitor radio stations 

continuously and log the songs aired” [13]. A radio station is 

more predictable than an individual streamer but what is 

important is that technology used correctly can give us the 
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information need to see what we may have previously 

overlooked. Harnessing specific data pipelines can help 

sociologist check all tabs. And this does not stop at song/album 

statistics. If we go back to Shubber’s definition of music 

streaming analytics, social media is a part of the data collected. 

Once again the current use of it is quantitative. For the most 

part social media is used by artist as a major marketing tool by 

allowing followers to see a more of their persona and gaging 

interest in music through snippets of upcoming songs. But 

various groups are created on these platforms without the 

artist’s encouragement, through newsfeed threads that can be 

studied more closely. A recent example of this is the “Black 

Girls that love KPOP” twitter feed. This challenge asked black 

girls post a picture of themselves and their favorite KPop 

(Korean Pop Music) artist/group; letting other black girls know 

that this specific music identity existed in others. There are also 

a twitter pages such as “KMusic and Black Women” that is 

followed by approximately 3600 people. Social media 

moments like this point to the beginning of subcultures or 

information that can contribute to existing research. The 

information is there but it is rarely taken advantage of. Hagen 

notes that “practices related to streaming services have yet to 

occupy researchers to any extent, even though the use of 

music-streaming services continues to grow.” It’s as if those 

outside of the music industry has stayed on the outside looking 

in. 

The advancement of this study becomes more important as 

the definition of what a subculture can be becomes clearer. 

Thanks to the endless catalog available to consumers, there are 

more unconventional groups developing - such as the 

subgroups associated with “mumble rap” and it’s tendency of 

drug use, the black girl kpop group mentioned above, and 

others. Subcultures advancement also becomes increasingly 

important as its existence is recognized and used in various 

ways. For instance, artist have used their knowledge of the 

direction their audiences are moving in and the identities they 

want to experience individually or collectively; usually for 

commercialization. The issue of commercialization of music 

genres, specifically black genres, has been a long time issue as 

it usually showcases the push and pull between mainstream 

culture and the subculture a genre can produce. 

Commercialization of rap music is also occurring inside the 

current subculture itself by the actual artist. Future Hendrix, 

one of the best known rappers alive today, admitted that he 

does not use all the drugs he raps about but instead mentions 

them in his rhymes because “ that’s the number one thing 

everybody likes to talk about. It’s a catch.” These subcultures 

“develop their own distinct values and fashions that serve as 

the price of entry into the particular group” [14] which artist 

follow and take from for their own advantage. The music 

industry uses this information for their artist, the artist uses it 

for their marketing, but there is not enough use when it comes 

to actually understanding cultures and how it can be used to 

help society.  

As stated before, there have already been associations of 

political, social, and mental standings to various subgroups 

before, but there has also been struggle to solidify these 

assertions and tie them to the musical trends given to us. Music 

streaming analytics can be used as the concrete empirical 

bridge needed.  

The next question that should be asked is why this is the 

case. One cause could be the newness of streaming and music 

analytics. Music streaming, while remarkably impactful, has 

been around a little over a decade and music analytics as a 

science was introduced within the last 5 years. It is possible 

that as music analytics continues to be prominent, sociologist 

will integrate it as a primary research method.  

Another justification for the lack of use is the inclusiveness 

music analytics. As business in the music industry adjust to the 

shift in music distribution, streaming analytics turns into a 

commerce making the information generated difficult to obtain 

possibly. However there is still big streaming data that is open 

to the public outside of individual artist statistics. Until the 

access to information becomes for public, the big data from 

social media and reported streaming statistics should be 

utilized more diligently.  
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  Abstract— With net neutrality currently being challenged and 

possibly facing extinction, I chose to briefly explain the concept of 

net neutrality and the effects it would have on both the web and 

the consumers who use it on a regular basis if 

regulations/restrictions were to be placed. Net neutrality is the 

idea that the internet should be accessible to anyone who feels to 

free to use it and Internet Service Providers should not be able to 

limit speeds and provide faster/more efficient service to certain 

parts of the web. With Comcast and other ISP’s recently stating 

that Netflix is starting to take up a larger amount of their 

bandwidth, they insist that Netflix should be the ones who have to 

pay for the future updates their systems will need to keep up with 

them. Should the government be able to control internet or the 

ISPs? How would this impact consumers and companies? What 

could it mean for the internet if net neutrality was abolished? 

Index Terms— Censorship, Computers, Development, Internet, 

Internet Service Provider, Laws, Net Neutrality, Network, 

Neutrality, Technology  

I. INTRODUCTION 

We live in a world where everyone is sought to be treated 

equally no matter their age, race, color, or sex so that shouldn’t 

be any different in our digital world right; of course not, but does 

your internet service provider feel the same way? ISP’s (Internet 

Service Provider) and telecommunication companies want to 

soon begin charging both big companies and consumers based 

on the type of services they’re using the internet for, such as (but 

not limited to) sending emails, online data storage, entertainment 

streaming, social media etc. If you’re one of the 3 billion people 

who use these services on a daily basis this may affect you. 

Nonetheless, net neutrality is on your side but as lobbyists and 

the FCC (Federal Communications Commission) continue to try 

implementing laws against it, could doomsday for the open 

internet actually be near? 

“Net neutrality” is based on the concept that all internet based 

traffic should be treated equally, ISP’s should not be able to limit 

bandwidth speeds for one website over the other, and no 

particular web services should be discriminated against. The 

internet can be seen as a world on its own especially with 

technological growth on the rise now more than ever before. 

During the early 2000’s, the internet and dial up/broadband 

networks were now becoming more available and used in the 

United States. The man credited for creating the term, Tim Wu, 

(at the time) an associate professor at the University of Virginia 

Law School published an article in 2002 titled: “A Proposal for 

Network Neutrality” saying “it would forbid broadband 

operators, absent a showing of harm, from restricting what users 

do with their internet connection, while giving the operator 

general freedom to manage bandwidth consumption and other 

matters of local concern. [1]” Regulation isn’t the issue here, for 

that we have the government. The issue lies on telecom 

companies battling one another to see who could reel in larger 

dollar signs, all of which who are probably capable of offering 

the same overall bandwidth speeds to consumers but choose not 

to. 

II. INTERNET SERVICE PROVIDERS & THE GOVERNMENT

Although there is no single person who has ownership of the 

internet, there are telecommunication companies who we rely on 

to keep it alive. A “new” set of laws were approved in February 

2015 by chairman Tom Wheeler, stating that ISP’s are not 

allowed to control how fast or slow certain websites and services 

can perform, therefore no “fast lanes”. In the conclusion of the 

“new” laws report the Commissioner’s duty is to “preserve and 

promote the vibrant and open character of the Internet as the 

telecommunications marketplace enters the broadband age. To 

foster creation, adoption and use of Internet broadband content, 

applications, services and attachments, and to ensure consumers 

benefit from the innovation that comes from competition” [2]. 

This shows the FCC under Obama’s administration encouraged 

competition between ISP’s and felt both consumers and the 

internet itself could benefit from it in the long run. During the 

next two years, ISP’s fought to challenge the FCC. Major 

companies such as Comcast, Verizon, and AT&T spent an 

estimated (a combined) $570 million dollars in an attempt to put 

an end to net neutrality laws from 2008-2017.  

Fig 1. shows the millions of lobbying dollars spent from 

ISP’s trying to influence the FCC from 2003-2013. 

Fig 1. ISP FCC Lobby Spending 2003-2013 
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After Donald Trump was elected president in 2016 ISP’s 

seemed to finally have the chance now more than ever before. 

Trump, whom was widely known for being against Obama’s 

Administration for net neutrality. In January 2017, President 

Donald Trump appointed Ajit Pai as the new chairman for the 

FCC. Pai previously worked as a corporate lawyer for Verizon 

from 2001-2003 following more legal work for the DOJ and 

Senate Judiciary Committee. He was originally appointed as a 

commissioner for the FCC by President Obama in 2012. The two 

of them shared very different views on neutrality, and would 

have never chosen Pai to fully represent the FCC as their 

chairman. In December 2017, less than one year after being 

appointed chairman, the FCC repealed the 2015 laws set under 

Obama’s administration. Pai addressed the FCC’s Open Internet 

Order at ACA’s (American Cable Association) Annual Summit 

on March 21, 2018 saying “Overregulation is a major threat to 

investment. And there was no better example of overregulation 

than the FCC’s 2015 Title II Order. This regulatory 

misadventure resulted in 1930s utility-style regulation…” [3] 

comparing Obama’s regulation on ISP’s to household utility 

companies stuck in 1930.  

FCC chairman Ajit Pai believes that net neutrality jeopardizes 

internet development by not allowing smaller ISP’s and wireless 

companies to grow because they didn’t have the necessary 

economic backing that some of these bigger companies had; 

therefore, rural areas in America were the ones suffering to get 

working network systems given no room for expansion. 

However, there was no data to support Pai’s statements 

regarding these smaller ISP’s. Whereas, a group of 30 smaller 

providers originally sent a letter to chairman Pai in June 2017 

stating that they were indeed in support of the Open Internet 

Order and haven’t encountered any additional investments as a 

result of the 2015 decisions referring to net neutrality as “a core 

principle for the deployment of networks for the American 

public to access the Internet”. [4] When the advocacy group Free 

Press looked into the “small companies” Pai noted in his repeal 

as being affected by net neutrality they found that “these 

providers’ deployment filings show them either greatly 

expanding their service territory, expanding it somewhat more 

modestly, or deploying new technologies and faster speeds.” [5] 

Companies such as AirLink Internet Services, a small provider 

operating out of Oklahoma seen “more than doubled the number 

of Rural Census Blocks in which it offered service after the 

adoption of the 2015 decision it criticizes. As of year-end 2014, 

AirLink reported service in 1,482 rural blocks, but by mid-year 

2016 it had increased that figure to 3,020 rural blocks – nearly a 

104 percent increase.” [5] Three other companies in this report 

also showed a block increase anywhere from 20-42 percent, with 

the fourth one Amplex Electric showing an increase in its speeds 

now implementing gigabit services to their customers. In 

February 2017, Pai announced that broadband deployment was 

finally “back on track” after net neutrality repeals but we know 

the changes from that repeal won’t take effect until after April 

23, 2018.   

Fig 2. SpeedTest results: August 2015-January 2016

In February 2017, N.Y. Attorney General Eric T. 

Schneiderman filed a lawsuit after a 16-month investigation 

against Charter Communications Inc, saying that their company 

Spectrum/Time Warner Cable were not providing the advertised 

speeds for those 2.5 million customers they serve in New York. 

Schneiderman also continued by saying TWC were not capable 

of delivering higher speeds due to the older generation of 

modems they leased to over 900,000 customers. Customers 

paying $109.99 a month for “premium” plans guaranteeing 

speeds anywhere from 100-300 Mbps were actually receiving 

anywhere from 40 to 80 percent lower than what was being 

advertised. A 2013 internet speed test conducted by the FCC 

found that older generation modems were barely capable of 

producing 20 Mbps. Speedtest.net, a popular website allowing 

people to test their internet speeds by downloading data from 

their server. Fig 2 shows the results of speed tests conducted by 

SpeedTest from August 2015 to January 2016 for customers 

being promised 100, 200, and 300 Mbps. Although the speeds 

tested were above 20 Mbps, they were still considerably low for 

those paying extra fees for 200+ Mbps. To make matters worse, 

TWC continued by failing to make the necessary adjustments to 

their systems to provide for faster internet speeds. Schneiderman 

states that TWC “cut corners by packing too many subscribers 

in the same service group, which resulted in slower speeds for 

subscribers, especially during peak hours. It also failed to add 

more channels for each service group, which similarly resulted 

in slower speeds” [6]. While the solution was obvious TWC still 

continued to push their “high speed” packages, promising and 

delivering two different things. Charter has claimed that 

Schneiderman’s allegations come without proper investigation 

of their company and are based on the recent net neutrality 

repeals. Charter filed an appeal to the lawsuit, which was denied 

by the New York Supreme Court on February 16, 2018. 

III. COMPANIES AND ISP’S

Many companies will be affected under the new net 

neutrality repeals, both big and small. At the end of the day 

whether or not they will be able to win the battle, depends on 

the amount of money they are willing to spend to keep their 

services running in the “fast lane”. This is one of the biggest 

problems, unlike the big guys such as Netflix and Google who 

can afford such costs, smaller companies will be the ones who 

take the hardest hit. As mentioned earlier, it can be seen that 

smaller ISP’s still have the ability to continue growing and 

expanding with or without net neutrality, but with bigger 

providers such as Comcast and Verizon promising not to 
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throttle or block content where will the competition stand? This 

allows them to be the only companies who can guarantee the 

most reliable internet service, slowly causing smaller ISP’s to 

be phased out over time. If smaller companies cannot afford to 

provide customers with the same speed and quality of internet 

experience as the bigger companies, consumers will obviously 

pick the better of the two.  

In September 2012, AT&T began blocking the popular video 

chat made by Apple. AT&T would only allow you to use the 

app if you bought into a new shared data plan which required 2 

or more lines. More lines equal more data spent; more data 

spent equals more revenue gained. This ban came after AT&T 

was afraid that FaceTime would deter the amount of calls made 

through their cellular network and congest their internet 

networks. The ban lasted no more than 10 weeks, when in fact 

the FCC had stated no wireless company were allowed to block 

a video or voice application they felt competed with their 

wireless service. This is one of the many prime examples of 

how big ISP’s could force consumers to buy into their “fast 

lane”.  

Comcast complained that Netflix was using up a large 

portion of the bandwidth on their network driving Comcast to 

undergo future system maintenance due to the heavy amount of 

internet traffic being brought to their servers. In fig. 3 you can 

see a decline of 27 percent in Mbps from September 2013 to 

January 2014. Comcast begun placing Netflix in their “slow 

lane” which soon brought both companies to a multi year 

agreement in February 2014. A joint statement was released 

mentioning Comcast promising a “high-quality Netflix video 

experience for years to come” and also saying that Netflix isn’t 

receiving any preferential network treatment.   The internet is a 

place where people have been making a living from their small 

online businesses for years. While bigger companies can handle 

the ridiculous overhead fees, the smaller companies will have 

no room for survival. To compare the ISP’s to the “king of the 

jungle” would not be an understatement (jungle referring to the 

internet). If the average consumer visits a small business or 

startup online and notices poor performance on their webpage, 

the consumer may consider switching to a company that seems 

to run a little more smoothly. Usually, the company preferred 

by your ISP will soon experience a wave of new clientele based 

on the simple fact that they have a website that works. This 

jungle will only have a few big players, who may or may not be 

open to partnerships. The only way  for small businesses to 

survive in this ever growing expansion is

      Fig 3. Comcast- Netflix Speeds: January 2013-March 2014

by having them become affiliates to the bigger guys, but that 

also means one more person to pay and less revenue for them. 

This does not mean that small businesses will be wiped out 

come April 23rd, it does however mean that they will either have 

to pay higher fees to the ISP’s allowing them to run in the fast 

lane or formulate a business plan to combat with slow lane 

speeds, possibly leading to higher incentives for consumers 

choosing the smaller guys. 

IV. EFFECTS ON THE CONSUMER

Comcast has repeatedly stated that they have no plans to 

throttle, block, or discriminate against any lawful content on the 

web, therefore customers have nothing to worry about. Higher 

costs are definitely a possibility. ISP’s would now be able to 

create internet packages geared for certain areas of interest. An 

example of these packages could be “entertainment”; a package 

that would include high quality access to YouTube, Netflix, 

Spotify, and Pandora. More than likely this type of package 

would be added to your monthly bill along with you having to 

pay for internet connectivity on top of that. I can see how this 

would drive ISP’s to offer competitive packages against the 

competition, but in reality would still result in us paying for 

services that were originally given to us at little to no costs. This 

would also force the companies that back these ISP’s with higher 

exposure, and likeliness to grab more customers since the level 

of advertisement would be at a higher rate.   

Millions of gamers across America will also be high affected, 

both console and especially PC. Since all we know are the 

possible effects of the net neutrality repeal, gamers can’t help 

but think their connections will be throttled and controlled just 

like everything else. The popular gaming company Electronic 

Arts believes that over the coming years games will be digitally 

downloaded at a 70% rate, compared to todays 35% rate. The 

average game could range anywhere from 25 to 55 GB. With 

ISP’s soon being in control, this would greatly affect the cost of 

hosting these servers, ultimately falling back on consumers 

having to pay higher membership costs and/or subjected to fees 

from their ISP to guarantee smooth gameplay. This would also 

create another incentive for ISP’s to throw in, giving consumers 

all the more reasons to upgrade. If ISP’s begin creating plans 

based on what the customer uses most it would only create a 

better market for themselves. The average gamer would rather 

choose a plan that best guarantees they won’t experience any lag 

or connectivity issues over a video and gaming plan which 

shares a certain amount of data between the two services. 

Smaller gaming companies will also be affected, now having to 

fight for their right for server distribution as well. The 

development of gaming itself is also at risk, making it harder for 

freelancers who make a living uploading and downloading 

different gaming components from a cloud based storage 

system. Limiting what developers and consumers can do in the 

world of gaming could possibly lead to failures in new 

technological advances such as virtual reality (VR) and creates 

a market only benefiting the big guys.  

“Cryptocurrency” is also a topic that gained much exposure 

over the past 5 years. Ending net neutrality would definitely 

create a strict, more open world for cryptocurrencies and limit 
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the ways people are choosing to use them. This wouldn’t put an 

end to crypto, but may force companies such as Bitcoin and 

Ethereum to pay higher fees to allow for more reliable 

transactions. Consumers using these crypto services could also 

be subjected to charges based on their average transactions per 

month, all of which could be placed under a standard limit. 

Although ISP’s promise little change to the way consumers use 

and enjoy the internet, nothing is set in stone therefore we won’t 

actually know what’s in store for consumers until the roll out by 

ISP’s begin. 

Being a retail manager at a small brick and mortar location in 

my neighborhood, we’ve drastically noticed the decline of 

internet speeds and the choice of network distribution over the 

past three years. With some business plans rising to almost triple 

the cost of residential plans, Verizon can charge more for lower 

speeds and can influence the growth of startups and online 

businesses. Many ISP’s have noticed an increase in wait times 

for customer service and a decrease in response time for 

technicians. A simple solution for Verizon would be replacing 

your router with the latest router they have to offer, which means 

you can also expect an extra fee on your bill this month. Without 

contacting Verizon to replace your older router, you may be left 

with hardware that is incapable of delivering the advertised 

speeds.  As we previously seen with TWC, ISP’s will pick the 

side of the table that better favors their pockets, even if that 

means leaving customers with outdated hardware.  

V. INTERNET DEVELOPMENT 

For years now the internet has continued to grow due to the 

amount of freedom given by previous net neutrality laws. Some 

argue that putting ISP’s in control will only jeopardize the 

growth and future development of the internet placing barricades 

on consumers and businesses. The internet gave both small 

businesses and even people, such as YouTube sensations, the 

power to grow their market on a level which wouldn’t be 

possible if regulations were placed on the basic services we have 

access to.  

Ajit Pai announced that the repeal for net neutrality will 

actually increase network development for rural states in 

America lacking the same internet access we do. By all means, 

I think it’s a given that everyone should be able to access the 

internet if they choose to, but at the end of the day it is a privilege 

and not a necessity for some parts of the world. “According to 

the FCC’s latest available data, more than 24 million Americans 

still don’t have terrestrial fixed broadband access at 25/3 Mbps. 

That’s 8% of the country. And it’s largely a rural gap. While 2% 

of urban households can’t get high-speed home broadband, 30% 

of rural Americans can’t.” [3]. I do feel that rural areas should 

be given the research and development needed to connect them 

to the internet at reliable speeds; however, that doesn’t give the 

internet anymore growth than it already has, just 24 million more 

people added to the already congested networks. Prioritizing 

websites and applications does nothing but benefit the 

companies paying for faster speeds, and ultimately gives ISP’s 

the upper hand with an onslaught of new customers due to the 

fall of less competitive ISP’s. 

ISP’s have been labeled as the new “gatekeepers” of the 

internet, deciding what stays and what goes. Personally, I 

believe that the development of the internet would not be where 

it is today if it wasn’t for the millions of consumers using it on a 

daily basis. Forcing companies to pay an extra fee to place their 

content in a prioritized lane limits the amount of users the less 

prioritized websites can gain exposure to. Growing up I can 

remember when the internet was all about Yahoo.com. Almost 

every Internet Explorer was automatically set to open “Yahoo!” 

as their homepage, helping them gain the exposure to build a 

dominant search engine for the years to come. At the time, net 

neutrality laws favored consumers, allowing them access to any 

website at equal performance to one another. If “Yahoo!” had 

the ability to pay for faster service than competitive search 

engines such as the now popular, Google and Bing, then maybe 

they would have never fell off the map. Not to say that one is 

better than the other, but the open internet allowed for more 

competition at a rate that wasn’t influenced by companies but by 

the amount of consumers using the service. Some users, 

including myself felt Google catered to results that were more 

relevant to whatever was being searched and eventually made 

the switch full time by finally switching those homepage 

destinations to Google.com. As time went on, major companies 

also took notice of Google’s magical algorithm, spending 

millions of dollars for advertisements and relevancy in an 

attempt to create one of the most powerful search engines known 

to man. No matter the size of the company when it originally 

starts, the room for growth is beyond belief due to services like 

the internet. Google didn’t stop at being just another search 

engine, their earnings were furthermore used to develop popular 

services such as Gmail, Google Maps/Earth, Android, Google 

Glass, and Google Fiber. Google is just one of the many prime 

examples how preserving an open internet can shape both 

research and development for the internet now and in the future. 

VI. CONCLUSION

Net neutrality has done nothing but protect consumers by 

limiting the control the government and major companies have 

on the content they access and their internet freedom. As time 

draws near nobody is certain what the fate of the internet will 

be, however some ISP’s have claimed that customers have 

nothing to worry about as they can continue using the internet 

as they have for all these years. The internet should not be 

regulated by ISP’s because it allows them the power to choose 

what content is available to its consumers based on how much 

money that company is able to pay for fast lane speeds. 

Limiting speeds would only create a monopoly for ISP’s 

forcing customers to opt into packages offering them the same 

services that are freely accessible now, except at a higher cost, 

with data caps being a possibility. The internet has continued to 

grow and develop after all these years due to the preservation 

of net neutrality, which goes back to the old saying “if it isn’t 

broken, don’t fix it!”. 

The debate on net neutrality is far from over. States across 

the country are beginning to take initiative combatting the new 

repeals by taking it upon themselves to create individual state 

laws to protect and preserve net neutrality. Washington state 
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Governor Jay Inslee was the first to sign off on preserving the 

open internet on March 5, 2018. House Bill 2282 ensures that 

Internet Service Providers in the state of Washington are not 

allowed to block and/or slow content for services due to lack of 

compensation by that company; the bill does not go into effect 

until June 6, 2018. No change comes overnight, we will have to 

see what ISP’s choose to do once the repeals become effective 

on April 23, 2018. 
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Abstract—39 million Americans over the age of 18 currently 

own a Smart Speaker [1]. With their expanding capabilities and 

ease of use, this number is likely to continue to grow. As with any 

internet of things (IOT), especially those that are just recently 

developed, privacy and security can be compromised. As 

technology advances, these factors can be magnified. In this paper, 

the benefits of smart speakers are analyzed as well as costs and 

potential security threats that exist. A report published by 

Symantec Corporation regarding security and privacy issues with 

smart speakers is specifically evaluated in addition to supporting 

articles published within recent years. While certain benefits are 

apparent, smart speakers do not come without their flaws.  

Index Terms – Smart Speakers, Smart Home Voice-Activated 

Assistance, Echo, Google Home, Privacy, Security 

I. INTRODUCTION

According to a national survey of persons over 18, “one-in-

six Americans [owns] a smart speaker, [which represents a] 128 

percent increase since January 2017” [2]. Of these smart 

speakers, over two-thirds are amazon products, including the 

Echo, Dot, or other “Alexa-based product;” one-fourth of these 

products are Google products, including Google Home or 

Google Home Mini [2].  

Smart speakers, or “smart home voice-activated assitants” 

are devices that utilize voice recognition to allow users to ask 

questions or make simple commands, such as playing a certain 

song or setting an alarm [3]. These devices operate through the 

use of a key word or “wake word,” such as “Alexa” in the case 

of the Echo and “OK Google” in the case of Google Home. 

Rather than through the use of a power button, these smart 

devices are always listening for these keywords, and when 

heard, will send the message through HTTPS requests to the 

backend servers so that the context can be analyzed and a 

message can be sent back to the device where it is translated 

[3]. In addition to responding to simple commands, additional 

services can be accessed that allow smart speakers to connect 

to other smart devices, access certain applications, or perform 

certain skills. These services allow users to control connected 

devices (smart TVs, lights, door locks) and perform certain 

tasks such as ordering food or calling a taxi [3].  

Fig. 1 System diagram of how smart speaker, Alexa, works [4]. 

II. PROBLEMS & CHALLENGES

There are several different issues that arise with the use of 

smart speakers. The first is that any person who has physical 

access to one’s smart device can interact with it and potentially 

change the settings or even purchase items without the user’s 

knowledge [3]. There is also a known attack with the older Echo 

versions that allow anyone to replace the firmware and add their 

own code, allowing the smart speaker to become a listening 

device. The potential dangers of this flaw are obvious with 

privacy being the main concern. Unintential interaction with 

smart speakers can also occur if keywords are picked up from 

sources other than the user such as answering machines and TV 

ads, triggering the device [3]. There were several cases where 

phrases in TV adds and even shows triggered smart speakers 

and produced a response [3]. While this is most often harmless, 

if hackers are able to get access to these devices, it could be 

used to their advantage and be very harmful to the user. 

Although voice recognition is built into these devices, smart 

speakers must be “taught” to differentiate voices through 

repeated use, and even then, errors in recognition can occur [3]. 

Issues also arise through means other than physical access to 

smart speakers. The most notable is probably through WiFi 

connection [3]. Because smart speakers function through 

internect connection, it is essential for users to ensure these 

connections are secured properly. Some methods to ensure 

security are through WPA2 encrytption, strong passwords, and 

through updating any WiFi device to ensure vulnerabilities are 
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corrected [3]. It was also found that people nearby a smart 

speaker were able to communicate with a device by sending 

ultrasonic frequencies inaudible to the human ear, but that could 

be picked up by a smart speaker. This flaw would allow a device 

to be accessed without the user’s knowing [3]. Although most 

smart speakers don’t have a screen with an accessible web 

brower, newer models like the Amazon Echo Show do [3]. This 

provides an additional vulnerability for hackers to access 

malicious sites, further compromising the user’s security.  

The issue of privacy is also very relevant to the use of smart 

speakers. This is due to the fact that these devices are “always 

listening for the keyword” [3]. When the keyword is heard, the 

device begins recording the message so that it can then be sent 

to the back-end to be processed and stored there [3]. Although 

this feature is set up, there is always potential for these devices 

to override these settings and record everything.  

Based on the issues discussed, it is wise for users to be 

conscious of privacy and security flaws, especially when 

considering connecting these devices to other security smart 

devices such as door locks. In addition, it is essential for users 

to secure the features offered by smart speakers, such as 

purchasing capabilities.  

III. LITERATURE REVIEW

Smart speakers were first introduced in late 2014 with the 

development of the Amazon Echo, followed by Google Home 

in late 2016, and finally the Apple HomePod in late 2017, 

among other, less notable devices [5]. Although smart speakers 

are relatively new, they have become increasingly popular 

among consumers as well as the basis of many articles 

published within the technology field. Within the few years 

these devices have existed, 10 percent of homes with internet 

within the US now have some sort of smart speaker, which 

represents an increase of over three-times in a year’s time [6].  

Thanks to advances with artificial intelligence (AI), the 

capabilities of smart speakers are continuing to evolve, making 

their use more appealing to consumers. Advances in this sector 

are most significant within Google and Amazon products [7].  

A. Google Home 

Beginning with its use in smartphones, Google has now 

expanded the use of AI with Google Home, allowing 

numerous possibilities. Integrated with multiple apps such 

as YouTube and Spotify, it is possible to search videos and 

listen to music. In addition, it can be integrated with 

Chromecast, allowing control of smart TVs, as well as 

other household devices such as thermostats, lights, etc [7]. 

B. Amazon Echo 

The Amazon Echo was the first smart speaker introduced 

and also offers many capabilities. These include playing 

music, making phone calls, and sending and receiving 

messages. In addition, information such as the weather, 

traffic, and news can be obtained [7].  

In an article published in the Daily Herald, technology 

writer, Anick Jesdanun, warns of the potential dangers of voice-

activated speakers and other smart devices [8]. Of them is the 

idea that these devices are always capable of “listening in” [8]. 

This becomes concerning when you consider private 

conversations being held that can be easily recorded and stored 

on the back-end. What are these companies doing with this 

information and how is it safe-guarded? In addition, what 

features are in place to protect this information from hackers? 

Most companies ensure that information is not recorded unless 

the designated keywords or “wake words” are used [8]. In 

addition, some products, such as those of Amazon have a mute 

button that disable the microphone. Furthermore, certain 

products will allow you to go back to listen to recordings and 

delete any that are unwanted [8].  

In an article published in the Washington Post, Nicole Kobie 

also examines the risks involved with voice-assistant devices. 

She discusses that these devices have been known to be activated 

with “sounds above the range of human hearing,” making them 

especially accessible to hackers [9]. In one study conducted at 

Zhejiang University in China, students used ultrasound to send 

an inaudible command to a smart speaker and were able to 

download malware, start a video, and spy on the environment 

[9]. Devices that were vulnerable to this attack included 

Amazon’s Alexa, Apple Siri, and Google Now, among some 

others [9]. According to PhD student and researcher at 

Georgetown University, Tavish Vaidya, the solution to this is to 

“focus on protecting against unauthorized commands rather than 

limiting what assistants can do” [9].  

IV. IMPACTS

Fig. 2 Smart Speaker Consumer Trends [10]. 

“Smart speakers are changing behaviors and forming new 

habits” [1]. Based on data from The Smart Audio Report, Smart 

Speakers are having a huge impact on smart application 

consumer buying [1]. 30 percent of consumers report replacing 
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television with smart speakers, 71 percent report listening to 

more audio, 64 percent report a desire to use smart speakers to 

control other smart appliances, and 61 percent report a desire to 

obtain smart speakers for car use [1]. Other activities include 

listening to traffic, the news, and weather reports, finding 

recipes and children’s stories, and settings timers and alarms 

[1].  

Smart speakers are also bringing people together with 53 

percent of owners reporting using these device with others [1]. 

Furthermore, smart devices are influencing spending behaviors 

with 29 percent of users reporting using them for researching 

products and 31 percent reporting using them to add products 

to their “shopping cart” [1]. 

V. CHALLENGES 

VI. BENEFITS

Smart speakers offer numerous benefits. Of them is the 

ability to search information more conveniently as well as to 

automate home appliances [1].  

VII. COSTS

Fig. 3 Top activities reported by smart speaker consumers [1]. 

VIII. BENEFITS

In today’s day and age, individuals and families have 

extremely busy lives, sometimes making it challenging to find 

time to complete daily tasks. As a result, people are constantly 

finding ways to make their lives easier, more convenient. And 

in this lies the benefits of smart speakers.  

Smart speakers offer numerous benefits. Of them is the 

ability to search information more conveniently as well as to 

automate home appliances [1]. Overall, they are making 

different information sources more easily accessible – traffic 

information, the weather, news, cooking recipies, etc. They are 

also aiding in organization and lifestyle such as through their 

use in forming to-do-lists, setting timers and alarms, and 

creating shoping lists [1]. There is also a huge role in 

entertainment, as many users report using smart speakers to 

listen to children’s stories and audiobooks, to listen to music, 

and to play games [1]. Of equal importance is there use in 

connecting to other smart devices such as to control lighting, 

the television, thermostat, etc.  

With there wide range of use, the value of smart speakers in 

the home is undeniable. Although not essential, as more and 

more individuals integrate them into their daily routine, it may 

be hard to imagine a time when they weren’t being used.  

IX. COSTS

Considering their capabilities, smart speakers are relatively 

inexpensive, and therefore accessible to the general population. 

In addition, there is a wide price range depending on the brand 

and completixity of the device, making it likely there is a device 

fit for everyone’s needs.  

A.  Amazon 

Amazon has some of the more affordable prices, with the 

Echo costing $99. In addition is the Echo Dot, which is 

priced at $49.99, and the Echo Plus, priced at $149.99 [6]. 

B. Google 

In regard to Google products, the Google Mini is priced at 

$49, the Google Home at $129, and the Google Home Max 

at $399 [6].  

C. Apple 

Apple currently offers the HomePod, which is priced at 

$349 [6].  

X. ETHICS 

As made apparent throughout this paper, smart speakers 

inevitably come with their potential risks, most notably in the 

domain of privacy and security. Despite this, companies are 

developing specific meaures in an effort to reduce these risks. 

As long as there is a continued effort to address these concerns, 

significant breaches do not seem likely at this time [3]. In other 

words, the benefits of these devices outweigh the risks.  

Of course, in the area of privacy, consumers should remain 

aware that the potential for devices to malfunction or, in some 

cases, record unintended messages, are possible, and safety 

precautions should be put into place. This means cosumers 

should read and be aware of privacy and security statements 

provided by manufactures, be aware of the current settings of 

their device, and keep up with updates that are made accessible 

as companies are made aware of new information and potential 

threats.  

XI. CONCLUSION

Smart speakers are a fairly new device within the technology 

world, and therefore, have a huge potential for growth. As with 

any IOT, there are both privacy and security risks that are worth 

considering. These risks have been acknowledged and 

companies appear to be responding to these concerns by putting 

certain security measures and device settings in place. In 

addition, consumers must also be congnizant of these risks and 

act accordingly to ensure that the security of these devices are 

maintained. Some tips on how to keep up with privacy and 

security concerns can be viewed in Figure 4 below [3]. 
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With that being said, the convenience of smart speakers in 

every day life is clearly evident with uses ranging from 

something as simple as setting an alarm to something as  

complex as making purchases online or controlling other smart 

devices. As these devices continue to expand, hopefully along 

with there security features, their popularity is likely to grow.  

Fig. 4 Safety tips  [3]. 
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Overcoming the Limitations of a Blockchain 
Julian Walker-Wright 

The purpose of this poster is to highlight major concerns and share solutions related to blockchain 

technology. With the recent boom of the cryptocurrency market, blockchains has become a focus 

in the technology industry. Benefits such as decentralization and transparency regarding 

transactions have raised the desire to advance blockchain technology to commercial level. Specific 

studies done on a number of different entities exposed the current drawbacks of blockchain 

technology. This poster will focus on scalability, resource allocation and the lack of regulation 

within a blockchain. Current iterations of a blockchain have limitations on latency and throughput 

that are unable to compete with commercial payment methods such as Visa or PayPal.  The overall 

complexity in data structures leads to server bottlenecking and congestion. These two issues 

combined with an unregulated environment have created communities that are split on many 

decisions and slow on progression. This poster will first demonstrate a blockchain’s limitations 

through data representation and then proceed to provide insight as to how these shortcomings can 

be conquered. Using modern examples, this poster will reveal current developments in blockchain 

technology as well as potential future implementations. 

Spectre and Meltdown 
Eric Azopardi 

The purpose of this research is to inform consumers about “Spectre” and “Meltdown,” two security 

vulnerabilities that are affecting many devices today. It is important for consumers to be aware of 

these security vulnerabilities and protect themselves as these affect all systems going as far back 

as the last 20 years. By exploiting these vulnerabilities, one can extract sensitive information from 

devices with an affected CPU. The research highlights the core components that are exploited 

within the CPU in order to reveal sensitive information, such as exploiting the CPU cache to 

retrieve deleted data and speculative execution. The research also discusses the differences 

between these two vulnerabilities; often times they are considered one exploit when in fact they 

are two different exploits. The primary differences between these exploits is the type of CPU 

affected and the type of exploit used. For instance, Meltdown primarily affects Intel-based devices, 

whereas Spectre affects all CPU types. To conclude, the research describes solutions currently 

available to prevent these exploits including information on software or hardware vendors who 

have released patches, as well as future directions for system protection. 
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Defining Injection Attacks: Cross-Site Scripting and SQL Injections 
Zachary A. Ferrena and Edgar Cardona 

The purpose of this research is to spread awareness of the importance of network and web 

application security. This project will focus on injection attacks, specifically Cross-Site Scripting 

and SQL Injection attacks, and how to stop these attacks from causing harm to a user's computer. 

This poster will define what both SQL Injections and Cross-Site Scripting are, and the 

consequences each brings if not defended against by the targeted company or institution. We will 

also be providing an in-depth analysis of the security measures necessary to block attackers from 

harming users through a web application attack. After viewing, one will understand the importance 

of having strong web application security in order to prevent users from becoming victims of a 

SQL Injection or a Cross-Site Scripting attack. 

Technology’s Hindrance on Face-to-Face Communication 
William Garrett 

Being present but not present is what I like to call it. There’s no debate that technological advances 

have impacted the way in which  we communicate. In more ways than one, the engagement level 

of face-to-face communication has suffered. There are several studies that have shown how 

technology has a negative effect on the quantity and quality of face-to-face communication. Using 

these studies, I will present a poster that exemplifies the negative relationship between technology 

and communication. The focus of this research is to show the hindrance mobile devices and 

applications have on face-to-face communication. Sometimes communication using mobile 

devices and other technology will not convey emotional or factual appeal. They also diminish the 

value of the physical presence. It is in these moments that face-to-face communication is most 

valued. Compiling such studies and research for my poster is important in revamping face-to-face 

communication, as it is still essential in todays society. 

Cyber Intelligence 
Monica Himberger and Grarholla Duval 

The purpose of this research is to identify and unmask ISIS-affiliated Telegram channels which 

would be useful to law enforcement. The first phase of our research was to determine flaws within  

the Telegram application which law enforcement and counterterrorism officials can exploit to 

monitor ISIS communications. We conducted experiments using mobile forensic tools including  

Blacklight for iPhone, Mobile Phone Examiner (MPE+) for Android, and Cellebrite. We then 

pivoted towards finding active Telegram channels by utilizing an English and Arabic search 

glossary which we created.  The next aspect of our research will be analyzing popular social media 

outlets such as Twitter, Reddit, YouTube, etc. to identify additional jihadist propaganda accounts. 

We will run specific usernames through a search in Moltego to see if these users have any other 

social media presence and take a look at what is being discussed on the forums. By monitoring 

ISIS-affiliated Telegram channels, which we found, security professionals will be able to better 

understand ISIS’s goals and potentially preempt attacks. 
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Distributed Denial of Service Attacks 
Ka Lin and Matthew Tan 

The purpose of this poster is to introduce people to many vulnerabilities such as Distributed Denial 

of Service Attacks (DDOS), ransomware, and SQL injections. These types of attacks are common 

in the sense that many people can fall victim to intrusions. Just recently, Tesla's cloud server was 

hacked to mine cryptocurrencies and was able to hide their IP address while maintaining low CPU 

usage. Another recent incident with these cyber-attacks is ransomware that has affected an Indiana 

hospital and encrypted all their folders and renamed all of them to "I'm Sorry." The hospital had 

to pay $55k in ransom to obtain the information back, which occurred on January 16th, 2018. Even 

though many cyberattacks are often hacking to mine cryptocurrency or SQL injections and DDOS, 

it still does not exclude other less common attacks from happening. The number of attacks are 

increasing, especially with the recent cryptocurrency and Bitcoin that is introduced on the market. 

Some ways we can prevent this from happening is by constantly using prevention programs and 

connecting to secure networks or using a VPN. DDOS attacks can be prevented by limiting the 

rate of the router to prevent it from being overflowed with packets and by having a filter so the 

router can drop packets to prevent it from being overwhelmed or by timing out half open 

connections. SQL injection attacks can be devastating and can be prevented by limiting database 

privileges and by regularly updating software while avoiding constructing SQL queries with user 

input. The reason why it is advised to avoid constructing SQL queries with user input is to prevent 

anyone from accessing your computer to make their own SQL queries remotely and completely 

locking you out of your computer. 

Scrum Methodology 
Nestor L. Castillo 

The purpose of this project is to analyze a framework for managing work, called “Scrum.” Scrum 

belongs to the study of software development, and represents a process in which gathering of good 

practices is applied regularly to work collaboratively in a team and to obtain the best possible 

results in a project. A major problem that exists in software development today is dividing work 

into different groups to eliminate clutter. This method involves constant evaluation and 

reevaluation of the progression of a project to ensure it is completed on time. Scrum is unique to 

other agile methodologies in that it provides charts to track a product’s progression through all 

stages of its development.  

Data Analytics for Better Decision Making 
Yukimaru Jones 

Data analytics is a new technology that is changing the way businesses make decisions. Data 

analytics refers to the techniques and process of analyzing business data to gain new insights about 

a business or market. Data is one of the most valuable resources to a company and data analytics 

is the key to harnessing all of data and turning it into useful information. The purpose of this paper 

is to explain the advantages of data analytics as well as identify examples of how it is being used 

in businesses today through the research of literature and interviewing data professionals. 
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What Is a Business Analyst? 
Michael Reynoso 

The purpose of this research paper is to explain the impact business analysis has on businesses and 

what makes the role of a business analyst (BA) so valuable. Businesses commonly face significant 

problems that tend to prevent them from reaching their potential and there is one individual whose 

role is most crucial to the solution, the BA. This research explains the BAs role, the methodologies 

they use to complete their job successfully, and also give examples of what these methodologies 

look like. In order to convey this to the reader, I will be using my business analyst trainee 

knowledge and experience as the main source for this research, where I am working with a Senior 

BA (10+ yrs. of experience). This research provides insight into how business analysis helps the 

business perform better. Every company’s main priority should be to make sure business is moving 

along as well as it can, and to take advantage of opportunities. In today’s competitive world, 

companies must always be on their A game while striving to maintain a competitive edge. 

SQL Injection: How Can We Combat It? 
Daniel Genender 

As web applications develop and become more versatile, so do their security vulnerabilities. The 

purpose of this project is to inform users about potentially hazardous web applications and ways 

to combat hackers exploiting them. SQL injection attacks are low-effort, high-impact threats to the 

security of dynamic web applications. Web-based businesses that rely on these web applications 

such as banks, social media sites, and other online services that contain private user information 

in databases are all prone to these attacks. Because of the versatility of the SQL language, it allows 

users to access information on sites without disclosing how the database is accessing this 

information. Hackers will benefit off of websites coded without these security risks in mind and 

will exploit their weaknesses by using different SQL queries to access sensitive information. To 

put it into perspective, one security flaw prone to SQL injection attacks was found in use in over 

300,000 websites, according to a security audit done by Sucuri. This may not sound detrimental in 

the grand scheme of the Internet, but when combined with the countless other security flaws and 

the fact that one web application can hold numerous points of entry, there is much room for concern 

from users. 19% of all security breaches are a result of SQL injection attacks and almost one third 

of all web application attacks are carried out through SQL. For this project I will not only be 

discussing three security measures that combat these attacks, but I will also provide examples of 

SQL injection attacks I’ve carried out on the OWASP community web application to demonstrate 

the ease and access of these attacks. By the end of my presentation, users will have a clear 

understanding of what SQL injections are, how they work, the effects these attacks can have on 

users and their sensitive information, and how we can subdue potential attacks. 

Web Coding Simplified for Starters 
Nicholas D'Onofrio 

The main purpose of this research is to analyze the different aspects of web coding and how it 

works.  In spite the extensive use of web pages today, people perceive web coding as something 
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difficult to understand and implement. There are so many aspects of web coding one needs to know 

and it takes a high level of technical skill to implement these aspects. As a result, not enough 

people learn web coding, in spite being a fun activity that allows one express their creative side. 

This research is aiming to make web coding easy to understand by explaining each aspect of 

creating web pages in simple terms.  
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