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Chip multiprocessor (CMP) techniques have been implemented in embedded systems due to tremendous
computation requirements. Three-dimension (3D) CMP architecture has been studied recently for integrating
more functionalities and providing higher performance. The high temperature on chip is a critical issue for
the 3D architecture. In this article, we propose an online thermal prediction model for 3D chips. Using
this model, we propose novel task scheduling algorithms based on rotation scheduling to reduce the peak
temperature on chip. We consider data dependencies, especially inter-iteration dependencies that are not
well considered in most of the current thermal-aware task scheduling algorithms. Our simulation results
show that our algorithms can efficiently reduce the peak temperature up to 8.1◦C.
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1. INTRODUCTION

Chip multiprocessors (CMP) have been widely used in Embedded Systems for Inter-
active Multimedia Services (ES-IMS) due to tremendous computation requirements
in modern embedded processing. The primary goals for microprocessor designers
are to increase the integration density and achieve higher performance without
correspondingly increases in frequency. However, the traditional two dimensional (2D)
planar CMOS fabrication processes are poor at communication latency and integration
density. The three-dimensional (3D) CMOS fabrication technology is one of the solu-
tions for faster communication and more functionalities on chip. More functional units
can be implemented while stacking two or more silicon layers in a CMP. Meanwhile,
the vertical distance is shorter than the horizontal distance in a multi-layer chip
[Topol et al. 2006; Black et al. 2006], which makes the systems more tight.

In CMPs, high on-chip temperature impacts circuit reliability, energy consumption,
and system cost. Research shows that a 10 to 15◦C increase of operation temperature
reduces the lifetime of the chip by half [JEDEC 2009]. The increasing temperature
causes the leakage current of a chip to increase exponentially. Also, the cooling cost
increases significantly, which amounts to a considerable portion of the total cost of the
computer system. The 3D CMP architecture magnifies the thermal problem. Moreover,
the cross-sectional power density increases linearly with the number of stacked silicon
layers, causing more serious thermal problems.

To mitigate the thermal problem, Dynamic Thermal Management (DTM) techniques,
such as Dynamic Voltage and Frequency Scaling (DVFS), have been developed at the ar-
chitecture level. When the temperature of the processor is higher than a threshold, the
DTM can reduce the processor power and control the temperature of the processor. With
DTMs, the system performance is degraded inevitably. Another way to alleviate the
thermal problem of the processor is to use the operation system level task scheduling
mechanisms. They either arrange the task execution order in a designated manner, or
migrate “hot” threads across cores to achieve thermal balance. However, most of these
thermal-aware task scheduling methods focus on independent tasks or tasks without
inter-iteration dependencies. Applications in modern ES-IMS often consist of a number
of tasks with data dependencies, including inter-iteration dependencies. Therefore, it
is important to consider the data dependencies in the thermal-aware task scheduling.

In this article, we propose real-time constrained task scheduling algorithms to reduce
peak temperature in a 3D CMP. The proposed algorithms are based on the rotation
scheduling [Chao et al. 1997], which optimizes the execution order of dependent tasks
in a loop. The main contributions of this article include:

(1) We present an online 3D CMP temperature prediction model.
(2) We also propose OS level task scheduling algorithms to reduce the peak tem-

perature. The data dependencies, especially inter-iteration dependencies in the
application are well considered in our proposed algorithms.

The organization of this article is as follows. In Section 2, we discuss works related
to this topic. Then, models for task scheduling in 3D CMPs are presented in Section 3.
A motivational example is given in Section 4. We propose our algorithms in Section 5,
followed by experimental results in Section 6. Finally, Section 7 conclude the article.

2. RELATED WORK

Energy-aware task scheduling has been widely studied in the literature. Weiser et al.
[1994] first discussed the problem of task scheduling to reduce the processor energy
consumption. An offline scheduling algorithm for task scheduling with variable proces-
sor speed was proposed in Yao et al. [1995]. But the tasks considered in these papers
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are independent tasks. Mosse et al. [2000] proposed several schemes to dynamically
adjust processor speed with slack reclamation based on the DVS technique. A scheme
for processor speed management at branches was presented in Shin et al. [2001] based
on the ratio of the longest path to the taken paths for the branch statement to the end
of the program. However, the studies above only consider the uniprocessor system.

Recently, energy reduction has become an important issue in parallel system. Re-
search in Shivle et al. [2004, 2006] focused on heterogeneous mobile ad hoc grid environ-
ments. Authors in those works studied the static resource allocation for the application
composed of communicating subtasks in an ad-hoc grid. However, the goal of the al-
location in those works is to minimize the average percentage of energy consumed by
the application to execute across the machines, while meeting an application execu-
tion time constraint. This goal may lead to some cases in which some machines may
consume much more energy than the others, even though the average consumption
is minimized. Therefore, approaches proposed in those works cannot guarantee the
satisfaction of the temperature constraint.

An energy-aware task scheduling mechanism, called EcoMapS, is proposed in Tian
et al. [2005]. EcoMapS incorporates channel modeling, concurrent task mapping as
well as communication and computation scheduling. Qiu and Sha [2009] proposed two
task scheduling algorithms for embedded system with heterogeneous functional units.
One of them is optimal and the other is near-optimal heuristic. The task execution time
information was stochastically modeled. Qiu et al. [2009, 2010] proposed a loop schedul-
ing algorithm for voltage assignment problem in embedded system. The research in Qiu
et al. [2007] focused on modeling task execution time as a probabilistic random vari-
able. Two optimal algorithms, one for uniprocessor and one for multiprocessor system,
were presented to solve the voltage assignment with probability problem. The goal of
these algorithms is to minimize the expected total energy consumption while satisfying
the timing constraint. However, none of them consider thermal issues on processors.

In chip design stage, several techniques are implemented for thermal-aware opti-
mization. Nookala et al. [2006] and Sankaranarayanan et al. [2005] proposed different
thermal-aware floorplanning algorithms. For floorplanning on 3D chips, several other
approaches were proposed recently [Pathak and Lim 2008; Zhou et al. 2008; Allec et al.
2008; Han et al. 2005]. Chaparro et al. [2009] proposed the controlling TFTECs from
the microarchitecture for an enhanced DTM in multi-core architectures. Research in
Puttaswamy and Loh [2007] focuses in improving the efficiency of heat removal.

Job allocation and scheduling is another approach to reduce temperature on-chip.
Several temperature-aware algorithms are present in Coskun et al. [2008, 2009] Mulas
et al. [2008], Lin et al. [2009], Ayoub and Rosing [2009], Zhu et al. [2008], Zhou et al.
[2010], and Liu and Qiu [2010] recently. The Adapt3D approach in Coskun et al. [2009]
assigns the upcoming job to the coolest core to achieve thermal balance. The method in
Zhou et al. [2010] is to wrap up aligned cores into super core. Then, the hottest job is
assigned to the coolest super core. Power and thermal management framework is pro-
posed in Lin et al. [2009] for memory subsystem. In Ayoub and Rosing [2009], a thermal
management scheme incorporates temperature prediction information and runtime
workload characterization to perform efficient thermally aware scheduling. A schedul-
ing scheme based on mathematic analysis is proposed on Zhu et al. [2008]. Liu and Qiu
[2010] present a slack selection algorithm for thermal-aware dynamic frequency scal-
ing. But none of these approaches considers the data dependencies in an application.

3. MODEL AND BACKGROUND

3.1. Thermal Model

Fourier heat flow analysis is the standard method of modeling heat conduction for
circuit-level and architecture-level IC chip thermal analysis [Zhu et al. 2008]. It is
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Fig. 1. (a) A Fourier thermal model of a single block. (b) The cross sectional view of a 3D chip. (c) The
horizontal and vertical heat model, where the Ca1 to Cb3 are the IDs of the six cores in this example,
the Ra to Rc are the vertical heat conductances, and R1 to R3 are the horizontal heat conductances. (d) The
corresponding Fourier thermal model.

analogous to George Simon Ohm’s method of modeling electrical current. A basic
Fourier model of heat conduction in a single block on a chip is shown in Figure 1(a).
In this model, the power dissipation is similar to the current source and the ambient
temperature is analogous to the voltage source. The heat conductance of this block is
a linear function of conductivity of its material and its cross-sectional area divided by
its length. It is equivalent to electrical conductance. And the heat capacitance of this
block is analogous to the electrical capacitance. Assuming there is a block on a chip
with heat parameters as shown in Figure 1(a). The Fourier heat flow analysis model is

C
d(T (t) − Tamb)

dt
= P − T (t) − Tamb

R
. (1)

C is the heat conductance of this block. T (t) is the temperature of that block at
time t. Tamb is the ambient temperature, P is the power dissipation, and R is the heat
resistance. By solving this differential equation, we get the temperature of that block
as follows:

T (t) = P × R + Tamb − (P × R + Tamb − Tinit)e−t/RC (2)

Tinit is the initial temperature of that block.
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Considering there is a task a running on this block and the corresponding power
consumption is Pa, we can predict the temperature of the block by Eq. (2). Assuming
that the execution time of a is ta, we get the temperature of the block when a is finished:

T (ta) = Pa × R + Tamb − (Pa × R + Tamb − Tinit)e−ta/RC . (3)

When the execution of task a goes infinite, the temperature of this block reaches a
stable state, Tss, which is shown as follows:

Tss = Pa × R + Tamb (4)

Substituting Eq. (4) in Eq. (3), we can get an alternative way of predicting the finish
temperature of task a running on that block:

T (ta) = (Tss − Tinit)(1 − e−ta/RC) + Tinit. (5)

We can further simplify Eq. (5) as follows:

T (ta) = (Tss − Tinit)(1 − e−bta) + Tinit, (6)

where b = 1/RC.

3.2. The 3D CMP and the Core Stack

A 3D CMP consists of multiple layers of active silicon. On each layer, there exist one
or more processing units, which we call cores. Figure 1(b) shows a basic multi-layer 3D
chip structure. A heat sink is attached to the top of the chip to remove the heat from
the chip more efficiently. The horizontal lateral heat conductance is approximately
0.4 W/K (i.e. “Ra” in Figure 1(c)), much less the conductance between two vertically
aligned cores (approximately 6.67 W/K, i.e., “R2” in Figure 1(c)) [Zhu et al. 2008]. The
temperature values of vertically aligned cores are highly correlated, compared with the
temperatures of horizontally adjacent cores.

Therefore, for the online temperature prediction model used in our scheduling algo-
rithms, we ignore the horizontal lateral heat conductance. Note that, even though we
ignore this heat conductance in our model, the simulator used in our experiment is a
general thermal simulator that considers both the horizontal lateral heat conductance
and the vertical conductance. The efficiency of our low-computation model is tested
through this general thermal simulator in our experiment. We call a set of vertically
aligned cores as a core stack. Cores in a core stack are highly thermal correlated. The
high temperature of a core caused by heavy loading will also increase the temperatures
of other cores in the core stack. For cores in a core stack, the distances from them to
the heat sink are different. Considering a number k of cores in a core stack, where core
k is the furthest from the heat sink and core 1 is the closest to the heat sink; the stable
state temperature of the core j ( j ≤ k) can be calculated as,

Tss( j) =
j∑

i=1

(
k∑

l=i

Pl × Ri

)
+ Tamb, (7)

where Pl is the power consumption of the core l and Ri is the inter-layer thermal
conductance between cores i-1 and i (see Figure 1(d)).

In order to predict the finish temperature of task a running on core j online, we
approximate this finish temperature Tj(ta) by substituting equation (7) in Eq. (5) as

Tj(ta) =
( j∑

i=1

(
k∑

l=i

Pl × Ri

)
+ Tamb − Tinit j

)

×(1 − e−ta/RjC j ) + Tinit j (8)
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Fig. 2. (a) The DFG of an application. (b) The characteristics of the tasks. (c) The pseudo code of this
application.

3.3. Application Model

A Data-Flow Graph (DFG) is used to model an embedded system application. A DFG
typically consists of a set of vertices V , each of which represents a task in the appli-
cation, and a set of edges E, showing the dependencies among the tasks. The edge set
E contains edges eij for each task vi ∈ V that task v j ∈ V depends on. The weight of
a vertex vi represents the task type of task i. In our model, the number of tasks may
be larger than the number of task types. And the tasks with the same task type have
the same execution time. Also the weight of an edge eij means the size of data which is
produced by vi and required by v j .

We use a cyclic DFG to represent a loop of an application in this paper. In a cyclic
DFG, a delay function d(eij) defines the number of delays for edge eij . For example,
assuming d(eab) = 1 is the delay function of the edge from task a to b, which means the
task b in the ith iteration depends on the task a in the (i − 1)th iteration. In a cyclic
DFG, edges without delay represent the intra-iteration data dependencies, while the
edges with delays represent the inter-iteration dependencies. An example of a cyclic
DFG is shown in Figure 2(a) where one delay is denoted as a bar. There is a real-
time constraint L, which is the deadline of finishing one period of the application. To
generate a schedule of tasks in a loop, we use the static direct acyclic graph (DAG). A
static DAG is a repeated pattern of an execution of the corresponding loop. For a given
cyclic DFG, a static DAG can be obtained by removing all edges with delays.

Retiming is a scheduling technique for cyclic DFGs considering inter-iteration de-
pendencies [Chao et al. 1997]. Retiming can optimize the cycle period of a cyclic DFG
by distributing the delays evenly. For a given cyclic DFG G, the retiming function r(G)
is a function from the vertices set V to integers. For a vertex ui of G, r(ui) defines the
number of delays drawn from each of the incoming edges of node ui and pushed to all
of the outgoing edges. Let a cyclic DFG Gr be the cyclic DFG retimed by r(G), then for
a edge eij , dr(eij) = d(eij) + r(vi) − r(v j), where dr(e) is the new delay function of edge eij
after retiming and d(eij) is the original delay function.

3.4. Energy Model

We consider the CMP in which each core is featuring the DVFS technique. In order
to reduce the energy consumption, the DVFS technique jointly decreases the proces-
sor speed and the supply voltage. Research in Tian and Ekici [2007] shows that the
decrease in processor voltage causes nearly linear increase in execution time and ap-
proximately quadratic decrease in energy consumption. Without loss of generality, we
assume that each core has three DVFS modes, denoted as L1, L2 and L3, respectively.
L1 has the slowest frequency and the lowest supply voltage, while the L3 has the fastest
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frequency and the highest supply voltage. Note that our approach is general enough
for the number of DVFS modes larger than four. Our algorithms are not limited by the
assumption of the DVFS modes numbers in the system.

Assume we know the power consumption and the execution time of different tasks
running on different cores. We use a two-dimensional matrix EP to represent this
information. We assume the CMP system has heterogeneous cores, which is a more
general assumption compared to the homogeneous CMP. When applying our approach
in the homogeneous CMP system, we only need to set execution time of a given task
on every core as the same. There are two values in each entry of the EP matrix, one is
execution time and the other is power consumption. For example, epij = {eij, pij} is one
entry of the EP matrix. eij is the execution time of task i running on core j, while pij
is the power consumption.

4. MOTIVATIONAL EXAMPLE

4.1. An Example of Task Scheduling in CMP

We first give an example of task scheduling in a multi-core chip. We schedule an
application (see Figure 2(c)) in a two-core embedded system. A DFG representing
this application is shown in Figure 2(a). There are two different cores in one layer.
The execution times (t) and the stable state temperatures (Tss) of each task in this
application running on different cores are shown in Figure 2(b). For simplicity, we
provide the stable state temperatures instead of power consumptions in this example,
and we assume the value of b (see equation (6)) in each core is the same: 0.025. We also
assume the initial temperatures and the ambient temperatures are 50◦C.

4.2. List Scheduling Solution

We first generate a schedule through the list-scheduling algorithm. Figure 3(b) shows
a static DAG, which is transformed from the DFG (see Figure 3(a)) by removing the
delay edge. For the DAG of this example, we can get the assigning order as {A, B, C, D,
E}. For a task, we can calculate the peak temperatures when it is executed on different
cores based on Eq. (5). Then tasks are assigned in a specific order to the core that can
finish it at the coolest temperature. In the list scheduling, a task assigning order is
generated based on the node information in the DAG, and the tasks are assigned to the
“coolest” cores in that order. A schedule is generated as Figure 3(c). With the Eq. (5),
we can get the peak temperature of each task as Figure 3(d). Task A has the highest
peak temperatures in the first two iterations. In the first iteration, task A starts at the
temperature of 50◦C and ends at the temperature of 80.84◦C. In the second iteration,
task A starts immediately after the first iteration of task E finishes, which means it
starts at the temperature of 67.89◦C. Since it has a higher initial temperature, the
peak temperature (82.50◦C) in this iteration is higher.

4.3. Our Solution

Our proposed algorithm uses rotation scheduling to further reduce peak temperature.
From the schedule in Figure 3(c), we can find that Task A is the first tasks executed in
core P0, and Task A has inter-iteration data dependency with Task E. In this case, we
can implement the rotation scheduling and Task A is the proper candidate for rotation.
In Figure 4(a), we transform the original DFG into a new DFG by moving a delay
from edge eEA to edges eAB and eAC . The new corresponding static DAG is shown in
Figure 4(b). In this new DAG, there are two parts: node A and the rest nodes. There is
no dependency between node A and the rest nodes. The new pseudo code of this new
DFG is shown in Figure 4(c), where the operation “A[i + 1] = TaskA(E[i − 1]);” can
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Fig. 3. List Scheduling. (a) The DFG. (b) The static DAG. (c) The schedule generated by list scheduling.
(d) The peak temperature (◦C) of each task.

be placed anywhere in the loop, due to its independence. More details of the rotation
scheduling are shown in Algorithm 7 of Section 5.

In this case, we can first assign the dependent nodes (B to E) to cores with the same
policy used in the list scheduling. Tasks B, C and D are assigned to core P1 at the time
slot of [0, 205]. And task E is scheduled to run on core P0 at [205, 255]. In this partial
schedule, we discover that there are three time slots at which we can schedule task A.
One is the idle gap of core P0 at [0, 205], another is the time slot after task E is done
(time 255) on P0, and the last one is time slot after task D (time 205) on P1. Because
the peak temperature of task A is the lowest when running in the idle gap of core P0
at [0, 205], this time slot is selected. Task A runs after the last iteration of task E,
so the longer the idle gap between them, the cooler the initial temperature at which
task A starts. Thus, we schedule task A’s starting time at 110. A schedule is shown in
Figure 4(d). In this schedule, the peak temperature is 81◦C when task A is running in
the second iteration (see Figure 4(e)). Our approach reduces the peak temperature by
1.5◦C. Moreover, the total execution time of one iteration is only 255, while the total
execution time generate by list scheduling is 350.

In the next section, we will discuss our thermal-aware task scheduling algorithm
that deeply explores the solution space to find the good schedule meeting the real-time
constraints.

5. THERMAL-AWARE TASK SCHEDULING ALGORITHM

In this section, we propose an algorithm, TARS (Thermal-Aware Rotation Scheduling),
to solve the minimum peak temperature without violating real-time constraints problem.
By repeatedly rotating down delays in DFG, more flexible static DAGs are generated.
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Fig. 4. Rotation Scheduling. (a) The retimed DFG. (b) The new static DAG. (c) The pseudo code of the
retimed DFG. (d) The schedule generated by our proposed algorithm. (e) The peak temperature (◦C) of each
task.

For each static DAG, a greedy heuristic approach is used to generate a schedule with
minimum peak temperature. Then, the best schedule is selected among the schedules
generated previously.

5.1. The TARS Algorithm

In the TARS algorithm shown in Algorithm 1, we will try to rotate the original DFG
by R times. In each rotation, we get the static DAG from the rotated DFG by deleting
the delay edges in DFG. A static DAG usually consists of two kinds of tasks. One kind
of tasks are the tasks with dependencies, like the tasks B, C, D, and E in Figure 4(b).
The other kind of tasks are the independent tasks, like the task A in Figure 4(b). The
independent tasks do not have any intra-iteration relation with other tasks. Below, we
first present two algorithms, the PTMM algorithm and the PTLS algorithm, to assign
tasks with dependencies.

5.2. The PTMM Algorithm

The Peak Temperature Min-Min (PTMM) algorithm is designed to schedule the tasks
with dependencies. Min-Min is a popular greedy algorithm [Ibarra and Kim 1977].
The original Min-Min algorithm does not consider the dependencies among tasks.
Therefore, in the Min-Min baseline algorithm used in this paper, we need to update
the assignable task set in every step to maintain the task dependencies. We define
the assignable task as the unassigned task whose predecessors all have been assigned.
Since the temperatures of the cores in a core stack are highly correlated in 3D CMP,
we need to schedule tasks with consideration of vertical thermal impacts. When we
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ALGORITHM 1: The TARS algorithm
Input: A DFG, the rotation times R.
Output: A schedule S, the retiming function r.
1: rot cnt ← 0 /*Rotation counter.*/
2: Initial Smin, rmin, PTmin, rcur /*The optimal schedule, the according retiming function, the

according peak temperature and the current retiming function*/
3: while rot cnt < R do
4: Transform the current DFG to a static DAG
5: Schedule tasks with dependencies. /* using the PTMM algorithm or PTLS algorithm */
6: Schedule independent tasks, using the MPTSS algorithm
7: Scale the frequencies, using the PPS algorithm /* A schedule Scur for the current DFG is

generated */
8: Get the peak temperature PTcur of the current schedule
9: if PTcur < PTmin and Scur meets the real-time constraint then
10: Smin ← Scur , rmin ← rcur, PTmin ← PTcur
11: end if
12: Use RS algorithm to get a new retiming function rcur
13: Get the new DFG based on rcur
14: R ← R + 1
15: end while
16: Output the Smin, rcur

consider assigning a task Ti to core C j , we calculate the peak temperatures of cores in
the core stack of C j during the Ti running on C j , based on Eq. (8).

Let Tmax(i, j) be the maximum value of the peak temperatures in the core stack.
When we decide the assigning of Ti, we calculate all the Tmax(i, j), f or j = every core.
Due to the fact that the available times and the power characteristics of different cores
in the same core stack may not be identical, the peak temperatures of the given core
stack may be various when assigning the same task to different cores of this core stack
respectively. Let Cmin be the core with minimum Tmax(i, j). In each step in PTMM,
we first find all the assignable tasks. Then we will form a pair <Ti, Cmin> for every
assignable task. Only the <Ti, Cmin> pair which gives the minimum Tmax(i, j) will be
assigned accordingly. And we also schedule the start execution time of Ti as the time
when the predecessors of Ti are done and core Cmin is ready. The PTMM is shown as
Algorithm 2.

5.3. The PTLS Algorithm

The Peak Temperature List Scheduling (PTLS) algorithm is another algorithm that we
use to schedule the tasks with dependencies. In the PTLS, we first list the tasks in a
priority list considering the data dependencies (see the Algorithm 3). Some definition
used in the Task Listing (TL) algorithm is provided as following. The Earliest Start
Time (EST) and the Latest Start Time (LST) of a task are shown as in Eqs. (9) and (10).
The entry-tasks have EST equals to 0. And the LST of the exit-tasks equal to their EST.

EST (i) = max
m∈pred(i)

{EST (m) + AT (m)} (9)

LST (i) = min
m∈succ(i)

{LST (m)} − AT (i). (10)

AT (i) is the average execution time of task i. The critical node (CN) is a set of
vertices in the DAG of which EST and LST are equal. After a priority list is generated,
we assign the tasks, in the order of the priority list, to the core with the minimum peak
temperature (see Algorithm 4).
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ALGORITHM 2: The PTMM algorithm
Input: A static DAG G, m different cores, EP matrix.
Output: A schedule generated by PTMM.
1: Form a set of assignable tasks P
2: while P is not empty do
3: for t = every task in P do
4: for j = 1 to m do
5: Calculate the peak temperatures of cores in the core stack of Cj , assuming t is

running on Cj . And find the minimum peak temperature Tmax(t, j)
6: end for
7: Find the core Cmin(t) giving the minimum peak temperature Tmax(t, j)
8: Form a task-core pair as <t, Cmin(t)>
9: end for
10: Choose the task-core pair <tmin, Cmin(tmin)> which gives the minimum Tmax(t, Cmin(t))
11: Assign task tmin to core Cmin(tmin)
12: Schedule the start time of tmin as the time when all the predecessors of tmin are finished

and Cmin(tmin) is ready
13: Update the assignable task set P
14: Update time slot table of core Cmin(tmin) and the expected finish time of tmin
15: end while

ALGORITHM 3: The TL algorithm
Input: A static DAG, Average execution time AT of every task in the DAG.
Output: An assigning order of tasks P.
1: /*List tasks with dependencies*/
2: Calculate the EST and the LST of every task which has dependencies
3: Empty list P and stack S, and pull all tasks with dependencies in the list of task U
4: Push the CN task into stack S in the decreasing order of their LST, and remove them

from U
5: while The stack S is not empty do
6: if top(S) has immediate predecessors in U then
7: S ←the immediate predecessor with least LST
8: Remove this immediate predecessor from U
9: else
10: P ← top(S)
11: Pop top(S)
12: end if
13: end while
14: /*List independent tasks*/
15: Push independent tasks in P in the decreasing order of their power consumptions.

5.4. The MPTSS Algorithm

Using one of the PTMM and the PTLS algorithm, we can get a partial schedule, in which
the tasks with dependencies are assigned and scheduled. We need to further assign
the independent tasks in the static DAG. Since the independent tasks do not have any
intra-iteration relations with others, they can be scheduled to any possible time slots
of the cores. In the Minimum Peak Temperature Slot Selection (MPTSS) algorithm,
we assign the independent tasks in the decreasing order of their power consumption.
Tasks with larger power consumption likely generate higher temperatures. The higher
assigning orders of these tasks, the better fitting cores these tasks will be assigned to,
and probably the lower resulting peak temperature of the finial schedule.
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ALGORITHM 4: The PTLS algorithm
Input: An priority list of tasks with dependencies P, m different cores, EP matrix.
Output: A schedule generated by MPT.
1: while The list P is not empty do
2: t = top(P)
3: for j = 1 to m do
4: Calculate the peak temperatures of cores in the core stack of Cj , assuming t is running

on Cj . And find the minimum peak temperature Tmax(t, j)
5: end for
6: Find the core Cmin giving the minimum peak temperature Tmax(t, j)
7: Assign task t to core Cmin
8: Schedule the start time of t as the time when all the predecessors of t are finished and

Cmin is ready
9: Remove t from P
10: Update time slot table of core Cmin and the expected finish time of t
11: end while

Fig. 5. An example of time slot set for an independent task.

Before we assign an independent task A, as shown in Figure 5, we first find all the
idle slots among all cores, forming a time slot set TS. In the example shown in Figure 5,
there are four time slots indicated with circled numbers for task A. Two of them, that
is, time slot 1 and 2, are among the previously scheduled tasks. And the other two,
that is, time slot 3 and 4, are at the end of cores’ schedules of one iteration. The time
slots that are not long enough for the execution of A will be removed from TS. Then,
we calculate the peak temperature of the according core stack Tmax(A, core), which is
defined in the PTMM algorithm, for every time slot. One problem arise here: since the
remain time slots are long enough for the execution of A, we need to decide when to
start the execution.

We use two different schemes here. The first one is the As Early As Possible (AEAP),
which means the task Ti should be scheduled to start at the beginning of that time
slot. The other one is As Late As Possible (ALAP), which means we should schedule the
start execution time of the task Ti at a certain time so that Ti will finish at the end of
the time slot. These two schemes result in different impacts on peak temperature.
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Fig. 6. (a) The task X is scheduled in a time slot in core i, (b) The task X is scheduled by the AEAP scheme,
(c) The task X is scheduled by the ALAP scheme.

Let us assume we are considering scheduling task X to core i in the time slot, which
is shown as a shadowed rectangle in Figure 6(a), and tasks A and B are previously
scheduled on the beginning and the end of this time slot on core i. The AEAP scheme
generates a time gap between X and B, as shown in Figure 6(b). The temperature of
core i can be cooled down during this time gap, that is, 160 to 220. The ALAP scheme
schedules X right before B without any time gap, as shown in Figure 6(c). So the initial
temperature of B is lower with the AEAP scheme, that is, the schedule in Figure 6(b),
than with the ALAP scheme, that is, the schedule in Figure 6(c), due to the cooling
time gap (160 to 220) between the tasks X and B.

Given a certain execution time of B, lower initial temperature leads to lower peak
temperature. In addition, if the power consumption of B is higher than the power
consumption of X, the peak temperature of B is likely higher than the one of X, which
means we should try to cool down B rather than X in this case. Implementing the
AEAP in scheduling X can cool down the X at most here. On the other hand, the ALAP
can create a time gap between X and the task A that is previously scheduled right
before the time slot. This time gap, for example, the time gap 120 to 180, can reduce
the initial temperature of X. So in the case where the power consumption of X is higher
than the one of B, using ALAP can reduce the peak temperature of X. Thus, when we
consider scheduling a task to a time slot, we will compare the power consumption of
this task and the task previously scheduled right after this time slot. If the task being
scheduled has more power consumption, we will use the ALAP scheme. Otherwise, the
AEAP scheme will be implemented.

When we try to schedule tasks to the time slots which locates at the end of cores’
schedules, we will determine which scheme, either AEAP or ALAP, will be used based
on the power consumption comparison of this task and the task that will start first
in the next iteration. For example, in Figure 5, when we try to schedule task A to time
slot 4, we will compare the power consumptions of task A and B. We will schedule a
large enough time slot for cooling down the task that needs more concern, that is, the
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Fig. 7. Examples of cooling temperature on-chip. All three cooling temperatures start from the initial
temperature of 85◦C to the stable temperature of 50◦C. We can observe that the cooling speeds in these three
scenarios are slowing down dramatically near the threshold temperature TC .

more power consuming one between the task to be scheduled and the task starting
first in the next iteration.

Another question arises: how large the cool time slot should be scheduled? We will
pre-determine a threshold cooling temperature Tc. Then we will create a cooling time
slot large enough to let the more power consuming task cooling down to the threshold
Tc, without violating the real-time constraint. The reason that we set the threshold
temperature is that when the temperature of a core is cooling down, it drops dramat-
ically at the beginning, as shown in Figure 7. However, it becomes stable as the core
continues to cool down. Hence, if we try to cool down the core completely, it will take a
significantly long time. As shown in Figure 7, if we just need to reduce the core’s tem-
perature to the threshold, that is, the horizontal dot line, it will be more time-efficient.
We present our MPTSS algorithm in Algorithm 5.

5.5. The PPS Algorithm

Once we get a full schedule from the previous steps, we can further reduce the peak
temperature by dynamic frequency assignment. We assume that the frequencies of
different cores can be different and there are several frequencies options available
for each core. From a given schedule, we can predict the task which causes the peak
temperature. We can further decrease the peak temperature by changing the frequency
assignment of the corresponding core when that task is running.

We propose our dynamic frequency assignment algorithm, called the Peak Point
Scaling (PPS), in Algorithm 6. Given a schedule, we first find the task with the highest
peak temperature over all the tasks. Then, the core frequency when running this task
is set to one slower level. We calculate the period of this new schedule. If it meets the
real-time constraint, this new schedule is acceptable. Otherwise, dynamic frequency
scaling cannot reduce the peak temperature. If the new schedule is acceptable, then we
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ALGORITHM 5: The MPTSS algorithm
Input: A partial schedule generated by PTMM, a set of independent tasks, m different cores,

EP matrix.
Output: A schedule generated by MPTSS.
1: List independent tasks in a list P in the decreasing order of their power consumption
2: while The list P is not empty do
3: t = top(P)
4: Collect all the time slots which is long enough for t across all cores, form a time slot set

TS.
5: for Every time slot tsi in TS do
6: j ← the according core of tsi
7: Find the task tnext which is schedule to start right after tsi on the core Cj .
8: if Power(t) < Power(tnext) then
9: Find the start time with the AEAP scheme
10: else
11: Find the start time with the ALAP scheme
12: end if
13: Get the Tmax(t, j) /*similar to the one in PTMM*/
14: end for
15: Find the time slot tsmin giving the minimum peak temperature Tmax(t, j)
16: Assign task t to core Cmin /*Cmin is the core of time slot tsmin*/
17: Schedule the start time of t in time slot tsmin based on the scheme selected in the if

statement (line 8)
18: Remove t from P
19: Update time slot table of core Cmin
20: end while

ALGORITHM 6: The PPS algorithm
Input: An initial schedule Sinit, EP matrix, a real-time constraint T C
Output: A schedule generated by PPS.
1: Stemp ← Sinit
2: while Period(Stemp) ≤ T C do
3: S ← Stemp
4: Find the task tmax generating the highest peak temperature in Stemp, and the core Cmax

which runs tmax
5: if frequency of Cmax when running tmax is the slowest level then
6: Break
7: end if
8: Set the frequency of Cmax when running tmax to one slower level
9: Update Stemp
10: end while
11: Output S

find the task with the highest peak temperature in the new schedule, and repeat the
frequency scaling again. This frequency scaling repeats until a schedule which violates
the real-time constraint is generated. We output the last version of the acceptable
schedules.

5.6. The RS Algorithm

At the end of each iteration of the TARS algorithm, we create a new DFG by rotating
the current DFG. First, we need to form a set of rotation tasks. If a task is the first task
scheduled on a core and there is at least one delay in each of its incoming edge, this task
is a rotation task. The Rotation Scheduling (RS) algorithm is shown in Algorithm 7.
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ALGORITHM 7: The RS algorithm
Input: An input DFG Din and a schedule S based on Din, a retiming function r.
Output: An output DFG Dout generated by rotation scheduling, a new retiming function rnew.
1: Form the set of rotation tasks RT based on Din and S
2: for Every task ti in RT do
3: Reduce one delay from every incoming edges of task ti in Din
4: Increase one delay from every outgoing edges of task ti in Din
5: r(ti) ← r(ti) + 1
6: end for
7: Dout ← Din and rnew ← r

Figure 8 shows an example of our RS algorithm. Assuming an initial DFG shown in
Figure 8(a), we can transform the DFG into DAG by removing the edges with delays.
Then a schedule is generated by the algorithms presented in the previous subsections.

In the first rotation, we can find the task A and C are the first tasks executed in
two cores. So the rotation task set includes these two tasks. Since there is none delay
on the incoming edge and the outgoing edge of task C, we keep the edges of task C
unchanged. For task A, there are three delays on its incoming edge, that is, edge eEA.
Thus, in this rotation, we reduce one delay on edge eEA, and increase the delays of all
three outgoing edges of task A by one, respectively, as shown in Figure 8(b). We can
find that task A now becomes independent in the corresponding DAG. A new schedule
is generated based on this new DAG. In this schedule, task B and C are the first tasks
in two cores. These two tasks form the set of rotation tasks in the next rotation.

In the second rotation, the delays of the incoming edges of task B and C, that is, eAB,
eAC , are all reduced by one. The outgoing edges of task B and C, that is, eBD, eBE, and
eCE, increase their delays by one, as shown in Figure 8(c). According to this new DFG,
task D and E become independent. The third schedule is created in this rotation.

As shown in this example, the RS algorithm can redistribute the delays in the DFG.
Therefore, various DAGs can be reached. In these various DAGs, different tasks become
independent, which leads to diverse scheduling orders of tasks and different schedules.
As we implement the RS algorithm at the end of each iteration of our TARS algorithm,
and we repeat the TARS algorithm for a predetermined number of iterations, we can
select the rotations with the best schedule among a number of schedules in the sense
of reducing peak temperature.

6. EXPERIMENTAL RESULTS

In this section, we present the experimental results of our algorithms. We develop
our experiments as follows: we first use a precise microprocessor simulator, Wattch
1.0.2 [Brooks et al. 2000], to get the execution and power characteristics of a set of
benchmarks. Then we generate a number of random DFGs consisting of this set of
benchmarks. Task schedules and power traces are created by our algorithm. We input
these schedules and power traces into a thermal analysis simulator, called Hotspot
4.1 [Skadron et al. 2004]. Finally, we evaluate our algorithms with the comprehensive
thermal analysis generated by Hotspot 4.1. All experiments are conducted on Linux
machine equipped with an Intel Core 2 Duo E8400 CPU and 3GB of RAM.

6.1. Experiment Setup

The 3D CMP architecture simulated in our experiments is a two-layer front-to-back
architecture. There are eight Alpha 21264 (EV6) microprocessor cores in each layer
with configuration as Table I. We use per core DFVS in our simulation with three
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Fig. 8. (a) The initial DFG, the corresponding DAG and schedule. (b) The rotated DFG in the first rotation,
the corresponding DAG and schedule. (c) The rotated DFG in the second rotation, the corresponding DAG
and schedule.
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Table I. Configuration of Alpha Cores

Processor core Alpha 21264
Core technology 65nm

Nominal frequency 5GHz
L1 data cache 64K, 2-way

L1 instruction cache 64K, 2-way
L2 cache 2M

Table II. Thermal Parameter for Hotspot

Layer Conductivity Capacitance per unit volumn
Silicon 100 W/(m · K) 1.75 × 106 J/(m3 · K)
TIM 4 W/(m · K) 4.0 × 106 J/(m3 · K)

Copper 400 W/(m · K) 3.55 × 106 J/(m3 · K)

Table III. Temperature Parameter Setting

Temperature parameter Value
Ambient temperature 35◦C
Initial temperature 55◦C

Critical temperature 85◦C

DVFS levels (3.88GHz, 4.5GHz, and 5GHz) configured based on the parameters of
Alpha 21264 [Kessler 1999].

We choose the SPEC CPU 2000 benchmark suite and the MiBench benchmark suite
in our experiment. The execution time and the power consumption of each benchmark
on Alpha core are tested through the Wattch 1.0.2 simulator with the above configu-
ration. For each benchmark, we run it under those three DFVS levels via out-of-order
mode to get the task characteristic of this benchmark. We generate 10 random DFG-
based applications. The tasks in these applications are randomly selected from the
SPEC2000 and the MiBench benchmarks. For each application, we set the real-time
constraint T C (i.e., deadline) as follows:

T C =
∑N

i=1 ti
P

× c, (11)

where N is the number of tasks in this application, ti is the execution of time of
task i under the highest frequency, P is the total number of cores, that is, 16 in our
simulation, and c is a constant which is set to 5, generating neither too tight nor too
loose constraints.

The thermal simulation is conducted in the Hotspot 4.1 simulator by using the power
consumption traces created by our program. In the Hotspot 4.1 simulator, the lateral
and vertical thermal interactions among adjacent core are all carefully considered
and modeled. As we mentioned previously, the architecture model used in the Hotspot
simulator is a two-layer architecture, in which the thickness of the top layer (the one
far from the heat sink) is 50μm, and the thickness of the bottom (the one close to the
heat sink) is 300μm. There is a Thermal Interface Material (TIM) layer between these
two layers. The core size is 4mm × 8mm. Some other parameters is listed in Table II.
We also set the temperature parameters as shown in Table III [Liu et al. 2010].

6.2. Peak Temperature

As our algorithms are to reduce the peak temperature in 3D CMP architectures, we
show the average peak temperature of all 16 cores over 10 applications in Figure 9. By
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Fig. 9. Core peak temperatures comparison. The “Core #” in the x-axle represents the IDs of the sixteen
cores, where cores 1 to 8 are in the upper layer and the cores 9 to 16 are in the lower layer.

comparing the result of list scheduling, we find that both of our algorithms can reduce
the peak temperatures. The PTLS based TARS reduces up to 7◦C. And the PTMM
based TARS is even better, reducing up to 8.1◦C. Both the peak reductions happen
on the cores in the upper layer. For the cores in the top layer (core 1 to 8), the peak
temperatures are consistently higher than the ones in bottom layer (core 9 to 16). This
result is aligned to our online thermal prediction model. The peak temperatures of
top layer cores is around 83◦C with our PTMM based TARS algorithm, about 84.5◦C
with our PTLS based TARS algorithm, and about 90◦C with the list scheduling. With
the two phases consideration in the PTMM, that is, the Min-Min initial scheduling
algorithm, more global information is used in making the assigning decisions. Thus it
generates better initial schedules leading to better performance than our PTLS based
TARS algorithm does.

Larger improvements are made in the top layer cores. The reason is that in our
proposed algorithm, more effort is made in reducing the temperature of the hottest
core, which is usually located in the top layer. Even though the improvements for
cores in the bottom layer are not as significant as the ones in top layer, lower peak
temperatures are achieved, due to the more flexible execution order explored in our
algorithm and less impact from the aligned cores on the top layer. The reduction of peak
temperature in the bottom layer is about 4.5◦C with our PTMM based TARS algorithm,
about 3.1◦C with our PTLS based TARS algorithm.

6.3. Temperature Violations

In this section, we compare the schedules in the sense of avoiding or minimizing
the number of temperature violations, which is shown in Figure 10. We define the
temperature violation as the situation where the core’s temperature is higher than the
critical temperature. The differences of temperature violations of cores depend on a
few factors, such as the workloads of cores, the location relationship with other cores.
The cores 5, 6, and 7 have more temperature violations than that of cores 10–13. The
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in the experiment, the temperature violations are number of runs in which the corresponding core has the
peak temperature higher than the temperature constraint.

reason is that the cores 5, 6, and 7 is on the upper layer of the 3D CMP. The cores in
the top layer are more likely to have higher temperature than the critical temperature.
Since more efforts are made to reduce the temperature of the hottest core in our TARS
algorithms, our TARS algorithms can dramatically reduce the number of times of
temperature violations in the top layer cores. Up to 80% temperature violations in the
list scheduling are avoided in the top layer. Aligned to the result of the above subsection,
the PTMM based TARS algorithm outperforms the PTLS based TARS algorithm.

For the cores in the bottom layer, only a small number of of violations occur. In both
TARS algorithms, there is one core that never has temperature higher than the critical
cores. No more than two violations happen in any core in the bottom layer. In summary,
both our TARS algorithms can reduce the temperature violations in both the top layer
and the bottom layer.

7. CONCLUSION

In this article, we presented an online 3D CMP temperature prediction model for multi-
media embedded systems. We also proposed our real-time constrained task scheduling
algorithms, the TARS algorithms, to reduce peak temperature in a 3D CMP. By con-
sidering the the inter-iteration data dependencies and frequencies assignment collabo-
ratively, our proposed TARS algorithms can significantly reduce the peak temperature
on chip and avoid most of the temperature violations. Our simulation results showed
that our TARS algorithms can reduce peak temperature by 8.1◦C, and avoid up to 80%
violations in the top layer and up to 100% violations in the bottom layer.

Our future works are twofold: (1) we will investigate the implementation of stochastic
approaches in our CMP temperature prediction models; and (2) we will also further
consider the priorities of tasks in our task scheduling algorithms.
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